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Please, Mr President, Don’t Forget
About the Working Man

Some of you have complained we could do more to help the working APL
programmer. And you're right.

Unless the Vector Working Group plans and solicits articles, Vector relies on what
you choose to send us. And commercial programmers rarely see they have the
time to write about what they’re up to. So hats off to the academics and hobbyists
who have found or have just made time over the years to contribute to Vecfor.
Please keep it up!

And we're resolved to serve the working programmer better. This is the last issue
to feature a Technical Section, and we’ve packed it with useful stuff. Kai Jager
writes his complete beginner’s guide to driving Excel from Dyalog APL. Excel is
such an important part of our environment that we make no apology for
publishing another article on interfacing it with APL. Even if you've never used
OLE before, Kai’s step-by-step instructions will get you started with something
that works; and through the miracle of Unicode you can copy his code straight off
our website into a Dyalog APL session,

Similarly, the Web has become such an important medium for delivering
computer services that we're publishing in two parts Eric Lescasse’s guide to
writing or porting APL2000 applications to Web Services.

When 1 started writing in APL, I loved how it liberated me from the yammering
detail of FORTRAN. No more declaring variable types or array sizes; no more
nannying loop conditions and counters. My new wings soon melted as I soared
beneath the low sky of a 256Kb workspace and 1 had to learn how to live without
WS FULL. But Moore’s Law worked its magic at last, making my time scarcer
than silicon, and my everyday writing is guided by linguistic (or do I mean
‘literary’?) not engineering considerations. Mostly. But even everyday
programming can still encounter the limits of the machines. Bill Rutiser explains
in two articles how virtual memory works beneath the interpreter, and how to
evaluate the impact of memory issues on your application.

MicroAPL has long emphasised cross-platform development in APL, and porting
tools for migrating between interpreters. Adrian Smith offers his initial
impressions of the built-in charting capability in APLX Version 3 {we'll publish a
full review in one of the next few issues), and Eke van Batenburg has reviewed the
how various interpreters conform to the 150 standard for APL.
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John Scholes” modestly titled article argues the merits of the FP (Functional
Programming) style of writing. This is illustrated in my case study of a program
that interprets text files returned from mainframe queries, which parses about 700
queries a week at Britain’s largest insurer. The program has 25 executable lines; 24
of them simply define functions or constants,

Reading is as important to literacy as writing. Cliff Reiter uses the well-known
Game of Life to compare the performance of different strategies in J, including
Ewart Shaw's ‘signature’ 1-line Game of Life program, Roger Hui exploresinJ a
harder version of the Eight Queens problem. And Tan Clark considers in APL2000
an alternative to postal voting for electoral fraud.

Stephen Taylor

Letter to the Editor

From: Devon H. McCormick

I was wearing my APL.2003 shirt (very limited edition — 3 and counting) in
Arizona last month and one of my sister’s friends commented on it. He was
astonished to see APL mentioned as he had worked with it in the (late 1970s7)
early 1980s in New York City for his father, Marvin Markowitz, who was
apparently attempting to build an OS for a little computer IBM was developing at
that time. Yes, he was one of several who lost out to Bill Gates and company.

I know this story sounds a bit suspicious — an OS in APL? - but ! trust the source
and he claims first-hand knowledge, not some friend-of-a-friend fable.

The other thing 1 find hard to believe, thought it’s certainly possible, was the
existence of a fairly big APL group in NYC (during the time 1 was very active in
the community) that I didn’t know about. I'll have to ask this person to clarify if
he was in the city or somewhere else in New York state.

Does anyone know anything about this? Maybe a Vector reader would have some
recollection?
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Quick Reference Diary

Date Venue Event

August 5-7 Blackwater APL Moot

Oct 19-21 2005 Denmark Dyalog 2005 Conference
Nov 6-10 2005 Flerida APL2000 User's Meeting.

Naples Beach Hotel, Florida. i

Dates for Future Issues of VECTCR

Vol.21 Vaol.22 Vol.22

No.4* Neo.l No.2
Copy date 3rd June 3rd Juneg 23rd Sept
Ad booking 10th June 10th June 30th Sept
Ad Copy 17th June 17th June 7th October
Distribution July 2005 July 2005 October 2005

* This is the Ken lverson special issue, and the “normal” 22:1 wili be produced at the same time.

Vector Back Numbers I

Back numbers of Vector are available from:

-

British APL Association,
c/o Gill Smith,

Brook House, Gilling East,
YORK YOG62 4]]

Price in UK: £10 per complete volume (4 issues);
£12 (overseas); £16 (airmail) including postage.

Please note that Vol.1 No.2 Is now oul of stock.
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Minutes of the AGM of the BAA held at the
Royal Statistical Society on 20 May 2005

The Chairman, Adrian Smith, opened the meeting at 2:10 pm.

The minutes of the last AGM (printed in Vector 20.4) were accepted as a true
record without demur. He announced the committee for 2005/6.

Chairman Paul Grosvenor
Secretary Anthony Camacho
Treasurer Nicholas Small
Editor Stephen Taylor
Education Alan Mayer
Activities Ray Cannon
Projects Ian Clark

It was agreed not to appoint a webmaster; instead the editor will coordinate a web
teanm.

Adrian reported a quiet year. The main activity was Ray Cannon’s moot which
was very successful. Vector is coming back on schedule (he showed a copy of 21.2
which will be posted to members next week). We have most of the material for the
next issue and hape to be back on schedule soon. We have two new sustaining
members.

Nicholas Small presented the accounts. There were no questions.

Stephen Taylor spoke about plans for Vector and the web site. He repeated that
we hope to be back on schedule soon. We have an issue in memory of and to
honour Ken Iverson almost ready. He expects the emphasis to move to electronic
media and wants the site to become a showcase for all varieties of APL. He hopes
that the Vectar site will mirror sites such as Kx and ] Forum and that eventually it
may become the APL preferred source world-wide.

Ray Cannon announced the next APL programming moot, to be held at
Blackwater from 5th to 7th August 2005. People are encouraged to bring a
computer and a sleeping bag. There are convenient takeaways and a pub opposite
the hall. Everyone is invited and there will be NO CHARGE (buy your own food
and drink). If you are interested you are encouraged to book early with Ray.
Obviously places are limited.

The meeting closed at 2:25 pm
Anthony Camacho 20 May 2005
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British APL Association
Summary of Annual Accounts 2004/05
‘(Unaudited)

Summary of income and expenditure/receipts and payments:

2004 /05 2003/04
{R&P) (I&E) (IZE)
£ £ £
Income/Receipts
Subscriptions 11581 12735 12914
Bank interest 1498 1498 1225
Vector advertising {incl. VAT) Bl 750 1572
Other 285 285 358
Total receipts 13908 15268 16066
Expenditure/Payments
Meetings 652 467 2338
Administration 528 628 860
Vector production and despatch 11159 14468 14634
Projects 0 0 541
Other 403 104 673
Total payments 12742 15668 19047
Assets summary:
Bank and other balances 37497 36331
Debtors 1777 636
Creditors (11353) (8647)
Net assets 27921 28321
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Notes to the accounts

Pence figures have been omitted, so columns may not add exactly.

The value of stocks of Vector have not been assessed, nor has the value of the
Association’s computing hardware and software.

For 2004/05, figures are shown both as income and expenditure, i.e. revenues
strictly relating to the activities of that year, and as receipts and payments, i.e.
what goes in and out of our bank account. The comparative figures for 2003 /04
relate to income and expenditure,

Membership at 30.4.05
(previous year’s figures in parentheses)

UK FCREIGN TOTAL

Number Yectors Number Vectors Number Vectars
Sustaining 8 {6) 43 (28} bo(4) 28 (28) 12 (10) 71 (56)
Corporate= 2 {4) 10 (186) 1 (1} 10 (190) 3 (5) 20 (26)

Corp. Indx 5 (9) 5 (9) 15 (15} 16 (186) 20 (24) 21 (25)
Individual 91 (106} 91 (106) 207 (209) 207 (209) 298 (315) 298 (315)
Non-voting 15 (18} 15 (18) ¢ (0) 0 (0) 15 (18) 15 (18)
Life 1 (1) 1 (1} 1 (1)} 1 {1} 2 (2) 2 (2}
Library 1 (1) 1 (1) 4 (6) L (6) 5 (7) 5 (7)
Russians 11 (11) 11 (11) 11 (11) 11 (11)
APL Groups 13 (13) 36 (39) 13 (13 37 (39)
480 (499)

*  Add the Vector numbers in these rows to get the total subscribed for by
corporate members.
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News from Sustaining Members

Kx Systems

Kx Announces Executive Changes

Palo Alto (June 1, 2005) - Kx Systems, leader in high-performance databases and
timeseries analysis for finance, today announced several executive changes and
promotions. Effective July 1, Janet Lustgarten, a co-founder who served as Kx
CEQ since 1993, assumes the role of Chairman of the Board. Lustgarten is
spending more time with her family and will continue to work with Kx as a
strategic consultant. She is succeeded as CEO by Arthur Whitney, who becomes
chief executive after 12 years as Kx CTO.

Janet has done an outstanding job of making Kx a top provider of software for
financial services,” said Whitney. “We are fortunate she will continue to guide Kx
as the company strengthens its leadership position and accelerates its growth.”

Said Lustgarten, “I am extremely proud of what the Kx team has accomplished to
date and am excited about participating in its continued success. Qur products
have been forward-thinking for more than a decade. We anticipate that Kx will
continue to solve leading-edge problems in financial services.”

Simon Garland has been tapped as CTO; he has been with Kx for three years in
the role of SVP Technology and brings nearly 30 years of experience in software
architecture and development to his new role. Sharon Knestrick has been
promoted to Director of Finance reporting to Robert Fourr, COO. Knestrick has
been with Kx for two years in the role of controller.

“We have a senior management team and board of directors with many years of
experience at the company,” said Whitney. “And we continue to have a strong
relationship with First Derivatives plc, who have provided sales management
and customer services to Kx since 2001.”

About Kx

Kx Systems enables leading companies to capture, analyze, compare and store
vast amounts of streaming and historical data at real-time speeds. Kx products
close the gap between what ordinary databases deliver and what today's real-time
enterprises need, For more information and Kx and its products, visit
www.Joccom.
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Dyalog Ltd

Welcome to the Dyalog User Conference 2005

We are pleased to invite you to join us for the third annual Dyalog APL
Conference, to be held at LO Skolen, Elsinore, Denmark, on October 19th-21st,
2005.

The annual Dyaleg APL conference provides a unique opportunity to learn about
the ways in which Dyalog APL is being used to deliver solutions to problems in
commercial and academic environments across the globe. As usual, we have
invited speakers who we believe have a story to tell which will inspire and
educate - and possibly also entertain - most of us. If you think we forgot you, and
you have a story you would like to tell, please contact us as soon as possible!

All participants will receive a Beta release of Version 11.0 of Dyalog APL, and
Dyalog will be hosting a number of workshops to explain how our users can
benefit from the new functionality in this version, which we plan to release shortly
after the conference. For price and booking information, and the programme
when it becomes available, see our website, hitp://www.dyalog.com,

A Few Words on Version 11.0

Work on the next version of Dyalog APL is now so far advanced that we are able
to discuss some of the most significant features which we intend to include in
what will be known as Version 11.0, which we expect to make generally available
in the 4" Quarter of 2005:

Object Oriented Extensions

Perhaps the most significant feature of Version 11.0 will be the new system
function [INEW, which will make it possible to instantiate instances of Classes
which are entirely defined using APL. Classes will allow APL users to take
advantage of Object Oriented design techniques, which complement the
traditional Array or Vector notation which “traditional” APL provides. We believe
that classes and will add significant new tools of thought to our arsenals, and
make it easier to share and reuse code.

Core Language Enhancements

In addition to the significant new language features described above, version 11.0
will contain a handful of language enhancements, including features which have
been pioneered in other APL systems. New language features will include a
Function Power operator, Squish Quad Indexing, Lowest Common Multiplier
(LCM} and Greatest Common Divisor (GCD).
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64 Bit Version

In addition to the current 32-bit version, which will be available on the same
platforms as version 10, version 11.0 will be available in a 64-bit version — initially
under Windows XP/64 and AIX. The major benefit of the 64-bit version is the
increase in maximum workspace size. The 64-bit version will allow you to use all
the memory available in current hardware systems — up to 10" bytes. Version 11.0
will have a limit of 4 billion elements on each array, which we expect to remove in
2006. The 64-bit version will be licensed separately from the 32-bit version, at a
higher price — and will not be available as a free runtime.

Come to Dyalog 2005 to learn more about Version 11.0 and our plans for the years
to come!

Optima Systems Ltd

They keep on telling us that there are 24 hours in a day. All I can say then is that
the hours must be getting shorter. Half way through the year and we still haven't
started some of the projects scheduled for the beginning of January!

We continue to be very active with our financial customers here in the UK and are
making a lot of new friends. The APL systems under development have proven
themselves to be fast, efficient and massive time savers. Using APL combined
with some of the newer XP programming techniques and close working
relationships with the business users has given us a major advantage over
traditional IT department methods. Key features of the approach include;

On-cost delivery

On-time delivery

Regular, incremental production releases

Simple project management

Little or no up-front project specification required
Happy users

Very happy managers

Ecstatic directors

Work continues with our Clinical Research colleagues in America and has allowed
us to re-launch the “LV” product. LV allows us to simulate the use and
effectiveness of drugs around the world and match the generated profit from sales
to the cost of making these sales. Once again APL gives us a flexible approach to
the system design and implementation AND allows us to calculate across many
large arrays of numbers.

10
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Finally the product which actually should have started in earnest last year and is
designed using Dyalog’s Pocket APL should soon start to take proper shape. If we
can, finally, find the time we hope to be in a position lo demo if next year.

Causeway Graphical Systems Ltd

There was a song once “You never know what you've got “til it's gone” (Joni
Mitchell, I think} - for Causeway the opposite is true. More a case of “If you want
to know what you've got, run a seminar on it”. The first public run-out of our APL
to C# conversion kit went much better than we could have hoped. It was very
hard work (for us) but very rewarding for the delegates, who went away with
fully working examples that they can copy and extend. All we needed to add to
the converter was support for ObL (so an ancient LIFE program could pause for a
few 10ths of a second between generations) and a couple of new overloads for
strings.

So, what do we have, how do we make it more widely available, and how much
should it cost?

* anengine to allow array-thinkers to code productively in VB.Net or C#. If you
are a “closet APLer’ hidden in a big corporation coding new systems in a
conventional language, then this could really make your day. What we can
offer you is a library of array functions which run on all the native data-types
and are fast and reliable. If you knew VS APL, you know these.

= an escape hatch for ‘legacy” APL systems which are too damned expensive (or
complex) to rewrite. Our generated C# code is well-structured and easy to read
and modify. It is quite possible to make a one-off conversion to Cff or VB.Net
and hand over the generated code to a programming team for integration and
maintenance.

+ achance to write that all-new killer-app in your favourite modern APL and
ship it as a single-file EXE or DLL without giving away your APL source or
bolting on any kind of runtime engine.

The array library is easy to document, and is unlikely to suffer many big changes.
I think we can just sell this off the web at a very reasonable price. Look out for it
on wiww.sharparrays.com by the time you read this. The conversion tools will be
available on a ‘seminar only’ basis for quite a while yet, and we can take a
maximum of 6 people through this at a time. This limits the availability, and
suggests a 4-digit price. If you are desperate to get your hands on this, call us
sooner rather than later.

1
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The Vector Product Guide

compiled by Gill Smith

VECTOR'’s exclusive Product Guide aims to provide readers with useful
information about sources of APL hardware, software and services. We welcome
any comments readers may have on its usefulness and any suggestions for
improvements.

We reserve the right to edit material supplied for reasons of space or to ensure a
fair market coverage. The listings are not restricted to UK companies and
international suppliers are welcome to take advantage of these pages.

Your listing here is absolutely free, will be updated on
request, and is also carried on the Vector web site, with
a hotlink to your own site. It is the most complete and
most used APL address book in the world.

We are is the process of carrying out a full audit of the
existing entries. Thanks to all those who have already
replied. Note that if you do not confirm your details by
the end of June, your entry will not appear in the next
Vector!

You can check your address details on the following
pages, and the full company information is always
avatlable on our website.

All contributions and updates to the Vector Product Guide should be sent to:
Gill Smith, Brook House, Gilling East, York, YOG62 4J). Tel: 01439-788385,
Email: apl385@compuserve.com

12
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ADDRESSES

ORGANISATION

ACM SlgAPL
Adfae

Andrews
APL-38%

APL2000 (Europe)
APL Bay Area APLBUG

APL Borealis Inc.

APL Ciub Austria

APL Germany a.V.
APL Software\Services
APL Sofutions Inc

APL Systems IDC SL

Assured Systems

CONTACT

David Stege!
Bernard Smoor

Or Anne D Wilson
Adnian Smith

Fred Honea
Curtis Jones (Sec)

Richard Procter
Harald ¥. Nelson

Dr. Rainer Nussbaum
Dick Holt

Eric Landaw

Fred Honea

Lois & Richard Hill

AtomicVeclor Productions Inc.

AUSCAN Software Ltd
BACUS

Beautiful Systems, Inc.
Ray Cannon

The Carlisle Group
Causeway Graphical
Systems Ltd

Paul Chapman

Cinerea AB

CODEWORK

ComlLog Soltware
CoSy.com
Dravid Crossley

Danish User Group
Dinasoft Oy

Dittrich & Fartner
Consulting GmbH

John Manges
Righard Procter

Joseph De Kerf
Jim Goff

Paul Mansour
Adrian Smith

Rolf Karnemark

Mauro Guazze

Jefi Pedneau
Bob Armstrang
David Crossley

Helene Boesen
Perttl Kalllojarvi

Axel Hofzmiller

ADDRESS, TELEPHONE, FAX, EMAIL etc.

ACM, 1515 Broadway, 17th Flogr, New York, NY 10036, USA (Subs only)
Dorpsstraat 50, 4128 BZ Lexmond, Netherlands.

Tel +31 247 342 337 Fax: 431 347 342 342 Email: adfee@concepts.nl

12 Thorny Hills, Kendal, Cumnbria LA9 7AL, UK. Tel: 01538-731205

Email: ADWilson@kencomp.net

Brook House, Gilling East, York YO&2 4JJ, UK. Tel: 01439-188385

Email: api385@compuserve.com

sea APL Systems IDC SL.

228 South 15th Street, San Jose, CA 85112-2150, USA

Tel: +1 (408) 2924060 Email: jonesca@vnet.ibm.com

381 Manor Rozad East, Taronto, Ontario M¢S 157, Canada.

Tel: (416} 457-7826. Fax: (416) 482-6582 Email: info@aplborealis.com

cfo N-TECH, Siebenbrunnenfeldg. 4-8, A-1050 Wien, Ausiria.

Tel: +43 1 5456063 Fax: +43 1 5458063-17

Buchenerstrasse 78, D-68258 Mannheim, Germany.

Email: reiner@nussbaum-gift.de

1570 Heather Field Lane, Earlysville VA 22936 USA. Tel: +1 434-873-4255
email: dick_hell@email.com

1107 Dale Drive, Silver Spring, MD 20910-1807 USA

Tel: +1 (301) 589-4621 Fax: +1 (301) 5894618 Email: aplsi@starpower.net

Alfrede Marquerle, 12 - 2 F, 28034 Madrid, Spain. Tel: +34 §1 730 7008
(Office) +34 60 680 5949 (Moblle). Fax: +1 775 743 §131. Emall:
uksales@apl2000.net

49 First Street, Black Rock 3193, Australia.

Tel: +61 3 9589 5578 Fax: +61 39589 3220 Email: hillj@meltpc.org.au

413 Comanche Trail, Lawrenceville, GA 30044, USA,
Tel: +1 (770) §72-3755 Email: E-mall: mailto:seapldoc@aol.com

PO Box 39, Mansfiald, Ontaric LON 1M0 Canada

Tel: +1-705-434-1239 Email: rip@ca.inter.net

Roainbarg 72, 8-2570 Duffel, Belgium. Tel: +32 15 31 47 24
PO Box 2235 Jenkintown, PA 18046, USA

Tel: +1 {215) 635-0378; Fax: +1 (215} §35-9212

Email: info@beautifulsystems .com

21 Wocdbridge Rd, Blackwater, Camberley, Surrey GU17 0BS, UK.
Tel: 01252-874697 Email: ray_cannon@compuserve.com

544 Jlefferson Avenue, Scranton PA, 18510 USA. Tel: +1 570-963-2036
The Maltings, Castlegate, MALTON, North Yorks YO17 7TDP, UK.

Tel: 01653-696760 Fax: 01653-697719

Email: adrian@causeway co.uk

£1B Lambs Conduit Street, London WC1N 3NB, UK.
Tel: 020 7404 5401, Compuserve: 100343,3210

Box 61, S-193 00 Sigtuna, Sweden.
Tel/Fax: +46 859 255 421 Email roif@cinerea.se

Corsa Lanza 105, 10133 Torino, ltaly.
Tel: +29 11 6601560 Fax +39 11 6601550 Email: codework@codework-
it.com

18728 Bloomfield Road, Clney, MD 20832 USA
Tel +1 (301} 260-1435 Emall: jeff@sofimed.com

42 Peck Slip #48, New Yark, NY 10038-1725, USA, Tel: +1 212-285-1864
Fax: +1212-285-1864. E-mail: bab@CoSy.com.

187 Le Tour du Pont, 84210 ST DIDIER, France. Tel: +33.4.90.66.08.87
Email: crassley@au-village.com

¢/o Insight Systems ApS, Nordre Strandvej 119G, Hellebaek, Denmark

Lannrotinkaty 21C, 00120 Helsinki, FINLAND.
Tel: +358 § 70028820 Fax: +358 9 70028824 Email: dinosoft@dinosoft.fi

Kieler Strassa 17, D-42697 Solingen, Germany. Tel: +48 212-260 660
Fax: +49 212-260 6666; Email: info@dpe de
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Duteh APL Association Bernard Smoor (Sec) Postbus 1341, 34308H Nieuwegein, Netherlands.

Tel: +31 347 342 337 Fax:+31 347 342 342
Dyalog Ltd. Peter Donnelly Grove House, Lulyens Close, Chineham Court, Basingstoke, Hampshire

Dynamic Legistics
Systems GmbH

DynArray Corporation

Entropy Software Limited

Evestic AB
FinnAPL

First Derivatives plc

First Derivative
Analytics Ltd.

General Software Ltd

Michael Baas

Dr James Brown

George Macleod

Olie Evero
Olll Paavola

Michael O'Naill

Ken Chakahwata

M.E. Martin

Godin London Incerporated Gaétan Godin

HMW Computing

Hoekstra Systems Ltd

Michzel Hughes
FAPL LId

{BM APL Products

INFOSTROY
Insight Systems ApS
JAD Software

Japan APL Assoc
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Zark Newsletter Extracts

edited by Jonathan Barman

Utility Corner:
Market Days

(The purpose of this column is to make you more productive by introducing you
to utility functions. Think of utility functions as APL functions that have names
instead of symbols. By expanding your function vocabulary, you'll be able to
write APL code that's more concise, more efficient, and more readable.)

In last issue’s Limbering Up column, you were asked to define a dyadic utility
function DAYSPLUS that allows you to do “date addition” with a “Market Day”
calendar.

When working with investment data, a special calendar must be used - the
calendar that has one day per “Market Day,” i.e. per day that the securities market
is open for trading. The market is not open weekends nor on certain holidays. For
certain analyses, it is necessary to move forward or backward a certain number of
market days. How is this done?

Suppose the “Market Day” calendar is expressed in two arrays, ciy and cid:

ciy
1994 1995

pcid
2 12 31

cid
WWDODDDWWDDDODDWWDDDDDWWDDDDDWWD
pCLOWWDDDDDWWDDDDDWWHDDDDWWDX XX
CLDDWWDOODDWWEDDDDWWDDDDDWWRDDD
HWWDDDDDWWDDDDDWWDDDDDWWDDHDDWX
WDDDDDWWDDDDDWWDDDDDWWDDDDDWWHD
DDDWWDDDDDWWDDDDRDWWRDDDDWWDDDDX
DWWHDDDDWWDDDDDWWDDDDDWWDDDDDWW
DDDOOWWDDDDDWWDDDDDWWDDDDDWWDDD
DDWWHDDDDWWODDDDWWDDDDDWWDDDDDX
WWODDDDWWDODDDWWDDDDDWWDDDDDWWD
DODOWWEDDDDWWDDDDOWWDDDHOWWDDDX
DOWWDDODDWWDDDDDWWDDDDDWWHDDDDW
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WHDDDDWWDDDDOWWDDDDDWWDDDDDWWDD
DODWWDDDDDWWDDDDDWWHODDDWWDDX X X
DDDWWDDDDDWWDDDDDWWDDDDDWWDDDDD
WWDDDDDOWWDDDDHWWDDDDDWWDDDODWWX
DDDDDWWDDDDDWWDDDDDWWDDDDDWWHDD
DOWWDDDDOWWDDDDDOWWDDDDDWWDDDDDX
WWDHDDDWWDDDDDWWDDDDOWWDDDDDWWD
DbDLDWWLCDODWWDLDDDWWDDDDDWWDDDD
CWWHDDDDWWCLODDDWWDDDDDWWDDDDDWX
WODDDDWWDDDODWWDDDDDWWODDDDWWDD
DDDWWDDDDDWWDDDDDWWDDDHDWWDDDDX
DWWDDDDDWWDDDDDWWDDDDDWWHDDDDWYW

Here, c¢ivy is a vector of the years in the calendar. cid is a 3-dimensional character
array with one plane per year in ciy, 12 rows (months), and 31 columns (days).
Thus, the ninth row of the second plane corresponds to September 1995:

DWWHDDDDWWDDDDDWWDDDDDWWDDDDDWX

The Ds correspond to market days, the Ws to weekend days, the Hs to helidays, and
the Xs to nonexistent days. For example, September 4 is a holiday (Labor Day);
September 2 and 3 are weekend days; and September 31 does not exist.

The left argument of the proposed utility function DAYSPLUS is an array of market
day dates. The right argument is a corresponding array of numbers of days to
add. The result is an array of the market day dates that come from the date
“addition.” For example,

19950906 DAYSPLUS 2 0 71 3
19950908 19950906 19950905 19950831

The arguments should be scalar conformable, you know, vector and vector
returns vector, matrix and scalar returns matrix, and so on. Assume globals ciy
and cid.
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The solution from Rex Swain is direct and efficient:

[13]
f14]
[15]
[16]
[17]
[18]
[19]
[20]
[21]

Let’s walk through the logic in this function with an example:

{13]

(14]

[15]

[16]

{17]

v R«YMD DAYSPLUS N;cC;vY:[0I0

v

DTDTDDPIODDDDDD

Returns date that is N market days
after date YMD (yyyymmdd). Logic
assumes YMD is a market day.
Arguments are scalar conformable.
Globals:
ciy - vec of years
cid - 3D char array of years by
12 months by 31 days
(D=mkt day; Weweekend;:
H=holiday; X=non-day)

JI0+0 A Origin 0 is simpler
Y+ciyf0]-1 A Base year
R<YMD-10000xY A YYYYMMDD - IMMDD
R+<0 100 {00TR A IMMDD ~ I MM DD
R+«0 12 311R-1 A I MM DD + cid inds
C++\,'D'=cid A Cumulative mkt days
R+Ci1C{R]+N A Perform "addition"
R+1+0 12 317R A cid inds - I MM DD
R+«0 100 100.R A I MM DD - IMMDD
R+R+10000xY A IMMDD -+ YYYYMMDD

19950906 DAYSPLUS 2 0 ~1 73

Y«ciy[0]-1 A Base year
Y : 1993

R+YMD-10000xY A YYYYMMDD - IMMDD

YMD : 19950506

R : 20906

R+0 100 100TR A IMMDD -~ I MM DD
R:29¢6

R+«0 12 31:R-1 A I MM DD -+ cid inds
R : 625

Cr+\,'D'=cid A Cumulative mkt days
C:001234555¢67
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[18] R«C1C[R]+N A Perform "addition"

C[R] : 424
C[RI+N : 426 424 423 y21
R s CiCIR]+N : 627 625 624 619

[19] R«1+40 12 317R A cid inds ~ I MM DD
R: 2 2
9 8
8 1

OO N

2
9
5 3

[20] R+0 100 1001R A I MM DD -~ IMMDD
R : 20908 20906 20905 20831

[21] R+R+10000=Y A IMMDD —+ YYYYMMDD
R : 19950908 19950906 19950905 19950831

The APL “magic” that allows this function to work without looping takes place on
lines [17] and [18]. The vector C designates, for every day in the calendar, the
number of market days that have elapsed since the beginning of time (or, rather,
since the beginning of the calendar). The expression C1C[R]+N does the “addition”
by extracting the number of cumulative days for each given date, adding N days,
and searching for the market date that corresponds to that new number of
cumulative days.

The beauty of the expression C1C[R]+N is that it works for any shapes of R and N
(as long as they are scalar conformable). For example, R can be a matrix and N a
scalar, or R a scalar and N a matrix, or they can both be matrices of the same shape.

The submission from Jim Weigang used the same algorithm as above but refined
the technique a bit by converting the year, month, and day values to origin 0
indices all at once. In the function above the adjustments occur on lines [13], [14],
[16], {19], and [21]. In the function below, they occur only on lines [15], [17],

and [23].
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v R«YMD DAYSPLUS N;A;B;C;Y:[0IO

[1] A Returns date that is N market days
f2] a after date YMD (yyyymmdd). Logic
£3] A assumes YMD is a market day.

[%] f Arguments are scalar conformable.
[5] A Globals:

[6] A ciy - vec of years

[7] A cid -« 3D char array of years by
(8] A 12 months by 31 days

{9] A (D=mkt day; W=weekend;

[10] =~ H=holiday; X=non-day)

[11] =~

[12] 010+0 A Origin 0 is simpler
[13] A<0 100 100 n Date-packing radix
fik4] B<0 12 31 A cid-indexing radix
[15] Y<A1ciy[f0],1 1 a Origin adjuster
[16] C++\,'D'=cid A Cumulative mkt days
[17] R+«YMD-Y A YYYYMMDD ~ IMMDD ([JI0=0)
[18] R+ATR A IMMDD - I MM DD
[19] R«B1R A I MM DD = cid inds
[20] R«C1C[R]#N A Perform "addition"
[2t] R«BTR A cid inds -~ I MM DD
[22] R«ALR A I MM DD - IMMDD
[23] R+Y+R A IMMOD -~ YYYYMMDD

v

While there is a certain aesthetic appeal to this refinement, the efficiency of the
function improved by only a fraction of a percent,

A side note: Many APL beginners are lured by the appeal of writing code that is
compact as well as powerful. On encountering a function like the one above, they
are tempted to condense the function by combining lines [17] to [23] like so:

[17] R+Y+ALBTCLC[BLATYMD-Y]+N

They may even include a comment for this line like, “Do the necessary
conversion.” Resist this temptation! The joyful feeling that comes from squeezing
one more rabbit in the hat will be more than offset by the feeling of despair that
comes from looking at this line of code in four months and having no idea what it
does.

Happily, the function does not run faster by jamming all the code onto one line, so
don't offer efficiency as an excuse. And the concept of saving storage by omitting
comments is analogous to swallowing your food whole to conserve your teeth.

Enough preaching,.
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Another submission, from Bob Santos, takes the same approach as the above
functions, but does the “addition” a bit differently.

[1]
2]
(3]
[4]
[5]
[6]
[7]
[8}
9]
{10]
[11]
[12]
[13]
[14]
[15]
[16]
[17]
[18]
[19]
[20]
{21]
[22]
[23]
[24]

Vv R«<YMD DAYSPLUS N;A:;B:I:;Y:0IO

v

DD ODDDDDDDDD

Returns date that is N market days
after date YMD (yyyymmdd). Logic
assumes YMD is a market day.
Arguments are scalar conformable.
Glaobals:
ciy - vec of years
c¢id - 3D char array of years by
12 months by 31 days
{D=mkt day; W=weekend;
H=holiday; X=non-day)

0I0«0 a Origin 0 is simpler

A+~0 100 100 A Date-packing radix
B+0 12 31 A cid-indexing radix
Y+Arciy[0),1 1 A Origin adjuster
I«,'"D'=¢cid n Cumulative mkt days
I«I/1pI p Bits to indices
R«<YMD-Y A YYYYMMDD - IMMDD {([JIO=0)
R+«ATR A IMMDD ~ I MM DD

R+«81R A I MM DD - cid inds
R+I[N+ItR] A Perform "addition"
R+BTR A c¢id inds -~ I MM DD

R+AiR A I MM DD - IMMDD

R«<Y+R A IMMDD = YYYYMMDD

Compare the “addition” methods

Cumudative market days —

Ce+\,'D'=cid
R<CtC[R]+N

Index of market days —

I+,'D'=cid
I«I/1pl
R+E[N+I1R]

Both methods do , *D' =cid. The former uses +\ on the resulting bit vector. The
latter uses /1p on it. The former method uses [] and then :; the latter uses 1 and
then []. The two methods are similar enough that the relative efficiency will
depend on the implementation of APL you use.
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When timing these algorithms, it becomes apparent that much of the time
consumed by these functions is spent on the +\ or /1p operations. Anything that
can be done to reduce this time will improve the overall efficiency of the
functions. For example, in APL*PLUS [1/386, the /1p line of the latter function can
be replaced by

[17] I+<WHERE I A Bits to indices

where the WHERE function is a “compiled” function from the APL*PLUS
workspace ASMFNS . The resulting DAYSPLUS function takes about 60% as long to
run as the function without WHERE.

An even faster solution is to precompute the € or I variable once, and passitasa
global variable to the function. Here’s how this approach looks (for the latter
function):

v R+YMD DAYSPLUS N;A;B;Y;010

(1] n Returns date that is N market days
[2] a after date YMD {yyyymmdd). Llogic
[3] A assumes YMD is a market day.

[t%] A Arguments are scalar conformable.
[5] A Globals:

£6] A ciy - vec of years

£7] A cid - 3D char array of years by
{8} A 12 months by 31 days

[9] A {D=mkt day: W=weekend;

[10] ~n H=holiday; X=non-day)

[11] A ¢ii - I/IpI+,'D'=cid ((J10=0)

[12] OIO«0 A Origin 0 is simpler
{13] A«0 100 100 n Date-packing radix
[1%] B+«Q 12 31 A cid-indexing radix
[15] Y+«Aiciy[0],1 { A Origin adjuster
[16] A cii+, 'D'=cid A Cumulative mkt days
f17] A cii+ciifipcii A Bits to indices
f18] R<YMD-Y A YYYYMMDD -+ IMMBD ({JI0O=0)
[19] R«ATR A IMMDD - I MM DD
[20] R+«BiR A I MM DD -+ c¢cid inds
[21] R+«cii[N+ciitR] A Perform "addition"
[22] R+«BTR A c¢id inds -~ I MM DD
f23] R+AtR A I MM DD -~ IMMDD
{2u4] R+Y+R A IMMDD -~ YYYYMMDD

v

This function runs faster than any other function we could devise. It runs in about
75% the time of the original (Swain) function with its C variable precomputed. The
reason for this difference is that the vector you get from the /1p is about 67% the
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length of the vector you get from +\ (because weekends, holidays, and invalid
days are eliminated).

As a mental exercise, how would you modify the above functon to develop
another dyadic function name DAYSDIFF whose arguments are both arrays of
dates, and whose result is an array of the number of market days between those
dates? Which method (+\ or /1p) would be faster? How about a monadic function
named DAYSVALID whose argument is an array of dates, and whose result is a
Boolean array flagging the dates that are valid market days? Which method
would be faster?

Limbering Up:
Market Days

(The purpose of this column is to work some flab off you APL midsection. Like
muscles, your APL skills can atrophy if not exercised with adequate frequency
and variety. This column presents a task for you to perform. Set aside a few
minutes from your busy schedule and work the task. Mail in your solution and
stay tuned for the results.)

One of the features of APL is that you can use exponential, or scientific, notation
to express numbers. For example, you can type 1E6 instead of 1000000. This
convenience is, however, a two-way street. The computer also has the right to
speak to you in exponential notation. For example, you can try the following in
immediate execution mode:

.00000123
0.00000123

.000000123
1.23E77

1230000000
1230000000

12300000000
1.23E10

[t appears the computer, too, grows weary of typing too many zeros. From a
fairness point of view, we are comforted. However, at times you will find
exponential notation unacceptable.

For example, suppose you develop an application that prompts the user for a
“Daily Declared Rate” for a Mutual Fund:

Daily Declared Rate: .000000125
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Your program digests the number and files it. Later that day, the user wants to
review the rate for subsequent modification. Here’s what he sees:

Daily Declared Rate: 1.25E77

Is this the number he entered or not? The answer is not immediately obvious.
What do you, as the programmer, do?

One simple approach is to tell the computer to stop using exponential notation:

.000000125
1.2BE77

OEeN
1

[JeN+0

.000000125
.000000125

7.000000125
. 000000125

Don't you wish? Unfortunately, there is no such [JEN system variable.

That’s where you come in. Your task is to write a monadic function ENOFF
(Exponential Notation OFF) that behaves exactly like monadic ¥ except it never
returns its formatted numbers in exponential notation.

Send your solution to:

Vector Production

Brook House

Gilling East

York YO62 4]j

UK  email apl385@compuserve.com

The notable functions and their authors’ names will be printed in the next issue of
Vector. Good luck and happy limbering.

Reprinted with kind permission from Zark APL Tuator News, a quarterly publication: of Zark Incorporated,
23 Ketchbrook Lane, Ellington, CT06029, USA
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21.3 Solution, Puzzle, and New Crossword

Solution to Crossword in 21.2

I|N[S[E|R[T|A[NJA[OTRP
Nix | -|?2L CP|x p|R
Nid|L|B x |2 Lit|K|O
B2 BN Bl
RO /INvix oo U
PIN L . 5+ BNs 1 clc]
I IR BREE b
N BEM B BE
D/ DN x oo 1<V
ulr[-[nJlfr P Fjﬁax
Ci|/|1lplG ATITy/|T
TRIT|[G[oIN[OIMIE]TIRIY
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New Crossword
I e 3 s b 7
. 5 0 |0 ]
R a 15
(L] 17 IR 9
pird 2l 2 pL]
] 24 | |25 1
- 7 R
EBRER 3z 3
3 35 3 37
E 30 @ a1
] 1 41 44
45
Across

2.

5.

9.
12,
14.
15.
16.
18.
19,
20.
22,
23.
24,
26.
27.
30.
32,
33
34,

Centre of the universe

S-Vx[5+V

Set V as a bit vector flagging rows of CI that contain the vector §
f__ to vaporize unwelcome objects
{ADMBT) , ADtMBT for positive AD

f__ tells where to break long output lines
1, (A~1)p0 for scalar A

o1 T1le .V for vector V

Flag leading 15 in bit vector E

OK different random numbers from 18
0__ to define a local function
MR[:11-MR[; 2] for two-coluran MR
Number of elements in vector V1

K=xK>0

Index of 1st element of vector V that is twice as large as the biggest number in vector NV

x1 asin+ENDx1AcE

Number of columns in MAT

(F>0)-F<Q

B formatted to R [2] decimal places within width R{1]
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36.
37.
38.
40,
41
42,
44,
45,

Down

0NN

11,
13,
15.
17.
19
21
23
25.
26.
28.
29,
31
33
35.
37.
39.
41
43.

Stick V¥ as a new column to the front of makrix 1+8
(5pF (11}, (5pF[2]), (5pF[31),...

) __.__ tobring in more functions

0__ to get a list of vars and/or fns

v /GI for vectar Gl

Symbols that convert bits to indices

(~5eC)/C

Raise to powers

. OR=2 for radius R

, the list of available characters

. Make a copy of A and name it P

. {L+DV)} =1 for Boolean L and DV

. Flag with bits elements of vector BV that begin subvectors that match V
. (CT*2)*0.5

}__ to see what's not finished

.. 0.21525125625 ..
. " e—__ is the alternating sum of the elements of matrix F from end to start

X below 5M

The first X elements of vector K

The value of Boolean P with the elements at indices P/1pP replaced by M
One random index, ravelled, from vector V

~0 €KV for bit vector KV

"' pBV/1pBV forbit vector BV

L-NT

All but the first 12 elements of V
((1tpAB),0)pAB for matrix AB

Is N non-empty?

The quotient of M and L, rounded up

Format values in O (not zero) to F decimal places
G[1IxG[2)=G[3]x...

P{BP/1pBP]

Does SA contain a 57

Where O first occurs in vector Y

{(~1eI)pl

Number of rows, columns in matrix N

- 0__ to define “close enough” when deciding whether numbers are equal
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J-ottings 43: A Rippling Good Yarn!

by Norman Thomson

A “ripple shuffle” of a deck of cards consists of dividing it into two halves (or as
nearly as possible if there is an odd number of cards) and taking one card in turn
from each half. How many shuffles will it take for a deck of, say, 52 cards to
return to its original state?

Suppose that the cards are numbered consecutively from zero and that the total
number of cards is even. Then if all the even-numbered cards are placed together
in order on top of all the odd-numbered ones, a ripple shuffle would exactly
restore the original order. To put this in another way, a ripple shuffle is the
inverse of “all evens first” sort. The dyadic form of the primitive verb grade-up is
very convenient for the purpose of describing the “all evens first” sort, or
equivalently the inverse ripple shuffle. To quote from the | help file, x/:y is
defined as ( /:y){x, thatis x is sorted to an order specified by y . Thus if y is set
up as a vector of alternating 0s and 1s the effect is to obtain all the items of one
parity followed by all the items of the other. The hook $~# applied as 0 ($~#)vis
convenient for generating a vector of zeros equal in length to an arbitrary vector,
and can readily be adapted to generate alternating 0s and 1s, leading to the
following inverse ripple shuffle verb:

irs=./: 0 1&($~)B# NB. inverse ripple shuffle
irs .10

0246813579
irs 'abcdef’

acebdf

The power adverb makes repeated application of this process a trivial matter:

irsa:(i.7)i.10 NB. 7 inv. ripple shuffles
01234567829
02468135789
04837261509
0876543219
07531864279
051627388489
01234567829

Once the original order is restored, a succession of ripple shuffles is obtained by
reading the rows of the above table from bottom to top. To count the number of
shuffles required to restore the original order, the direction in which the table is
read is immaterial, so define a straightforward iterative counting verb:

30




VECTOR Vol.21 No.3

countrs=.3 :0 NB. no of ripples to restore original order
r=.y. [ i=.1
while, -.y.-:irs r do. r=.irs r [ i=.i+1 end. i

)
6

countrs .10

For a deck of 52 cards the number of ripple shuffles required to restore the
original order is

countrs i.52
B

A range of even card numbers can be explored, and in some cases the results may
be a little surprising at first sight:

EACH=.&.>
W,i>countrs EACH 1. EACH w=.2+2+4§,20
24 68 10 12 14 16 18 20 22 24 26 28 30 32 3% 36 38 40
124%3 61012 4 8 18 6 11 20 18 28 5 10 12 36 12

W,i>countrs EACH 3. EACH w=,22+2xi.20
22 24 26 28 30 32 3% 36 38 40 42 44 46 48 50 52 54 56 58 &0
6 11 20 18 28 5 10 12 36 12 20 14 12 23 21 & 52 20 18 58

W,:>countrs EACH i. EACH w=.64+4xi. 15
64 68 72 76 B0 84 88 92 96 100 104 108 112 116 120
6 66 35 20 39 82 28 12 36 30 51 106 36 44 24

Intuitively it might be expected that numbers which are relatively rich in factors
would have relatively short run-lengths, however this is not in general the case.
For example, compare 60 with 92.

A variation on the ripple shuffie is to do a final exchange of the two half-decks.
This is achieved by simply changing 0 1 to1 Ointheverb irs :

irss=./: 1 0&(%$~)e@#

After defining countrss by changing irs to irss incountrs, some
corresponding results are :

W,:>countrss EACH i. EACH w=,2+2%i.20
24 6 8 10 12 14 16 18 20 22 24 26 28 30 32 3% 36 38 40O
24361012 4 818 6 11 20 18 28 5 10 12 36 12 20

The bottom row of this table is, not surprisingly, the same as that of the first part
of the previous table, only shifted one place to the left. Thus if rs{n) is the run
length for a pack of n cards without final half-deck exchange, and rss(n) is the run
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length with exchange, then rss(n)=rs(n+2). Thus overall run-length patterns to
restore do not change as a result of the final half-deck exchange.

Apart from the powers of two for which rs(n) is simply log,n, the pattern of rs(n)
is an irregular one with some abrupt changes. In general numbers with low values
in the 1s table have low values in the rss one. However, this is not always the case,
and in particular rs(54) = rss(52) = 52, that is the effect of the seemingly innocent
final switch of the two half-decks is that for a 52-card deck, 52 rather than 8 runs
are needed to restore the original state.

Another way in which the problem of order-restoring shuffle run lengths can be
addressed is to observe the position of, say, the number 1 in successive ripple
shuffles in the table of shuffles above (remember to read the table upwards!). Its
successive positions are 1,2 4, 8, then it wraps around to position 7 which = 16 in
modulo 9 arithmetic. The next position is 5 which = 32 in modulo 9 arithmetic
and so on. Then look at the number originally in position 2. After one shuffle it
moves to position 4, then to 8, 7 and 5, the last two being equivalent to 16 and 32
in modulo 9 arithmetic. Thus the number 2 will be restored in the same number of
shuffles as it takes to restore 1, and similarly for all the other numbers.

The problem of counting the number of shuffles needed to restore the original
order is equivalent to that of obtaining a second 1 in the sequence 241.10 in
modulo 9 arithmetic, thus

9]24i.13
i2L,8751248751

shows the 6-cycle which has already been observed with 10 cards. Since the run-
length to restore cannot exceed the number of cards the number of shuffles to
restore in general comes from observing Isin (n-1)| 241.{(n+1), leading to

(<:]284@>:@7,)10
2487512487

following which the number of shuffles for various cases is given by

count=.>:@i.61@(<: |2648>:@7.)
count 10

w,:>count EACH w=.12+2*4i,15
12 14 16 18 20 22 24 26 28 30 32 34 36 38 40
10 12 4 8§ 18 6 11 20 18 28 5 10 12 36 12
w,s>count EACH w= Lb+4xi, 15
L4 48 52 56 60 64 48 72 76 B0 B4 88 92 96 100
14 23 B 20 61 6 69 35 20 39 B% 28 12 36 30
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Sharp-eyed readers may have noticed a few values such as that for 60 which are
inconsistent with the previous table. This is because 2 is rather a large number,
which requires extended precision for exact integer comparison. Thus in the event
of discrepancy it is countrs which delivers the correct values.

To deal with the variation in which the two half-decks are exchanged at the end of
the shuffle, simply replace the <: in the middle with >:

counts=.>:@7,&1@(>: | 2640>: @i .)
counts 10
10

But what does the function rs look like? Here is a graph of rs(n) from n=2 to 120 :

Ny
A7

=k 1 " n o " i
T L1 L1 L] o &b

As noted earlier, the powers of two are easy to deal with — they simply form the
series log,n. But why do 22, 52, 74 and 92, for example have short cycles, whereas
20, 30, 50, 60 have long ones? And why are there regions of relatively short run-
lengths such as

W,t>countrs EACH i, EACH w=.82+2+1.10
B2 84 86 88 90 92 94 96 98 100
54 82 8 28 11 12 10 36 48 30

Isimply don’t know. Perhaps numbers have hidden personality streaks that
never realised, in which case the phrase “well, he’s a good sort” takes on a whole
new meaning!
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Built-in Charting in APLX Version 3

first impressions by Adrian Smith (adrian@apl385.com)

Just Show the Data!

APL is often described as a super-powerful pocket calculator. Great for fooling
with numbers, but missing one key ingredient - visualising the numbers once you
made them. Only A+ (in the Unix build) and ] come with this charting capability
as a native part of the interpreter - until today that is. Now MicroAPL have added
[CHART as a system function, and “Display as Chart” to the right-mouse menu
which shows up on any (numeric) array.

The nice thing about this is that it requires exactly zero programming effort to get
a perfectly adequate visualisation of the result. Let go of the mouse, and up pops a
new window ...

fakeseries

(7. ] . =7
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If all you want is some test data for a sales-forecasting system, then away you go.
Seriously, this is very well done indeed - the scales are nicely auto-ranged and the
tick-mark intervals take good default values. Basically, this just works ‘out of the
box’ so let’s see what else it can do! How about some simple statistics ...

fourdice+?200 Lpé
throws<+/(124%)e,=+/fourdice

TChart CLEAR WS:throws
ke Edt Chat Window Mol ..o\ ooioo oo

throws

L R T - TR R R ¥ K - T TR A D - N - B "]

Throw 4 dice 200 times for a nice Normal curve!

Did someone mention the possibility of using APL in schools? Maybe this is just
the missing ingredient that we need. It is certainly a major selling point for J, and
puts APL back on a level field with Excel and all those fancy Casio calculators that
you can't take into exams these days.

Quibbles? Well the second thing I tried (as you do) was to regenerate my fake
series with some new numbers with the chart window still open. I know that in
A+ the chart always watches the varjable automatically {Sasha showed some
splendid animations last time he talked to the FiInnAPL meeting) and I rather
expected this to work in the same way. But it doesn’t — so please can we have a
‘Refresh’ option so [ can fool in the session and see the results without having to
open lots of new windows? Maybe a few more options (for example to force the
Y-scale through zero) couid creep into the drop-down menu on the chart
window? I realise that there is a [ot more power available in the OCHART systern
function, but it would be good if just a little more of this was accessible here.

To summarise — if I had had this capability in any of the mainstream APLs [ have
worked in over the years, [ would have definitely done my job better. It would
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have saved time and eyestrain looking for outliers in sales forecasts (at Rowntrees
in my mainframe era), and given me just the tool I needed to tune Causeway in
the days when we Dyalog programmers still cared about speed.

Deeper into [JCHART

The right-mouse capability is great, but (obviously) severely limited in what it can
do. If you need to use charts in a real application then there is a much more
comprehensive interface available to you. For starters:

sixdice+~71200 6pb
throws++/(54136}0.=s+/sixdice
"type=bar' 'title=Sum of 6 Dice Throws' {Chart throws

Fle Edt Chat Mindow Melp .. 000 ool i

Sum of & Dice Throws

Throw 6 dice 1200 times for a very nice Normal curve!

Essentially, you can drive any of the menu options with a simple keyword
interface, provided as the left argument to OCHART. This is a nice way of short-
circuiting the pull-down menus (and adding a few extra tweaks like titles and
legends) but for real power I am afraid you have to open up the help file and
explore the properties and methods of the chart object. Here is one of the
examples from the supplied demo workspace:

Chart_Beer;tabels
n Sample bar chart

'Beer' WI *Create’ 'Window'{'title"' 'Sample: Beer Consumption'}('visible' 3)
'Beer.Chart"' OWI "New' 'Chart'('align’ "1)('type’ ‘bar®)

'Beer.Chart® OWI "title' 'Thirsty people’

'Beer.Chart' [WI ‘subtitle' 'Beer sales per head of population’
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‘Beer.Chart' [QWI 'note' 'Source: The Economist Pocket World in Figures, 2004'
'Beer.Chart’' [OWI 'yaxislabel' 'Retail Sales per head, litres’
'Beer.Chart.si' [WI 'mew' 'series’'('calor' 374479)
'Beer.Chart,s1' [WI 'values' 85.8 76.7 T3.9 69,9 69.7 66.6 &64.7 &4.5
49 40,2 38.6 31.7
labels+'Czech Republic' 'Venezuela' 'Germany' 'Densmark' 'S.Africa’
labels~labels,'Austria’ 'United States' 'Australia'! 'Canada' 'Belgium'
'Japan' 'UX’
'Beer.Chart' [IWI ‘xlabels' labels

|- Sampl:l Conpﬁnn :

Thirsty people
Beer salas per head of population

Retall Sales per head, litres

Foisn, T 42, OROMYMT PO 104 ol Crjoatn, BN

Beer Sales with Custom Colours and Text

So far, so good. Now for a few little challenges. Can I change the Y-axis range to
run from 0 to 150, for example? A quick dig in the help file gives me a very APL
syntax for this — rather than setting the Y-range (and having APL figure out the

tickmarks) I simply provide a vector of tick-mark positions directly:

'Beer.Chart' [WI 'ymajorticks' (0 50 100 158}

.. and let’s have a less ugly title font while we are about it:

'Beer.Chart' [WI 'fonttitle' 'Comic Sans MS' 0.1

The font size is given as a fraction of the window width, so that it resizes nicely as
the chart is scaled. This time things do change ‘as you type’ so it is easy to play
around in the session until the chart looks OK, then copy and paste the statements
into a function to preserve it for posterity.
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Here is the output from the amended code:

Iv_ple pti i

Thirsty people

Beer sales per head of population

&0 4

Fetall Sales per haad, Itres

Fouea T Fuonweis Sonker Mok bt Rguaa nd

Beer Sales with Y-tickmarks and Heading Font

Styles can be set with a collection of flags, for example to add some gridlines:

'Beer.Chart' [OWI 'style' (2+8)

Colours can be set for many of the individual chart elements, such as the
background and gridlines:

'8eer.Chart' [OWI 'color'(255 255 128 O O 64)
'Beer,.Chart' [WI 'colorgrid'(128 128 128)

This gives us a very nice dark blue background, with yellow text (and axes) but
with the gridlines specifically set to mid-grey.

38



VECTOR Vol.21 No.3

Best to look at this one in colour on the Vector website, but here is a poor
monochrome reproduction:

Thirsty people

Beer sales per head of population

& n
& ,f‘

&

Sare T Eouan ol ol devk) v o FEIY

Beer Sales with a more restful colour scheme

I think there is enough here to satisfy most reasonable graphics needs, and the
functionality is a good compromise between power and usability. It is also (of
course) very fast and copes with arrays of up to a million points with no trouble at
all. If you really run out of options, MicroAPL have thoughtfully provided the
ultimate ‘power user” option of setting the Draw method scale to 7 (which uses the
chart axes) and simply adding arbitrary artwork to any existing chart object.

Summary

[ think that this is a really worthwhile addition to the APL environment. If
APL*PLUS/PC had offered something similar back in 1989, I would probably
never have gotten around to writing RainPro. Of course there are plenty of things
RainPro can do that [JCHART probably never will, but there is also a much longer
learning curve to ascend before you really feel that you have the software
completely under your control. I think I would like a few more styles {e.g. for
legend positioning) and I could use a few extras like custom dash-repeats, but
these can come along later without wrecking the basic simplicity of the interface.

Dyalog and APL2000 and APL?2 please copy!
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How to Write Computer Programs
by John Scholes, Dyalog Ltd (john@dyalog.com)

Apology

I apologise to those of you who already know how to write computer programs;
please skip to the next article. Anyone who has any doubts might find something
of interest in what follows. First, indulge me by listening to a parable:

A Parable

Identical twins Isambard and Deuteronomus (Izzy and Dewy to their friends — see
note [1]) were separated at birth and both grew up to become APL programmers.
By a strange twist of fate, for the last year or so, they have independently been
experimenting with D, a functional subset of Dyalog AFPL; because they have
heard that it is “cool”.

On the face of it, the code they produce is very similar, but closer examination of
how they produce it, reveals some profound differences.

Dewy frowns and mutters while he codes, whereas Izzy seems to fizz slightly
while maintaining a Zen-like tranquillity.

When faced with an unfamiliar and complex APL expression, Dewy tackles it
from the right, while Izzy tends to start from the left. Sometimes Dewy even writes
APL expressions right to left by backing up and prefixing extra bits,

Dewy uses femporal words when thinking about programming: “First do this, then
do that ...". Izzy doesnt.

Dewy says: “N gets one”, while Izzy says: “N is one” and Dewy refers to N as a
variable, while Izzy calls it a definition. Dewy sees assignment as working right-to-
left: a value is put into a named pigeonhole, whereas Izzy sees a name indicating
an existing value to its right (see note {7]). Izzy sometimes wonders why APL uses
a left, rather than a right-pointing arrow for assignment.

Dewy sees the statement: i+<3 ¢ j+«3 as assigning two instances of the number 3
to variables i and j, whereas lzzy considers that both names indicate the same
“Platonic constant in the sky” (see note [8]). The same goes for assignments such
as sum++ and even: gcd+{w=0:a ¢ » ¥ wla}.
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Dewy comments code with injunctions: “a@ Initialise result”, while [zzy
tends to use descriptive noun phrases: “A Mean value”.

Dewy calls the first four primitive functions “plus, minus, times and divide”,
whereas lzzy says “sum, difference, product, and quotient”.

Dewy wonders how to simulate for and while loops in D, while it never occurs to
Izzy to think about this. (When control structures were introduced, their great
uncle Gottlieb (Go-ey) used to wonder how to simulate branch arrows. He still
maintains that control structures are thinly disguised branches and when, for
example, he looks at an :If :Endlf structure, he sees through it to the underlying
go-to).

Dewy finds the flowchart an indispensable tool of thought; Izzy doesn’t.

In general, Dewy finds programming a difficult (though rewarding) experience,
while [zzy wonders what all the fuss is about.

Dewy finds that, more often than not, his programs run a little quicker than those
of Izzy, but that they are buggier, so he spends more time fixing them.

Although raised in separate homes, their upbringing was remarkably similar,
except for a single life-changing event. One day, at a formative age, while Izzy
was exploring the attic, he found a piece of framed embroidery, which
proclaimed:

Describe the result
in Terms of the arguments,
using only the present tense
of the verb "to be”.
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Picked out in smaller stitches around the border, was the additional rubric:

You may use

conditional if clauses and
supplementary where
clauses

to define terms.

Only when you have a complete description,

should you transliterate it into code.

End of Parable

(The characters in this story are fictional. Any resemblance to person or persons
living or deceased is purely coincidental.)

So what?

D, a subset of Dyalog APL is a modest attempt to provide a back end for is-y
programming. It is hard to de anything in D, but easy to define what anything is.

A surprisingly large number of problems are amenable to is-y programming, as is
a surprisingly large proportion of the components of an otherwise do-y program.

Perhaps also surprising: is-y programs have no need of:

* Loops

= Partial assignment ]+ .. or ) «..
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= Modified assignment: I++.. {or T+I+.)
* Variables (which change, as opposed to definitions, which do not).

Is-y programs have no “moving parts” in the same sense that this program for the
mean item of a vector has no moving parts:

mean+{ (+/w)puw}

“The mean is the quotient of the sum and the number of items.”

Eh?

Do-y and Is-y programming are also known as procedural and declarative
programming respectively. Declarative languages and in particular furnctional
languages are generally accepted to be easier to program and produce more stable
code, than procedural ones.

But you have to treat them right.

Some of us are old enough to remember the disappointment of people who
translated Basic programs into APL on the understanding that something magic
would occur to make them easier to understand and go a lot faster. Not so. To
reap APL’s benefits, you have to think arrays before, rather than after designing
your code.

An Example

Many years ago, before there were controel structures (and by the look of it, lower-
case function names), [ wrote a program to generate random maze puzzles:

MAZE 6 1
+

G o o o m— e —

As a Christmas gift to the dins@dyalog.com email group, I translated MAZE into D.
This was not a trivial task, as the original code had a fairly spaghetti-like
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branching structure. Only after 1 had finished the translation, did it occur to me to
wonder what the program would look like had T (like Lzzy) thought about the
problem in a declarative way, in the first place.

Let's contrast the two approaches to this problem:

MAZE:

MAZE:
An w-

procedural approach
Initialise an w-sized grid of cells.

Starting from opposite corners of the grid, alternately extend a random path by
breaking down cell walls, until the paths collide. The resulting path, corner-to-
corner, is the solution path of the maze.

Starting from each unvisited cell, extend a random path until it collides with a
path other than itself.

When extending a random path, if all cells adjacent to the active (foremost) cefl
belong to the path being extended, choose a cell at random from those in the
path and continue extending from this point.

declarative approach
marze is the fill of a solution for an initial w-grid. Where:
An w-grid is an w-sized grid of cells.

A solution through a grid is
If the half-paths collide, then the grid.

Otherwise, the solution of the extension of each half-path.
The fill of a solution is:

If there are no unvisited cells, then the solution.

Otherwise, the fill of the extension of a path that is an unvisited cell.
The extension of a path is:

If the active cell has an adjacent cell that is not within the path, then the
path extended with a random selection from such cells.

Otherwise, the random extension of the path with a randomly chosen
active cell.
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Another Example

The Tower of Hanoi problem may be stated and solved in beth a procedural and
declarative fashion:

Disks of decreasing sizes are placed on one of three spikes A, B and C, as shown:

(==l v v v v = R v e B v g v v = g = ]
OOOO0O0OO0C o000

Procedural statement and solution of the problem

How do you move all of the disks, one at a time, from spike A to spike B, while
avoiding placing a larger disk above a smaller one?

If nis greater than 0:
Move n-1 disks from spike i to spare spike k, then
move disk n from i toj, then

move n-1 disks from spare spike k to spike j.

[e] {ftv}hanp n;fm;to;via
[1] :If n»0

[2] :If O=[JNC'ftv' ¢ ftv+'ABC' ¢ :End
[3] fm to via«fty

[4] (fm via to)hanp n-t

[5] O«(zn),':",fm,'~"  to

[6] (via to fm)hanp n-1i

[7] :End

Declarative statement and solution of the problem

What is the sequence of moves that transfers disks, one at a time from spike A to
spike B, while avoiding placing a larger disk above a smaller one?

If nis 0, then the null sequence.
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Otherwise, the concatenation of:

The sequence for moving n-1 disks from spike i to spare spike k,
The move that transfers disk n from spike i to spike j, and
The sequence for moving n-1 disks from spare spike k to spike j.

hand+{
©=0:0 0p"'
a+'ABC' ¢ fm to via+ta
seql«d(fm via to}? w-1
seq2«} (sw),':' ,fm,'»',to
seqd«+(via to fm)v w-1
tseql,seq2,seq3

The Mathematicians’ Con Trick

Simple declarative statements, such as the solutions above, sound too good to be
true. They remind us of an elegant mathematical proof that was a long time in

the finding and then stated very simply. Of course the mathematician who
discovered the proof didn’t do so in its final neat form; it would have been refined
over time from an initially much messier version. So it is with the statement of the
result in terms of its arguments. We can work with this statement, refining it over
and over until we are satisfied that it is robust, simple and sufficiently general for
our needs. At various points, we may commit this statement to code for testing
purposes. When we find problems that cause us to amend the code, we should
first correct the description accordingly, as the statement will form a powerful
piece of system documentation for our program, when we later forget how it
works.

Full Circle

When we become proficient in describing the result in terms of the argument,
using only the present tense of the verb to be, we could experiment with writing
the description in a different language (French, Latin, Esperanto, ...) before
transliterating it into code. At some point, we might even find that a declarative
programuning language (such as appropriately commented D) is suitable for our
needs.

What's the Catch?

One significant downside of is-y programs is that in general they run slower than
corresponding do-y programs. For example, an indexed assignment is
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significantly quicker than a function to mesh together the parts of two arrays to
form a third. However, because APL interpreter mongers tend to keep an eye on
the way we code, the more we use such Janguage constructs, the faster they tend
to become.

Notes

(1]

(2]

(3]

(4]

(51

(6}

(71

(8l

91

Dewy pronounces his name Do-y, rather than Due-y. American readers, for
whom do and due sound the same, will have the same take on this statement as
with “you say tomato and I say tomato”.

On a personal note: [ was brought up firmly in the do-y school of
programming. I find it extremely hard to change and when the going gets
tough, I slip back into the old ways. It may be too late for me, but younger
minds may be able to make the switch.

The functional programming community has spent the last couple of decades
inventing Tanguages in which all programming is conducted in the is-y style.
As an example, they even propose implementing operating systems this way.
APL is a forerunner of the functional programming movement and many of its
exponents started life as APLers,

You might review the above parable as a sort of “teen magazine personality
test” to see how is-y or do-y you are. Invent your own scoring system.

Exercise: Old habits die hard. You will not believe the advantages of is-y
programming unless you take the time to try it one time “for real”. Rewrite
your favourite function from scratch using is-y techniques.

See Alan Perlis’ Aphorisms: http://www.cs.yale.edu/homes/perlis-
alan/quotes.htm.

At a baby-naming ceremony, such as a christening, we (with the possible
exception of some folk in the pop music industry) usually think of a551gmng
the name to the baby, rather than the baby to the name.

Another school of thought holds that this stuff is ref-counted. The number 3
will remain in existence as long as someone, somewhere in the world, bears it
in mind. This is why it is important to teach our children to count.

“Yes, but computers do things don't they?” Well yes, but a lot of what they do
is maths, and maths doesn’t do anything, it just is.
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Appendix 1 - A note on the conditional construct

Although they often use the same keyword: i£, conditional execution differs
between procedural and declarative languages.

Both constructs tend to have three working parts: the test; the txrue part; and
the false part. For example:

if test
then true
else false
fi

In both cases, test is an expression that evaluates to a Boolean scalar but the
similarity stops there:

In a procedural language: both true and false, together with the construct as a
whole are non-result-returning (void) do-y statements; in a declarative language,
all three are result-returning expressions and in a strongly typed language, all three
must be of the same type.

In natural language terms, the procedural true and false are clauses: “If it's
raining, put on a mackintosh, otherwise (else} wear a jacket”; in a declarative
language, they are noun phrases: “1 would like: if you have milk, then tea,
otherwise coffee”.

In a procedural language, the else false part of the construct may be omitted:
“if it’s raining, put on a mackintosh”; in a declarative language such an omission
would render the sentence incomplete: “I would like: if you have milk, then tea”
(“Else what?”).

The C language has distinct procedural and declarative conditionals:
if (test) true; else false; // procedural,

(test ? true : false) // declarative.

Classical APL may use indexing or pick as a declarative conditional, although as
the language is strict, both sides of the condition are evaluated and then one is
discarded:

(Oio+test)>false true
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In D, the declarative conditional is implemented by the guard:

test:true ¢ false

(*) Strictly speaking, a declarative conditional could omit the e1se clause if the
type of the conditional were (void). However, the market for void-returning
clauses is fairly slim: given that there are no side effects, it is hard to imagine the
purpose of such a clause.

Appendix 2: A short note on the Declarative Programming Style

Declarative Programming, of which Functional Programming is a subset, of which
pure 1) is a sub- subset, differs from the more traditional Procedural Programming
style in that, in the latter we are obliged to provide a procedure for the
construction of a result, whereas in the former, we merely declare what the result
is to be. APL was one of the first languages to show that the declarative style is
feasible and was cited as such in John Backus' seminal paper [Backus 1978].

An example of the declarative style is the APL “program” for the arithmetic mean
of a numeric vector:

mean+{ A The arithmetic mean of a vector IS5 the:
{+/w)+pa A quaotient of the sum and number of its items.

Notice that the function comments form a single sentence of the form: subject,
copula, predicate. The “body” of the function is a noun phrase. Contrast this with
the comments for a primitive procedural language:

Vv Z«mean vec;i;tot a The mean of a vector 15
[1] tot+o a FIRST, ZERQ total, THEWN
[2] I«pvec a SET index to number of items, THEN
[3] loop:+it+done o BREAK loop If finished, otherwise
[v] tot«tot+iovec o INCREMENT total by next item THEN
[s] i«i-1 n DECREMENT index and THEN
[&] +loop s LOOP hack for next item.
[7] done:z<«totz+pvec a

The result IS the gquotient of ...
v

Notice that the way we read procedural programs, tends to be rife with temporal
words: first do this, then do that; repeat so-and-so until such-and-such; variable
what's-its-name becontes something-or-other; «.

The temporal sense of the code is further reinforced by the use of ‘destructive’
verbs such as zero, set, increnent and decrement. You might think this a little unfair
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and that we could have commented the first couple of lines with: “Total is 0; index
is the number of items ...”, but we would then be forced to contradict this, for
example in line[5] by trying to say: “index is one less than index”, which is clearly
nonsense.

Declarative programs, on the other hand, have no sense of the passage of time;
everything just is.

Not that any of this is in itself a bad thing, but such words are indicative of the
program’s having state. The beauty of a program without state is that, as there are
no “moving parts”, little can go wrong,.

A similar point is made about the background of the little Min language (see
www/dyaleg.comidfnsdws/min_index.htm). With its roots in Church’s Lambda
Calculus [Church 1941}, Min uses the terms successor and predecessor in preference
to: increment and decrement. Min's primitive function + is equivalent to D’s {1 +w}:

“Incidentally, using the terms successor and predecessor as opposed to increnwent
and decrement stems from having a denctational rather than operational view of a
function. In other words, a function is seen as denoting the mapping between the
sets that comprise its domain and range, rather than as a prescription for the
operation that converts one into the other. To take a specific example: Min's +
doesn’t increment its argument; it leaves it alone and denotes its successor as
result. Given this view, words from the subset of nouns that can be used as
determiners (first of, reverse of, -.), seem more appropriate than transitive verbs
as names for functions. Specifically, stm, difference, product and guotient would
appear preferable to: add, subtract, mulliply and divide”.

It is important not to misunderstand all this emphasis on language. Our choice of
words in describing a process is often indicative or symptomatic, of our internal
mental model. However, being careful to use the “right” words, does not of itself,
improve the model: curbing the symptoms doesn’t cure the disease, although
there is some evidence that rationalised behaviour is gradually incorporated.
Avoiding sexist, racist, ageist ... language does not automatically qualify me as
being free of that particular -ism, but it's a good start.

A first step might be to read APL expressions, and write APL expressions that can
be read, from left to right. Again taking mean«{{+/u)*pu} as an example: the
declarative left-to-right reading of the code is in the end simpler than the
procedural right-to-left reading: “Take the shape of the vector and divide it into
the sum of the items”.

50




VECTOR Vol.21 No.3

Notice that the declarative version of mean isn’t compromised by splitting it up a
little with local definitions (strictly speaking, not “local variables” as nothing
varies).

mean«{ A The arithmetic mean of a vector IS:
tote+/u A (Let <tot> BE the sum of the items and
nUM+pw A <num> BE the number of items) in
sumsnum A the quotient of the two".

}

A reasonable definition of a D function in this context is “an expression of « and
preceded by 0 or more local definitions”. Given this, if is sometimes helpful to
read the code backwards, bottom to top: “The arithmetic mean of a vector is the
quotient of sum and num, where num is the number and sum is the sum of the
items”, In fact, because there are no side-effects in such a definition, it doesn’t
really matter in which order the expressions are evaluated, so long as all
referenced values are available at the time of the evaluation. In the early 1970s |
there were a number of rather sensationalist statements in the computer press,

along the lines of: “Researchers are designing programming languages in which

you can shuffle the source card deck”.
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Industrial FP: A Case Study

by Stephen Taylor (sjt@5jt.com)

Jrrs of spring water are no longer enough;
take us down to the river.
— Rt

APL and Functional Programming are kissing cousins. Long before FP was
elaborated, APL was focused on the transformation of arrays of data by primitive,
defined and derived functions. In turn, seminal work on Functional Programming
influenced the development of D in Dyalog APL and tacit programming in J.

What does this mean to a working programmer? Substantial software has been
written in pure FP form, including compilers. But does P remain an academic
fad, a cunning trick — look, Ma, no variables? What can we take and use from FP,
and how might it help us in everyday programming?

Elsewhere in this issue (“How To Write A Computer Program”} John Scholes
offers his view of the nature and value of FP. In this article 1 will take a single
substantial example drawn from my own programming practice, explain how it
works and how it was developed. I'll also review what differences doing it in FP
made, and what debugging and maintaining it have been like.

This example has been in production use at a large UK pension provider for the
last year. It is fast, reliable and ran about 10,000 times in the last three months.

The problem

As part of our development style with this customer (I would blush to use so
elevated a word as ‘methedology’) we minimise our use of their IT people. We are
often reminded how scarce their time is. So when we were offered an interface to
mainframe data records and asked in what format we would like the data
arranged, we said: Anything, really. We didn’t want to add to their already heavy
burdens. Just do it, we said, in any way that suits you, and tell us afterwards what
you did. We'll figure out how to read it. We just want you to do it whichever way
is easiest for you. They looked at us as if we were mad.

Perhaps we were. When we got the file formats, tables were nested inside tables
within tables within... Perhaps this is a common layout for mainframe files.
Would I know? Anyway the data had to be unpacked from this, and in the future
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from files of similar structure. I did not want to revisit this problem; I wanted a
general approach.

Brief thought distinguished the syntax from the semantics of the file. The files
alternate definition lines with one or several data lines, (See Exhibitl or download
the query file (100Kb) from www.vector.org.ukfarchive/v213/query.txt). The
definition lines name and describe the fields represented in the data lines that
follow. The semantics of the file involve type conversions, discarding padding and
so on. The syntax was a matter of picking the data fields out.

The first lines in the file are encouragingly easy. For example:

D011 #PAIDTODATE(NS),! #ISSUEDAY(NB),1 #STATUSCODE(A2)} ..
AOL 1248 1220 1180 LE6 20 1248 124BGPSN IS48B133CYYN ..

This is knockabout stuff. Definition line 1 (D01) specifies PAIDTODATE (N5) — a
numeric field requiring 5 characters. Well, 6, as it turns out that N fields always get
an extra character width. Still, they are consistent, no problem. It’s followed by 9
characters of ISSUEDAY and 2 (really 2) for an alphabetic STATUSCODE. This gets
the first three fields of the line: *1248" *1' '22* If only it were all that easy.

The second definition line introduces a complication.

0021 RET-IDAS-~INFO({:700Y,2 #COVCONNECT{A2)
A020707080819

RET-IDAS-INFO is not a field, but announces a 700-row table. The following fields
all contain 700 values, alpha-fields padded with blanks, and numeric fields
padded with zeros. So we get the COVCONNECT column as '07' '07' ‘08' '08'
19" and the blanks are presumably 695 unused rows.

We also notice the numeric prefix to the field name. In the first example, the fields
were all prefixed with a 1, Jocating them at the root of a 'nesting tree’. The
columns of the RET-IDAS-INFOQ table are all prefixed with 2s, indicating another
level of nesting.

The RET-IDAS-INFO table gives another couple of blank-padded alpha columns,
then hits its first numeric column.
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D052 #DETAILEFFDATEMYC(NS)

A0S 1180 41204 1180 1204% 1237 0 Q 0 0
AD6 0 0 0 0 0 0 0 0 0
AO7 o] 0 0 a 0 0 0 0 0
AO8 0 0 0 0 0 0 0 0 0
AQ9 0 o 0 0 0 0 o 0 0
ALQ 0 0 0 0 0 0 0 0 0
ALl 0 Q 0 0 0 0 0 o 0

Once we realise the zeros are just the padding on the numeric column we can see
there is no difficulty here. The table continues with further columns, then ends
with a new kind of field declaration.

D261 H#ERRORMESSAGE(A30/1:10)
AZ6

We know the table has ended because ERRORMESSAGE is prefixed with a 1, putting
it back in the root of the nesting tree. If it had a 2 prefix, it would be part of the
RET-IDAS~INFO table. The A30 speaks for itself, but 1:10 looks like a table
declaration. Almost: we could say this a list of ten 30-character strings. (We're
pleased o see the error message is blank.)

After the error message we plunge straight into a new table, SVDATA.

0011 SVOATA(1:2),2 HCASHVAL-1(N9.2),2 #SURRVAL-1(N%.2),2 #SURRCHG-1(N7.2)~
BO1 46589.35 49766.26 46989.35 45766.26 0.00~

(We notice the data lines are now prefixed with B; it turns out we’re into part B of
the query. And the definition line numbers have restarted at 1 again.) Lines D01
and B0 describe the left end of the 2-row table SVDATA:

CASHVAL-1 SURRVAL-1 SURRCHG-1
46989, 35 4+6989.35 0.00
46989, 35 4L6989.35 0.00

But just a little way further along the same definition line, things start to get more
interesting.

2 #REASONCOUNT-1(N2),2 RETLPIENTRY-1(1:3),3 #LPISURRVAL-1({N7.2)

While still inside table SVDATA we’ve declared a new 3-row table RETLPIENTRY,
Now further ‘columns’ of SVDATA are no longer 2-lists, but 2x3 tables. To mark
this, the contents of RETLPIENTRY are prefixed with a 3. The first column of
RETLPIENTRY is LPISURRVAL; this is now nesting level 3.
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That's pretty much it. The file has no more surprises. But it makes liberal use of
the table trick. Before emerging from RETLPIENTRY it's opened (line D18) the
3-row RETPHLPIENTRY table at level 4, and we can see (definition line D02 in part
C} that we reach level 5 at the deepest level of nesting,

If I have to unwrap query files like this, | want a general solution. I want a
function that will read the definition lines and work out where the data is in the
data lines and break it out and remember what shape and type it's supposed to
be. I'll go nuts if I try to work this stuff out myself and I'm blowed if  want to
repeat the exercise for the next kind of query file we use. (Hence the epigraph
from Rumi at the head of this article.)

Parsing the query file

I decided to parse the query file into a 4-list. The first element of the list will be a
list of nesting stacks. For example, the field LPISURRVAL is within the 3-row table
RETLPIENTRY, which is itself within 2-row table SYDATA. So the nesting stack for
LPISURRVAL is 2 3. (Or 12 3 if you count the root of the nesting tree.) An APL way
to say it: the first element of my result will be a list of the shapes of the fields.

The second element will be a list of the field names, and the third a list of their
formats. The fourth and final shall be a list of the data ‘“windows’, that is to say,
the text (possibly truncated) from the query file that contains the data for the field.

Since each of the four lists will have an entry for each field, they will be of equal
length. So we could equally well describe the result as a 4-column table.

Strategy

The job is an obvious candidate for FP. All the information required is on the
query file. Retrieve that as a single character string, and return the required 4-list.
The query files run to about 100Kb, which can be easily handled within memory.
There are no side-effects required. I set out to write parsefile asa D function
using FF style,

The first thing to notice about parseFi1e (Exhibit 2) is that it consists entirely of
definitions. Three of these define data, which is to say names are assigned to
constants. The remaining lines all define functions and operators, except the last
line, which defines the result. It is also the only definition that involves the
function argument. So we can see that, as parsefileis interpreted, not much
actually happens until the last line, then a lot happens at once. For debugging this
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looks like a disaster, but I'll return to that subject later. At any rate, it makes the
strategy of parseFile very clear.

Looking at the last line, the 1ineate function is dyadic; er1f is its left argument.
Functions nstate, and separate are monadic, and nstate and separate both
return paired lists, which dyadic function parse zips together.

So we can see that the result is defined as something like the following: we parse
between the two lists returned by nstate after separating segment headers and
bodies from the segmented file string lineated by cr1f. Well, it's a start.

Read from right to left: we lineate the file string using er1f. That sounds as if we
sensibly divide it into lines marked by CR-LF. Then we segment it, and a quick
glance at the definition of segment confirms this involves testing for the initial

D that we know distinguishes the definition lines. So we can guess segment too: it
looks as if it groups the lines into segments of a single definition line followed by 1
or more data lines.

Ah, we can then guess what separate does. It turns a segment inte a pair: a
definition string (header) and a data string (body).

The nstate function does the tricky thing in the whole setup.

The file lines have been truncated, so the segments have to be parsed individually,
lest we fail to add enough padding between segments. We have to calculate the
data windows for each segment, overtaking to pad with blanks, before starting the
next segment. So we need to get all that worked out while preserving the segment
structure.

But there is not enough information in each segment to calculate its data window.
(That is, how many characters the whole segment should occupy.} We need the
whole nesting structure to calculate the windows of the individual fields. The
nstacks function takes a list of segment headers and returns the nesting stacks for
each field, renested into segments. (The onf1at operator that does this came from
a casual remark by Ray Cannon that defined operators are handy anytime you
want to transform something, apply a function, and then reverse the
transformation.)

The nstacks function works out the repetition (nesting) stacks for each field. That
means running forward through all the definitions, working out the cumulative
effect of the various table declarations and ends of tables. Back to this later. For
now, nstate does this, and infixes the nesting stacks with the field definitions.
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After that it’s all downhill. We've got the field names and type/widths and by
now, the nesting stacks which tell us how many times to replicate the width to get
the “data window’ for each field. Simple: multiply the field width by the product
of its nesting stack. You can see this happening at the right end of the parse
function.

parse~{r f«a o (c147r),ns,cw fretbyx/"r, 2ons«~nmshp f}"

We're nearly home and dry. We camne out of nstate with the nesting stacks
infixed in the field definitions. All that remains in parse is to derive the data
window for each field and use it to fret the segment’s data string. (You don’t have
to write J to learn from it.)

Broadly, parseFile has three roughly equal parts. The first part covers
transforming the file string first into lines, then segments, then separating the
segments into pairs of definition and data strings. Nothing very hard there. The
second part (nstate) does the hard work of calculating the nesting stacks. The
third part (parse) uses the field widths and nesting stacks to calculate the data
windows, and so fret the data strings.

Tactics

An undeserved pleasure of displaying code like this is leaving the impression that
it just flowed off the pen, or in this case the keyboard. Well, some of it did. The
first third was fairly obvious in two ways. It was fairly obviously a good way to
start on the file string, and it was fairly obvious how to do it.

The last third required more fiddling to convert the various field definitions to
widths, but the general line of it was clear from the beginning. I recall trying many
ways of passing arguments between the functions before settling on this version.

Half the work went into the middle section, especially if you include lying on the
sofa with a wet cloth on my head.

Of course, it's by no means pure FP. Although parseFile defines no variables
other than a couple of constants, three of the functions it defines do. Arguably
their short length limits whatever damage this does.

My | is nowhere near good enough to attempt one, but I would expect a ] version
to look broadly similar with perhaps 50-70% of the code volume. D is not, I think,
quite as compact, but still a fine vehicle for FP.
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Against utilities

The function is monelithic and has no external references. There are obvious
opportunities to use utilities for familtar functions such as removing trailing
blanks, pattitioning a string. I used none. Why?

First, 1 was indulging a love of the monolithic, self-contained function. D functions
are such an opportunity to write functions that are simultaneously monolithic and
modularised, without importing the rubric of object-oriented code.

One of my principles of coding clarity is to minimise the distance between
definition and use of a name. A reference to a term defined in the previous line is
clearer than to one ten lines earlier. A reference to a term defined in the same
function is clearer than a reference to one defined elsewhere. So I favour local
definitions. T might think T know what a utility function does, but its definition is
not right in front of my eyes, so there is some uncertainty.

Worse, utilities usually do too much. When 1 wrote utilities | wrote as if I were
extending the set of primitive functions. I designed them to handle boundary
conditions predictably and consistently, and never suspend. Ideally they would
select the most efficient algorithm for their arguments. But reading later the code
that uses them, you can’t see which parts of the utility are expected to be useful. Is
that boundary condition the utility takes such trouble to handle actually expected
to occur in this application?

These days utilities have a more limited place in my work, encapsulating pesky
interfaces to other systems and a bunch of stuff I'd prefer not to know about. But
for simple transformations, such as lineating a file string, I use the simplest D
function 1 can write. Simplest, so | can read exactly what it's intended to do.

Utilities handle boundary conditions I expect not to encounter. If I'm wrong about
the argument I pass it, a utility is likely to do something clever and return an
unexpected result to catise trouble further down the line. Better to use a simple D
function that breaks in place. Think of this as a fuse, a circuit breaker; code that
breaks when given unexpected arguments.

Better off trad?

Did 1do a good thing writing this in FP style? The middle third of parsefile took
a lot longer to write than I care to remember. The whole function represents
several days of work. The middle section, in particular, I could only work on
when fresh and alert and able to stay “in the zone'. (I believe pair programming
here would have slashed the development time. Ray, where were you?)
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Perhaps I would have done better to write a less condensed, tightly-wrought
solution? I haven’t tried the exercise for comparison, but T don’t think so. In the
first place, it made a huge difference that I could get all the source code on a single
screen. Eyeballs track closer to the speed of thought than fingers do.

Secondly, while developing [ stopped parseFile on its penultimate line. (You
can’t set a stop on a D function, but a judiciously placed period will do it.) Af that
point ['had all its [ocal functions and operators defined and could debug the last
line in immediate execution. That was pretty much what I did. | got lineate
working to my satisfaction, then segment, and so on.

The tiny D functions could all be edited until they did the right thing, then
displayed in cancnical representation, and the revised definitions pasted back into
the suspended parsef ile function. Nothing could be simpler. Despite the
complexity of the whole problem, refining the components of parseFile was
pleasantly like doing textbook APL.

When parseFile worked on my folder of sample query files I took it back to the
office to play with live query files. Proudly 1 showed the source to my colleagues,
who paled. Surely this was the infamous “write-only code’? It turned out not to be
s0. The live query files twice displayed characteristics [ hadn’t originally seen or
catered for. In each case I was able to identify and amend the relevant fragment of
parsefile in under twenty minutes,

That was a year ago; never had to touch it since. Some time last year we got the
second kind of query file, formatted on the same principles. We had five problems
parsing it, all of them arising from errors in the query file format. Once they were
corrected, parsefile handled everything smoothly.

Refactoring

In fairy tales the good people live happily after. Or something happens after a
year and a day.

A year and a day later, while preparing this article, I noticed some unhappy-
looking expressions. For example, the original function defined

wdws+{x/"w, 14" a}

Surely those three eaches might be refactored? Indeed yes, and wdws disappeared
into x/" and a , . And then a couple of defined operators looked vulnerable and
had to go as I saw patterns [ hadn’t been able to see a year earlier.
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Two things to notice. One: I'm still learning how to write APL.

Second, refactoring was a snack. We have thousands of query files, but only two
varieties. I took the file strings from an example of each and assigned them names
F1 and F2, Now

Re+parseFile F1 F2

gave me R as a model answer. Then it was time for substitutions. I opened
parsefile, duplicated a line, commented out the first copy and edited the
second. Exiting the editor,

R = parseFile"Fi F2

told me whether the new line worked. Changing and testing in small steps like
this, I was able to work confidently, never more than one change away from a
working version. Code and test, code and test, with a cycle time measured in
seconds — XP on amphetamine!

Alternative ending

Fairy tales can have alternative endings too. Reviewing the code for this paper, 1
was unhappy with a certain amount of shuffling I saw going on, with arrays being
packed and unpacked primarily to keep them in the FP pipeline. Refactoring
removed much of this, but you can still see some juggling going on in nstate and
parse. | tried another round of refactoring: could 1 lose the juggling?
Alternatively, if I did assign a (presumably minimal) set of intermediate results to
variables, how bad would that now look?

You can see the result in Exhibit 3. (I've arranged the lines so that both functions
start with all the common lines.) It's a line or two longer. The last line expresses
the result more clearly: four lists with the segment structure removed. The
penultimate section is, I think, clearer about the tactics of the function, less clear
about its strategy. You pays your money...

More soberly: FP seems not the way to write (any more than OO is) but a Very
Useful Style worth practising. Working functionally kept the code terse and free
from distractions.
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Exhibit 1: top left corner of query file

500GUB035950U 04/11/03 10:50:10.6 10.0 12202003

DO11 #PAIDTODATE(NS)},1 #ISSUEDAY(N8),1 #STATUSCODE(AZ)

AD1 1248 1220 1180 456 20 1248 124BGPSN Z34B8133CYYN
D021 RET-IDAS~INFO{1:700),2 #COVCONNECT(AZ2)

A020707080819

0032 #REASONCODE (A2)

AO3KLIK1K1K1T2

DO42 #ACTIVITYTYPEZ (AL}

ACL33333 ,

D052 #DETAILEFFOATEMYC(N5)

A0S 11B0 1204 1180 1204 1237 0 Q 0 0 0 Q
ADG 0 0 o 0 0 4] 0 0 o} 4] 0
AO7 0 0 c o Q 0 ¢ 0 0 0 0
A0B 0 0 0 [} 0 0 ] 0 0 o] 4]
A09 o] ] 0 0 0 o] 0 0 0 ¢ ]
Al10 0 ¢ 0 Q 0 [¢] 0 o 0 0 0
Al 0 0 0 0 o [ 0 0 o 0 0
D122 #DETAILEFFDATEDAY({NJ)

Al2 1 5 1 5 27 o 0 [V ] ¢c 0o 0 90 o0 0
AL3 0 0 o 0 ¢ © 0o 0 o ¢ 0 0 0 O o o
All ¢ 0 0o 0 0 ¢ o o0 0 0 0 0 0 0 0 0
AlD 0 0 c 0 Q@ 0 ¢ 0 O 0 ¢ 0 0 0O 0 0
AMM6 0 ¢ 0 0 0 0 ¢ 0o 0 0 ¢ o © 0o o0 ¢
Al7 0 ¢ 0 c 0 0O ¢ 0 O 0 0 0 0 0 0 0
Al8 0 0 9 0 0o 0 O ¢c ¢ o 0 @ O 0 0 0

D192 #DETAILGROSSPAYMENT{N7.2)

ALS 1000.00 2000.00 1000.00 2000.00 12820.00 0.00
A20 0.Q0 0.0C 0.00 0.00 0.00 0.00
A21 0,00 D.00 0.00 0.00 0.Q0 0.00
Az2 0.00 0.00 0.00 0.00 0.00 0,00
A23 0.00 0.00 0.00 c.00 0.00 0.00
A2h 0.00 0.00 C.o0 0.00 0.00 0.C0
A25 0.00 0.00 0.00 0.00 0,00 Q.00
D261 HERRCRMESSAGE (A30/1:10)

A26

DO11 SVDATA(L:2),2 #CASHVAL-1(N.2},2 #SURRVAL=1(N9,2)

BO1 46989.356 49766,25 46989.35 49766.26 0.00
D024 RETRCLPIENTRY-1{1:3),5 #RCLPISURRVAL-1(N7.2)

BOZ 0.00 0.00 0.00 0.00 c.00 0.00

D035 #RCLPISVUNITS-1(NT7.&)
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Exhibit 2

parseFile~{

A w is a sktring representing lines of a LIFET0 seam file

A result is 4 same-length lists describing the fields:

A (nesting levels)(rames){formats)(data as text)
to-{{aa wluw w} R apply ww according to sa w
part={14 " (acg}toca,u} partition by a
er1F7TC[2 3] CONSTANT: CR, LF
ribe{w/dviduz’ '} remove trailing blanks
lingate~{{=c)part w~1la} distinguish lines by a
segment={{'D's=2(2") )to=a} each segment: (descns){data){data)
defl datl+3 3 CONSTANTS: defn and segment labels
flatten«{=,/dat14 u} flatten segment body
parsehd«{','part defliuw~')-"} A parse segment header
separate~{(parsehdes"u)(flatten™14 &)} A separate segment headers and bodies

I DDDTETITD

rar{(a2u) ({'# =200 ¢ ~':'€w:l & sub=wr’':'}24u~*)")} A repn effact of defn
nrs={{wi®24),0~%25a} B next rep stack: w mod by rep effect a
crevle{1ta"nrs/ " (~il+pult ed(ca) u} R cum rep stacks from seed stack 1
onflat+{{s,/1t~"p"w)cans,/u} 6 oa on flat w, then re-enclose result

blank<{rew ¢ m=2v/0 "1 "2¢"c'/1:'ew ¢ {(m/r)«' ' ¢ r} A blank out '/i:'
Fpef{utlw:l++/0 10T10%a ¢ w} A float: convert real to integer
tbl~{{wr.=" "Iv0 t='/:'ew} A thl declaration

fshp+{tbl w:l ¢ $fp"('N'=2w){wrat“pu},tblank t4u} A 'N' have extra biank

flipedofet A invert arder

fretby«{wt (0, 14+\w) i ca} A fret data seg « by field lengths «
nstacks+~{(crse{re”))aonftat «} n nesting stacks
nmshp=2={{{a){fshp”w)}/)eflips({2¢ ' ('part «}7} A field names and shapes
nstate«{f dew ¢ ({nstacks f){o w} 2477F)(d)} A infix stacks:

R {{rs def)(dat)} ({rs def)(dat))
parse«{r f+a ¢ (c14”r),ns,cu fretbyx/"r, 2ansenmshp £}~
n ({rs defs) data) to (rss names shapes data)

2, /aparse/nstate separate segment crif lineate w

Exhibit 3: Alternative ending to parsefile

nstacks+1ed "o {{crse(re”)jonflat w} n nesting stacks: discard inltial 1
heads bodles+saparate segment crl1f lireate » A retain segment structure

A (segs are truncated)
stacks+nstacks heads A nesting stacks
namshp={a{{2a)}(Fshp w)}/21'('part w} pn field name and shape
names shapes+flip flip“namshp”"heads A field names and shapes
full+bodies fretby ™ =/""stacks, “shapes A unde trunc and fret to fields

=2e{,/) stacks names shapes full A remove segment structure

62



VECTOR Vol.21 No.3

How To Rig An Election

by lan A. Clark (earthspot@yafio0.com)

My nominations for the two most beneficial inventions of all time are:

* the telephone, because it enables people to talk to each other whe hitherto
could not,

* the computer, because it enables the people to express their political will where
hitherto they could not.

But both inventions have their dark side. The telephone gave rise to the
loudspeaker and talking films, exploitation of which in the first half of the 20th
century enabled the fascists to win power and consolidate their support in many
European countries. In the first half of the 21st century, when computer
technology (IT) can be expected to reach maturity, some feel that the world is yet
again at risk of absolute power falling into the hands of the first group of people
who exploit the new technology to its fullest extent.

The maintenance of democracy in the rapidly-growing population of the USA (for
which the VAP or “voting age population” currently stands at around 200 million
[4]) has historically depended on IT. An early application of the Hollerith punched
card system processed census data and ran elections. But [T, formerly so
beneficial, may itself pose a threat to the democratic process if it is allowed either
to stagnate in public use or develop cut of control.

The Model used in the Workspace: VOTE

The workspace VOTE offers a model of the voting process for the newly-
enfranchised citizen to play with, in order to gain an understanding of its
possibilities and abuses.

Our “toy” democracy has just two partes: the Apples and the Pears. We are to
imagine that the Apples are in power and are seeking re-election. To achieve this
they must win a majority of seats (one seat per ward, in this simple model). But
this time their prospects are not rosy: the Pears have mobilised enough support to
outvote them. What can the Apples do to stop the country going pear-shaped?

Well, quite a lot —and not all of it honest campaigning. Though if one party
doesn’t put much effort into campaigning, it will warn the other side that it is
confident it has things nicely stitched-up. But in the light of what we have to say,
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the reader may well wonder why any party in power need ever relinquish it.
George Orwell [1] thought it could only come about because the party lost the will
to govern.

Ignoring countless variations and hybrids, we recognise four basic election
rigging techniques:

+ R1: Gerrymandering
» R2: Selective disqualification
+ R3: Stuffing the ballot box

= R4: Selective discouragement.

We must remember that the lawyers for the Pears know these tricks too and will
be watching the Apples closely. So success will largely depend on whether the
Apples manage to disguise what they are doing.

VOTE isn't claimed to be a faithful model of any given democracy. But it does
allow us to conduct fn-silico experiments (as bioengineers call them) on how to rig
an election. We can use it to demonstrate a variety of rigging techniques and take
a guess at their relative cost-effectiveness.

We will then discuss the morality and the politics of what we have done (which
are actually two different things). Demonstrating how to achieve a reprehensible
goal is a Machiavellian thing to do. But we should recall that the chief concern of
Machiavelli (in [2], if not so evidently in The Prince) was to draw the fangs of
political abuses he identified in his native land by bringing them out into the
open.

The Structure of the Workspace: VOTE

Uppercase names like VOTERS and WARDS are used for global variables, lowercase
names like support and vote for APL functions. We shall refer to these global
variables as the parameters of the model.

The model manages a collection of “wards”, the number being determined by the
value of parameter: WARDS (typically 100). Eschewing nested variables, we set
up separate “parallel” arrays: POPN[i] PRO[i] CON[i]... all referring to

ward 1.

The workspace VOTE is designed for experimentation by a non-APL
programuner, simply by tweaking the parameters. These parameters are initialised
by an ordinary textfile (VOTE.INI), which presses into service a simple text editor
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(MS NOTEPAD) as a rough-and-ready interface. The same parameters have also
been brought out to a crude Windows GUI interface, so the model can be adjusted
by clicking combos and option buttons, once you understand what they do.

The model breaks down into these main functions, which may be rerun in turn
from any stage onwards:

data gets initial values for all model parameters.
populate fills array: POPN which counts the voters in each ward.
support allocates voters in POPN to either PRO or CON.

poll fills arrays: VPRO & VCON with votes actually polled, handling
turnout, defections and lost ballot-boxes.

vote counts, analyses and displays the votes in VPRO & VCON.

Some of these functions are governed by a “mode” parameter, viz
POPULATE_MODE SUPPORT_MODE POLL_MODE respectively, which select a :Case-
block inside the said fn to define different implementations of that function, so
they can be viewed as pluggable “building blocks” of the model. Thus when
POPULATE_MODE equals 1, we say that fn: populate is running in mode 1.

Fn; data

Fn: data gets the values of the model parameters from VOTE.INIL, echoing them in
the APL session log to provide a visual confirmation, This also permits them to be
re-entered by someone competent to use the APL session log. Use of the Windows
GUI makes the APL session log redundant.

Fn: populate

In mode 1, fn: populate simply assigns a fixed number: VOTERS (=1000) to each of
the (100) wards by the statement:

POPN[]+VOTERS

In mode 2, populate assigns a random number of voters to each ward by Zipf's
Law, which governs the distribution of individuals among such classificatory
groupings as that of sharing the same surname. We achieve a Zipfian distribution

by:

POPN<«rounded VOTERS+1WARDS
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The result of this is that if POPN[1]=VOTERS, then

POPN[2]=VOTERS+2, POPN[3]=VOTERS+3 ... POPN[i]=VOTERS+i ... which
imposes Zipf's Law. The fn then goes on to scale-up POPN in proportion to give us
a total population (+/POPN) which is the same as that in mode 1, viz. 100,000 - a
value which changes of course if you alter either VOTERS or WARDS.

Fn: support

Fn: support now allocates voters to PRO and CON. The workspace cuarently only
models a two-party system, and we are to imagine the Apples are in power.
Therefore PRO is the number of Apple supporters in each ward and we must
suppose everybody else (CON) supports the Pears (we shall handle non-voters and
defectors later).

This is implemented by the statement:

CON+POPN-PRO

But first we create PRO. In mode 1 this is done by:

PRO-PERCENT[1] percent_of POPN
where PRO[1] gets a (rounded) fixed percentage of POPN[i].

In mode 2, fn: support allocates individuals according to a binomial distribution.
This is achieved by fn: coins, which postulates that each voter in a ward tosses an
unbiased coin to vote.

PRO<POPN coins™50

Notice that for ease of handling the model interface, all probabilities, proportions
and tendencies are expressed in percentages, and usually integer percentages at
that.

In mode 2 we give ourselves the option to split the total population evenly
between PROs and CONSs, although some wards may have more of one than the
other. Then, as we investigate spooky effects which win the PROs more wards
than we think they deserve, we can be sure it's not due to the PROs having an
overall majority as things are. Fru: balance sprinkles the necessary additicnal (or
“subtractional”) PRO members among the wards at random. It is switched off by
BALANCE_MODE+0, and switched on by BALANCE_MODE «1.
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Further modes offer increasingly complex cases, including ones where the
percentage support for the CONs depends on the size of population in the ward.
See the partial code listing at the end of the article.

Fn: poll

Fn: poll now determines how the vating goes on polling day. It derives VPRO and
VCON from PRO and CON, using percentage turnout rates and defections to adjusta
random element in the decision of a PRO {or CON) supporter to cast his or her
vote.

Mode 1 completes the polling in one shot. It then runs fn: vote (see next).

Mode 2 has a more complex behaviour. Here polling is reported and analysed one
ward at a time. A combo-controlled timer releases successive results either slowly
or fast. The user now has the option of intervening to rig the result according to
how badly things are going. See its use below when we discuss voting machines
and postal votes.

Fn: vote

Fn: vote now analyses VPRO and VCON to report the results. It does not change any
arrays, so each time it is run it will give the same result.

Redrawing Boundaries: is it just to ensure fair Representation?

Zipt's Law tends to be obeyed by those population groupings in which the rate of
growth of a given group (we are interested in “wards” here} is proportional to its
size. This is something that might be expected of wards if they were allowed to
grow in an uncontrolled fashicn — which in general they are not. Instead most
democracies have provisions to redvaw ward boundaries every ten years to
equalise the populations within them, the idea being to achieve fairer
representation of voters in the legislature.

In the USA, by a ruling of the Supreme Court, “districts” (UK: “wards”) must be
“re-zoned” (UK: “boundaries redrawn”) every ten years at least. In the UK the
Boundaries Comunission undertakes this task every ten years. However in the
USA it is invariably performed by locally-elected officials or political appointees,
who are far from being disinterested agents. In the past, both Democrats and
Republicans have been accused of taking advantage of this legal requirement to
move enough of their opponents out of a given district to capture it for their own
side. Recently, in the State of Texas, Republican-appointed officials were alleged
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to have done this using sophisticated software, one district (#25) getting itself
known as the “Bacon Strip” for its egregious shape. Since 2000, re-zonings in
Texas and Permsylvania have been hotly contested in a series of bizarre actions,
including one by Texas Democrats {the “Killer I's”) who delayed the 2003
Restructuring Bill {(which they claim was a Republican gerrymander) by fleeing to
neighbouring Oklahoma in order to make the legislature inquorate.

To be fair, Republicans claim the said Bill was necessary to undo a Democrat
gerrymander in 2001, But... when does a venial sin become a mortal sin? When it
stops being hard work and starts being effective?

Even before the November 2004 elections, the lawyer for the Democratic challenge
in the High Court went on record as saying: “it is now possible to take a mildly
Democratic state and gerrymander it to return a strong Republican majority”. The
Democrats insist that the Republicans have engaged in wholesale gerrymandering
across the USA, a project they say has been coordinated by House Leader Tom
DeLay. But this will be hard to establish without producing the modern software
that did the job.

But there is no doubt such software exists. Cognos Planning, formerly Adaytum
Planning, formerly Kunzle Planning System (KPS) [7], is quite up to the job,
though it lacks built-in geographic functionality. Of interest to Vector readers: this
product happens to be written in Dyalog APL. The author would not be at all
surprised to learn that this, or a competing product, had been used to
gerrymander a re-zoning exercise. What would surprise the author would be to
learn that the tool employed had been written in Visual Basic or Java.

Gerrymandering software exploits the unprecedented detail of present-day census
data to permit a far more effective gerrymander than hitherte without gross
distortion of a district’s boundaries.

R1: Gerrymandering

The Gerrymander is named after Elbridge Gerry, whose re-zoning activity in the
Commonwealth of Massachusetts was so blatant as to create a salamander-shaped
district. This was in 1812 — which shows how long the practice has been going on.

Here's how it works.

Consider two adjacent wards, W1 and W2, which are scheduled for re-zoning.
Let’s suppose they have absurdly small populations to highlight the effect, viz. 21
and 33 inhabitants respectively. v
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This expression models the allegiance of voters to Apples and Pears respectively:

+/7 (W1 W2)«(10 11)(16 17}
21 33
x=/"2 A 1 supports Apples, ~1 supports Pears

171
Notice that both W1 and W2 are currently Pear wards, the Pear majority in each
being precisely 1 vote. Now, W2 being the larger ward, (W2-W1)=12, we are
legally required to redraw the boundary to even-up the populations by
identifying an area containing half that number (6 voters) for transfer from W2 to
WIL. But suppose we are at liberty to choose these 6 voters with as skewed an
allegiance as we can manage, in this case 2 voting Apple and 4 voting Pear. It’s not
hard to achieve if (say) Pear voters predominate in poorer neighbourhoods.

This expression performs the required population transfer of 6 voters:

+/TRANSFER+2 4

OeZe(Wl W2) + {1 T1)x"cTRANSFER
12 15 14 13
=-/"%7 a 1 supports Apples, ~1 supports Pears
11

but whilst performing our legal duty we have deliberately contrived to capture
one of the two Pear wards for the Apples. This is what is meant by
gerrymandering.

R2: Selective disqualification

Selective disqualification is when the Apples try to stop given groups of people
from casting votes that count, in a manner which stops more Pears than Apples,
This can be by:

¢ direct targeting, by disqualifying a given group of people from the official lists
of those eligible to vote (like those with criminal records)

¢ indirect targeting, by losing or rejecting all the votes from a given set in which
there are more votes cast for the Pears than the Apples (e.g. those castat a
given polling station or voting machine).

Direct targeting is something the Pears will be watching far. The Apples know
they won’t get away with disenfranchising someone (striking them from the
voters’ list) just because they've said they'll vote Pear. It's got to be for some
reason which most sane people will accept, e.g. the voter is insane.
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The 2000 election in Florida was notorious for the poor usability of the voting
machinery (e.g. the “butterfly ballot”) and the selectivity of the people affected by
this - e.g. older people, the less well-educated, or recent immigrants. When new
digital voting machines were installed prior to the 2004 elections, those suspecting
a conspiracy had cause to wonder. Was their deployment conspicuously free from
political interference? Well — no. What might be going on inside those machines?
Hard to say.

The Apples, too, have installed new voting machines and have control over their
operation on polling day. The Pears know this, so the Apples deliberately draw
their fire by spreading a rumour that the machines contain illicit code to disqualify
a selection of Pear votes. They don't, of course: the political fallout from the Pears
finding any such code would be far too great to bear, There's a simnpler trick the
Apples can play.

The Apple election boss (you) can trigger a software glitch which disqualifies all
the votes from any selected ward that has yet to declare its results. It doesn’t need
hi-tech to apply this principle. You can also lose selected ballot boxes, or delay
bags of postal votes from overseas. You won't get away with it on a large scale,
but - hey! - the voting machines are new and the occasional glitch may pass
scrutiny, Demographic software allows the Apples to predict which wards are
likely to fall to the Pears. Those wards which are also likely to deliver their results
late in the day are the ones to target.

Fn: poll in mode 2 starts a timer which delivers results ward-by-ward, once every
two seconds. The GUI's “delay” combo can speed this up or slow it down. Set the
“poll” combo to 2 (signifying mode 2} and click button “poll”. As voting proceeds,
the figure labelled “PRO AHEAD/BEHIND” (i.e. <PRO seats> — <CON seats>)
executes a drunkard’s walk towards what you're hoping will end up as a positive
number, signifying an Apple victory. If you don’t like the way things are going,
then click: “knockout”. This runs fn: ko, which disqualifies the ward with the
greatest predicted Apple defeat, so it's worth one ward to you each time you click
it,

With judicious use of the “knockout” button you can usually steer the Apples into
a marginal victery. You may not have to use if at all, if luck (in the form of “?” or
{roll}, the APL random number generator) is acting in your favour. If you over-use
it and you win by a much greater margin than the exit polls predict, the Pears will
ask why so many voting machines went wrong — and they might see a pattern and
rumble you.
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This is a stealth tactic. It is only feasible because partial results are analysed and
broadcast by the networks as they come in, leaving those wards which have yet to
declare their results vulnerable to what casinos call “black action”.

R3: Stuffing the ballot box

You can artificially disqualify your opponents’ voters - and you can artificially
inflate your own, The Caltech/MIT study [4] examined 3rd-party registration:
there are numerous organisations which register voters en-bloc — people who
have not voted before, residents of old-folks” homes, immigrant groups, etc. — and
handle the voting process for them. It stands to reason that such blocs of voters
are more likely to vote the way they are told than free independent citizens. There
is also the matter of sheer fraud. Over a 20 year period, 5,400 dead people were
discovered to have voted in the state of Georgia alone [4], however it's not
reported whether the dead mostly vote Republican or Democrat. One needs a
sixth-sense to know that.

Registration is designed to combat blatant fraud, but the problems of scale with
the registration system is identified as one of the major issues bedevilling the
voting process in the USA. The statistics quoted in [4] are disturbing. Thus the
National Voter Registration Act of 1993 (called “Motor Voter ” for its linking of
voter registration with the renewal of drivers’ licences) led to a big increase in
“inactive” registrants, from 1.7 million in 1994 to 14.6 million in 1998. That's a lot
of spooky voters out there. It just needs some Aragom to go exploring these
“Paths of the Dead” for a legion of hitherto unsuspected supporters to burst upon
the scene and tip the balance for one party or the other.

VOTE does not try to model this issue. Mathemaltically it is a trivial one, but in
practice it is vastly important.

R4: Selective discouragement

Unlike the R3 techniques, seeking to discourage your opponent’s supporters has
the advantage of being free from the smell of fraud. But running VOTE in cases
where the PROs and CONs are evenly balanced shows just how sensitive the
outcome is to even a single-point change in the turmout rate of your supporters.
With the model parameters set up as shown in VOTE.INI below, increasing the
PROs" no-vote rate from 10% to 11% (click combo “nv/PRO”, then click “poll”
and “vote” again) tends to cost you around 10 wards, the random swing being
about 5-6 wards either way, so it signifies almost certain defeat. Tony Blair has
recently warned his supporters that the outcome of the May 2005 election is likely
to be decided on a few hundred votes in a handful of seats.
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The Week [3] quotes Michael Howard's advisers as telling him he needed just
838,000 people in 165 marginal Labour seats to switch their allegiance from
Labour to Conservative in order to win an overall majority. You can be sure that
these figures have not been dragged out of the air. But if they are wise theyll
advise him to pursue a policy of discouragement through “negative campaigning”
- e.g. impugning the character of his opponents — rather than trying to woo the
opposition, to whom he may well have nothing to offer.

The gerrymander in Texas and elsewhere was a costly thing te de if its only aim
was to capture a few districts. Of far more value was the effect it undoubtedly had
on the poorer voters, predominantly Democrat supporters, to convince them that
everything was stitched up and they hadn’t a chance of their votes counting (even
if they were actually counted!) So it may actually have been an application of R4
rather than R1.

The Apples likewise think it is too costly to woo voters, who might demand that
they introduce measures they’d rather not as the price of defection. Each defector
is worth two votes, one lost to Pears, one gained by Apples. A couple of Pear
supporters who've been given the pip is worth exactly the same and is a lot
cheaper to achieve, It is known, for instance, that younger people are more likely
to be impatient with the status-quo and thus vote for change, so it serves the
purpose of the Apples to spread the word that politics is a dirty game and there’s
far more fun to be had on a rainy afternoon than queuing for hours at some
draughty polling station.

Shady tactics — but is it rigging, or just robust campaigning? Arguably it's a case of
R4, if you use demographic data to target your selective discouragement activities,
even if the tactics you then employ are a battery of miscellaneous measures. If you
don't act heavy in too many wards, international observers invited-in from Poland
and elsewhere will have little cause to accuse you of “serious” or “widespread”
abuse (to them that means bodies with bullets in the back) so R4 can be a stealth
tactic too.

Why Should we Worry?

In July 2001, the Caltech/MIT Voting Technology Project delivered its report [4]
on the state of the nation’s voting arrangements. One of the intriguing things they
found was that the number of lost votes across the nation was 2%-3% in
presidential elections, and they compared this to the fact that in 2000 the winner’s
margins in 4 states: Florida, Iowa, New Mexico and Wisconsin, was less than 0.5%.
In response the federal government saw fit to mount a massive program to restore
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public confidence in the electoral process (HHAVA: Help America Vote Act, 2002
[51)-

There will be calls for much the same in Britain after the May 2005 elections. But
perhaps we should not be demanding yet another exercise in restoring public
confidence, but instead aim to construct a voting system which merits our
confidence. This should not be beyond the wit of man to devise, considering the
clever things that man can already do to subvert the existing apparatus. We
should consider whether the following activities are now so dangerous to our
democratic way of life, thanks to advances in IT, that they should either be
outlawed or be strictly reserved to an impartial and independent agency:

+ third-party registration of voters (R2, R3)

* collecting and processing data on individuals’ party-political preferences and
voting behaviour (R1, R2, R3, R4)

= partial publication of results while voting is underway (R2, R3)

*» exit polls and other unofficial polls while voting is underway (R4)

« issuing new postal votes (R2, R3)

* canvassing postal votes from people who have never yet voted (R2, R3)

* publicly inviting certain classes of people to stay away from the polling booths
on voting day (R2, R3, R4}

+ publicly impugning the character (as distinct from the policies) of a candidate
in the two weeks preceding an election {R4).

After each suggestion the rigging techniques it combats are shown in brackets.

Conclusion

Democracy. For all its imperfections, it is still the most effective way mankind has
discovered to curb the persistent abuse of power — and free and fair elections are
the sole means to preserve it. You either believe this or you don't.

Loss of belief in it led Benito Mussolini, an ardent socialist, to forsake the people’s
cause and become the first fascist. He was, and still remains, fascism’s most
articulate theorist, in spite of his more notorious (and undeniably articulate)
imitator in Germany. It is good to read Mussolini’s article [6] defining the nature
of fascism: the notion being touted in the USA of running government like a
business corporation is clearly seen to be his —and it is a central one to his ideas.
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But the democratic process, as we show with our VOTE model, is a chain which is
no stronger than its weakest link. We should not wait for voting abuses to become
“widespread” before we start to worry, but attack irregularities wherever they
occur, not leave the fight to a few locals who realise what is going on. Otherwise
who's to blame if we wake up to find ourselves no longer living in a democracy,
but an oligarchy flaunting a few democratic customs?

There is no such thing as a small fire in the kitchen. There is a major case for stern
measures whenever voting abuses occur: they should be investigated for
complicity at the highest level —and those found guilty never again entrusted with
public office. This may mean disqualifying one or two charismatic leaders, but
others will rise to fill their places. All too readily, the leaders may think. We
should reject the claim some will make that the brilliant brains of certain
individuals would be a loss to the nation — this is to succumb to the cult of
personality. It must remain a central principle of democracy that the will of the
people, fairly expressed, takes precedence over the will of any one individual,
however well-endowed, well-educated, or well-connected.
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Partial listing of the VOTE model

VOTE is available by email from the author. It is a workspace running under
APL+Win v4.

V¥ populate;totpop
[1] Apopulate the wards
{2] PCPN+PRC+CON+UND+WARDSp0 A-~setup the working arrays
3]
%] tSelect POPULATE_MODE

[5]

[63 :Case 1

[7] mode 'equal number of voters in each ward'

(8] POPN(]+VOTERS

[2]

[10] :Case 2

[11] mode 'ward populations skewed by Zipf Law'

[12] totpop+WARDSxVOTERS

[13] POPN«rounded VOTERS+1WARDS A~-Zipf

[14] POPN+rounded POPNx(totpop++/POPN) A--boost in proportion
[15] POPN+~totpop padup POPN A--make up the small discrepancy to totpop
[16] A PCPN+~shuffled POPN

{17} POPN+$POPN A--biggest at the back, for ko to work well
(18}

[19] :EndSelect

v

¥ supportit;z
[1] Aazllocate suppart far/against
[2] :Select SUPPORT_MODE

[3]

[4] iCase 1

{51 mode "fixed % of voters in each ward are PRO'
fe] PRO+~PERCENT[1] percent_of POPN

(7]

[8] iCase 2

[9] moede 'balanced: all voters toss a balanced coin'
[10] PRO-POPN coins™ 50

[11] balance

[12]

[13] :Case 3

[14] mode 'fixed ¥ support for PRO & CON, residue toss {fixed-bias} coin'
{151 PRO+PERCENT[1] percent_of POPRN

[t6] z+POPN~PERCENT[2] percent_of POPN

[17] PRO+PRO+(z coins’™ TENDENCY[1])

[18]

[18] :Case 4

[20] mode 'max % PRO support irrespective of size of ward'
[21] PRO{]+~POPM | PERCENT[1] percent_of VOTERS

[22]

[23] :Case 5

[24] mode 'fixed PRO support is all of smallest ward’
[25] PRO[]+1 /POPN

[26]

75




VECTOR Vol.21 No.3

[27) :Case 6

[2B] mode ‘voters toss a coin biassed by size of ward'
[29] PRO«-POPN coins™ TENDENCY percent_by POPN
£30)
[31] :EndSelect
f£32]
£33] CON+POPN-PRO p--COMN is everybody else (2-party only)
(3n]
[35] report logex '+/PRO' '+/CON'
v
v poll

[1] Aconduct the poll (c/f: vote)
[2] default'POLL_MODE+1'

[3] mode 'conducting the pol)’
[+]1 pll POLL_MODE

v pll flag;z
[1] psend voters to the polls, in mode: flag
[2] R{called by: poll. Runs: vte, timer)
[3] ~ANB: Cases 1 and 2 are POLL_MODE settings, for call with a single button
4] g Other cases are service~calls, recursive calls, or calls by the timer
[51
[6] 1Select flag

(71

[8] :Case 1 A=--one-shot poll (POLL_MODE setting)

[9] pll “vars"

[10] vote

[11]

[12] :Case 2 A--stepped poll (POLL_MODE setting)

[13] timer “"toggle" A--timer callback fn: timer_action calls: pll
[14]

[15] :Case "vars" A--compute working vars

{16] 2+DEFECT+NQVOTE

[17] NPRO-PRO coins™ 12z A--luss te PRO by defection £ non-voting
[18] NCON+CON coins™ 22z A--loss to CON by defection & non-voting
[19] z+100=DEFECT+z A--of which defectors AS A Zage

[20] DP2C+NPRO coins” 12z A--of which: defections PRO+CON

[24] DC2ZP«NCON coins™ 22z A--af which: defeetjons CON+PRO

fz2] VPRO«0]PRO+DC2P-NPRD p--actual turnout in favour of PRO

[23] VCON+Q[ CON+DP2C-NCON p--actual turnout in favour of CON

[24] {VPROO VCONQ)+VPRO VCON R--saved for debugging: ko

{25]

[26] :Case "part" p--zero the future part of VRPO VCON...

[z7] (VPROZ VCON1)<+WARDS* NTICKt {VPRD VCON)

[28] vte 2 A--partial estimate

[39]

[30] :Case "final"

[31] vte 1

[32] timer “stop"

[33]

[34] :Endselect
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v ko;i
[1] Adiscard votes from ward with biggest CON majority
{2] {+t$VCON-VPRO
{3]
[4] :If VPRO[i}=0
[5] tAndIf VCON[i]=0

[6] report myname ">>> no veotes anyway from ward:" i
[7] iElse
[a] timer "pause"
[9] VPRO[iJ+«VCON[i]+0
[10] report myname ">»>> all votes discarded from ward:" i
[11] :End
v

Contents of: VOTE.INI as distributed

[GENERAL]
WARDS =100

VOTERS=1000
s--basic number of voters in each ward

INTERVAL=2000
j-~stepping interval in millisecs

[PERCENT])

iVector Zs for allegiance turnout and defection of PRO & CON respectively...
PERCENT=50 50

NOVOTE=10 10

DEFECT=5 §

TENDENCY=50 50

;-—tendency to vote PRO (for smallest/largest wards)

[MODE]

BALANCE _MODE=1

POPULATE_MODE=?2
SUPPORT_MODE=2

POLL_MODE=1
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Queens and Knights

by Roger KW. Hui

The Problem

The webpage hitp://wivw.itasoftware.com/careers/programmers.php often contains
interesting programming puzzles. The “Queens and Knights” puzzle was posted
in 2003-2004:

In 1850, Carl Friedrich Gauss and Franz Nauck showed that it is possible to
place eight queens on a chessboard such that no queen attacks any other queen.
The problem of enumerating the 92 different ways there are to place 8 queens
in this manner has become a standard programming example, and people have
shown that it can be solved using many different search techniques.

Now consider a variant of this problem: you must place an equal number of
knights and queens on a chessboard such that no piece attacks any other piece.
What is the maximum number of pieces you can so place on the board, and
how many different ways can you do it?

The n queens problem can be sclved succinctly and efficiently. A sclution is
presented in the for. page of the ] dictionary.

The queens and knights problem is considerably more difficult.

Configs

Aconfigisan n*n (n=:8) element string recording the placement of queens (Q)
and knights (N) together with the coverage, the squares under attack by pieces
already on the board and the squares from where additional pieces would attack
an existing piece.

x below is a config. @ indicates a square where a queen is placed, on row 2 and
column 6. x indicates a square under attack. n indicates a square where a knight,
if there placed, would attack Q. A “.” indicates a free square.

My

A queen canbeplacedona”.” or q square, A knight can be placed ona ”.
square.

n=: 8

X53 ' XOgXg. . . gXXXXXXXXXQX . oo QXXX o XAXGL . XL X,
N S TS SU S
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(n,n} $ x

« .0 XQXQq

e QXXX
XXX XXXQX

v e QXXX
... XQXQ

cea XWX,
X o X
cXeaeaX

y below is another config. N indicates a square where a knight is placed, on row
6 and column 1. x indicates a square under attack. n indicates a square where a
queen, if there placed, would attack N. A “.” indicates a free square. A knight

can be placed ona”.” or n square. A queen can be placed ona “. " square.

y=: N.veo.. N.N....N..N. N NN XNXD. . NRNX . L .

nnnx. ...
nNnnnnnn
nnnx. ...

Our plan for solving the queens and knights problem is as follows: starting with
the empty config ({(n*n)$'."), place queens and knights one piece at a time on
all possible squares. As a piece is placed the config is updated. Placing a piece and
updating the config means merging the config with a config that represents
putting a piece on a particular square, to derive a new config,

Consider again the configs x (a @ on the (2,6) square) and y (an N onthe
(6,1) square). How do we merge them? That is, what is the config for a board with
a Q on(26)andan N on {6,1)?

(<n,n) $&.> x3y:'?’
T it fmm e tom - ————— +

coegrxxlon.oona 27722227

N tommm——— dmm +
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A Calculus of Configs

We have seen that a config can contain the letters . NQxnq. To merge two
configs, we need to determine what letter should be the result for every
combination of two letters.

free

N sits here

Q sits here

under attack

Q here would attack N
N here would attack Q

D3I xpo=F

It is clear that “.” (a free square) with any letter should result in that letter. N (a
knight on this square) with n (queen here would attack a knight) should be N, but
N with anything other than . or n should be ?, an error,

The combinations {n,q) or (g,n) merit some comment. A queen can be placed
on a q square but not on an n square, and a knight can be placed on an n square
but not on a q square. Therefore, a square that is both n and q is equivalent to an x
square, “under attack”, because no piece (neither queen nor knight) can be placed
there.

The results for other combinations are derived similarly.

free . N @ x n ¢
N N sits here N 7?7 7 ?2 N ?
@ Q sitshere Q ?2 72 7 ? Q
x  forbidden X 7 7 x X X
n  Q herewould attack N n N 7?2 x n x
q N herewould attack Q g ? Q x x 4q
7 error

The list MT records the ravelled operation table. The rows and columns are in the
order .NQxng. Having MT, itis straightforward to write a verb that merges
configs x and y: indexinto MT using lettersin x as row indices and letters in
y as column indices.

MT =: ' '=.=" _NQxngq N777N? Q?7?7Q x?7xxx nN?xnx q?Qxxq’
MTy =: (Z:#MT)I{.MT
MTx =: (##])IMTy

merge=: MT"_ {~ MTx&i.@[ + MTy&i.€]
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(,~%:#MT) $ MT

.NQxng
N?72N?
Q77212Q
X?7?xXX
nN?xnx
q?Qxxq
(-t |:) (,~Z:#MT) $ MT
1
{<n,n) $&.> x;y;x merge y
fom e m—— pmm—————— fmm———— +
[....xqxql.n..... nl.n..xqxx|
|. qxxxl Nevoana|on . quxx]
IxxxxxexI n.. I xxxxxexQxd
|. qxxxl e enn oxxxxd
l. quqlxnxn .. Ixnxnxqxql
|.. . Innnx. ...Innnx..x.]
l.. x.InNnnnnnnIannnnxnI
|.x. .x.lnnnx....lnxnx..x.l
fommm— o O +
x (merge -: merge~) vy
1

The table QT isan n=*n row table of configs, one for each possible placement of a
queen. The table NT isan n*n row table of configs, one for each possible
placement of a knight.

UI =: >,{;~i.n
NE =: 2]\_2 1 21 1 _2 _1 21 2122 121
QI =: 00 -.~ (0&,. . &0 ,.“ A G D B B |
mask=: 3 : 'UI e."2 UI +"1"1 2 Y.
QT =: ',Qqx' {~ (=i.n*n)+(2*mask NI)+3*mask QI
NT =: '".Nxn' {~ '".Qgx'i.QT
$ QT
6% 64
$ NT
bl 64
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(<n,n) $&.> <"1 (16 17 18 19){Q7

fm———————— O N +
Ixgx.....lqxqx... ququ ..I xgxqgx. .|
Ixxq..... | xxxq....lgxxxqg...|.gxxxq..|
IQxxxxxxxlxQxxxxxxIxexxxxx[xxexxxxl
Ixxq..... lxxxqe ... lgxxxg...f.qxxxq..|
Ixgx.....lgxax....Ixgxqx...[.xqxgx..|
| S U I U SR | .x..x..lx Xe x|
IR IO S N SIS xI
I N [ S S IS S [ .
$pommmm I U F - +

B D T e +
[axn..... Ixnxn....Inxnxn...l.nxnxn..l
Innx..... Innnx....lxnnnx...|.xnnnx. .|
INnnnanann | nNannnnn | nnNnnnnn | nnnNnnnn |
Innx..... Innnx....lxnnnx...|.xnanx.. |
Inxn.....l%n%n....Inxnxa...|.nxnxn. .|
[ T TP I W T [ Y . D I DA D T |
In...n |l.n...n..|..n n.j...n...n|
In. n..l.n....nuleen nl...n.... |
o ————— o ——— tmm—————— o ————— +

Queens and Knights

With verb merge and tables QT and NT, the queens and knights problem is
ready for solution.

gl applies to a table of configs and produces new configs by placing one more
queen in all possible (“.” or q) squares. Similarly, ni1 applies to a table of
configs and produces new configs by placing one more knight in all possible (*.”
OF N) squares.

x gx y puts x additional queens on the configs y by calling q1 x times, at
each step removing configs with less than the required number of . " or q
squares, Similarly, x nx y puts x additional knights on the configs v.

gn y finds all solutions of putting y queens and y knights on a chessboard,
starting from the table of the empty config ((1,n*n)$"."). Since a queen attacks
many more squares than a knight, thereby reducing many more possibilities, it is
more efficient to place the queens first, then the knights,

gi=: 3 1 "~ ((+/"1 b)#y,

} merge QT {~ (n*n)|I.,b=.
y.e.''.q"'"’
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ni=: 3 : "=, ((+/"1 b)#y.) merge NT {~ {(n*n)}|1.,b=.

v.e,''.n

i.)x. do. y.=. gl y.#~je:+/"1
'* end.'

nx=: 4 : 'faor_j. (-i.)x. do. y.=. nl y.#~j<:+/"1
y.e.''.n end.'

gn=: 3 : 'y. nx y, qx (1,n*n}$'

It is obviously not possible to place 8 queens and 8 knights, since 8 queens alone
already attack the entire board. We start with 7 queens and 7 knights and work
down from there.

# t=: gn 7
0

# t=: gn 6
0

# t=: qn 5
16

That is, up to 5 queens and 5 knights can be placed on an 8-by-8 chessboard, and
there are 16 solutions.

The solutions can be displayed by mapping the letters @ and N to themselves
and other letters to “. ”. Boxing and reshaping make a pleasing display.

$t
16 64

(n,n) $ {. t
XQXRAXXX
XXX XXXQxX
xXQX XXX
XXXXXQXX
XXXXXXXQ
NXXXXXXX
NxxNNxxx
XX XNX XXX

see=: ,~@%L:@# § 'QN'&i. { ‘QN.'"_
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Variants

Let s be one of the solutions as displayed in the previous section. It is clear that
reflections and transpositions of s, and compositions thereof, are also solutions.

o —————— e ————— mm——————— o ———— +
[.Queevesleas o dNNOTL LN levnnn. Q.|
ISP « S |+ JAN [N..NN. .. 1.Q.ounal]
l..Q..... [..Q..... | I Q.. |
loo... o J P NNE. .. Ql..Q..... |
levenen. QloseeeNlunnn. Q..1Q...... .
INGowwne Qevenl.eQuunn. I
IN.UNN. .. .Qeu et lovool Q0 NM..N}
PR RSN ISR+ TN [N+ DA | N
tmrm———— o m——— Fmm—————— +

NB. self ; transposition ; reflection 0 ; reflection 1

var computes all reflectional and transpositional variants of a solution. There can
be up to 8 variants.

var=: ~.@(] , |:&.> , |.&.> , |."1&.>)s:3

var <s
dmmmmm R fmm—————— dmmm L adad fmmmmm——— +--
|.Qovunn. [.ous. NN Lo oNowooleeeoe Q.| .NN..... | -
| [ Q.iQ...... JINCUNNL Q... foeeunann Ql.Q...... |
PP~ IR (RS « JR N INeouen.. PR« J I Q.. Q....|
RPN + JARY [ NNT....... Ql..Q..... INN...... eaNL
P Ql.vu.n. NolowsooQolQunenn, A O [N |
INc.ooes [...Q [..Q...n. | [P I [P « JR VY < |
IN..NNL .| .Qoeens | I Q... .NN..N|...... Q.1Q el
...\ I o PO [~ JORPPR [ | PP PN o) loovs NN
fommmm—n— bmm—m e S it N fm————— fomm————— +-=

To find the unique solutions with respect to reflections and transpositions, we can
proceed as follows:

¢ find all the variants of each solution;
* sort the variants;
= select the “smallest” of each set of variants;

» find the nub of these smallest variants.
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uvar=: ~, @: ({.@(/:~}@var&>} @: (<@<@see"l)

uvar t
fm—————— O +
[P Q.l...... NN]
[.Q...... [...Q....]
[PV« TP (% < DU 1
l..q..... looens. NN
1Q....... [T N]
[ NIQ...ov.-]
l...NN..Nl..Q..... |
([ P (N Q..1
B R +

Summary

+ Atmost 5 queens and 5 knights can be placed on an 8-by-8 chessboard so that
no piece attacks another.

* There are 16 different ways to place the 5 queens and 5 knights.

= If reflectional and transpositional variants are considered to be the same, then
there are 2 different ways to place the 5 queens and 5 knights.

The following are the collected definitions for the queens and knights problem.
The matertal in this article is available in the ] 5.04 distribution as the “Queens and
Knights” lab.

NB. . free . N Q@ x n g
NB. N N sits here N ? ? 2?2 N 7?
NB. Q Q sits here Q  ? 1 1 Q
NB x forbidden x 7 x x x
NB. n @ here would attack N n N 72 X n x
NB. g N here would attack @ g ? @ x x q
NB. ? error

n =1 B

MT =: ' '-.~' NQxng N??7N? Q??77Q x77xxx nN?xnx q?Qxxq’
MTy =: {Z:#MT}{.MT

MTx =: {(#H#]IMTy

merge=: MT"_ {~ MTx&i.@[ + MTy&i.@]
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ur =: >, {;~i.n

NI =: 2J\.2 1 21 1 2 121 2122 121

QI =: 00 ~-.~ (0&,. , ,.80 , ,.~, (,.1.)) i+ n

mask =: 3 : 'UI e."2 UL +"1"1 2 y.'

QT =: '.Qqx’' {~ {(=i.n*n)+(2*mask NI)+3*=mask QI

NT  =: ',Nxn' {~ '.Qgx"i.QT

qt = 3 ¢ "~ ((+/"t b)#y.) merge QT {~ (n*n}|I.,b=,
y.e.'t.q't!

ni =: 3 1 '~,({+/"1 b)#y.) merge NT {~ (nxn}|I.,b=
y-e.ll'nlll

gx =: l : 'For_j (- Jx. do. y.=. gl y.#~j<i+/"1

y.e.''.q"" end.'

nx =: G 3 'for_j (- x. do. yo=.ont y.#~jeit/td

y.e.''.n"' end.'

qn =: 3 ¢ 'y. nx y. qx {({,n*xn)$'"'.

see w: ,~@%:@F $ 'QN'&i. { "OQN.'"_
var =: ~.@(] , |:&.> , |.&.> , |."1&.>)~:3
uvar =: ~, @: {{.@(/:~)@var&>) @: (<@<@see"i)
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Time(r) for the Game of Life
by Cliff Reiter

Introduction

The Game of Life is a process that updates a rectangular array of Boolean valued
cells according to simple local rules. The process was introduced by John Conway
and popularized by Martin Gardner [3,6,7]. In particular, a cell with value 1 is
considered alive and at the next generation an alive cell remains alive if it has 2 or
3 alive neighbours among its closest 8 neighbours. A dead cell becomes alive if it
has exactly 3 alive neighbours. The rich behaviour that results from these simple
rules is fantastic. For example, Figure 1 shows the evolution of a Pulsar Puffer
Train which is a configuration that moves to the right, leaving a new pulsar in its
wake after every 36 steps. The alive cells are shown in colours that depend upon
the number of neighbours they have. The Game of Life has been shown to be a
universal computer [5] and considerable activity remains in identifying
configurations that evolve in these fantastic ways [4,8,16].

= 1
LoJ LoJd Ld - S
moar agnr mggre DI g s e
wBfe a0 U0 ) wl W -
r A rAa rn e 5

Figure 1. The Trail Left by a Pulsar Puffer Train

Because the process is so simple and the results are so intriguing, implementing
the Game of Life is a popular programming exercise. Writing the “fastest” life
program has a long history with some implementations using heap-sorted blocks
of local activity to allow porticns of the configuration to drift away without
hindering performance [8].

There have been many discussions of the Game of Life in APL including a survey
by McDennell [10]. Interest in the APL comumunity continues, recently including
[1]. K implementations may be found at {2]. Implementing the Game of Life has
arisen several times on the Jforum [9]. During the [9b] thread, Ewart Shaw [15]
presented an interesting implementation and his amazing signature appeared. His
signature implements and runs the game of life on a simple configuration.
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Here is his signature and its result.

3
({4&({*.(=+/))++/=3:)@([:,/0&,2:(1.3)@|:"2+:2))&.>@]A:{i.@[)
<#:3 6 2

We will say more about his signature later.

My interest in the Game of Life began around 1977 when a mentor told me that it
could be easily implemented by making 9 copies of the cellular arrangement as a
three dimensional array and then rotating the planes -1, 0, or 1 units in
appropriate directions to organize each cell and its neighbours along one axis. I
took the bait and implemented the Game of Life in APL using that idea. I also
faced the issue of implementing the Game of Life for my visualization text and
have been interested in generalizations for some time [11, 12, 13]. [t recently
occurred to me [9e] that algorithuns for the Game of Life, such as the one in Shaw's
signature, are fast enough in | that producing a real time GUI-based version of life
is practical. GUI based versions have appeared based on Tcl/TK [9a], but I have a
special interest visualizing processes, and wanted to at least display cells with
colour encoding their number of neighbours {(as in the 3-dimensional
representations in [11} which were not created in real time). The script I developed
is available from [14].

Thus, the purpose of this note is to describe a few of the implementations of Life
in ] that [ considered as I developed the script. [ also briefly discuss using the
system timer event, since that event was new to me and is a key to having “start”
and “pause” buttons on the form.

Variations on Life

There certainly is no one “best” algorithun for life. One might be interested in
speed, memory usage, brevity, readability, subtle beauty or something else,
whether it is objective or subjective. Furthermore, context matters. For example,
when [ introduce the Game of Life in [13] it is in the context that some, but not all,
of the features of | have been introduced. Furthermore, I know that in subsequent
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sections I will consider fuzzy generalizations of Life, so it is natural to aim for
coherence between those developments.

I have mentioned that rotating planes was the first approach I used in APL. In
writing Fractals, Visualization, and J, | really wanted to use tesselations as
provided by cut. It seems to me that tesselations separate the local processing
from neighbourhood organization in a beautiful way. Here we see all the 3 by 3
overlapping neighbourheceds of 1.4 6 using cut (5 . _3).

|l o ¢t 21 2 312 3 &3 4 5|
| 6 7 8 7 8 91 8 9 10| 9 10 11|
[12 $3 1%]13 4% 15|14 15 16[15 16 17|

| 6 7 8 7 8 9] 8 9 10| 9 10 11|
112 13 1%]13 1% 16|14 15 16|15 16 17]
|18 19 20119 20 21|20 21 22|21 22 23|

Fmmm——— R fmmmmmm—— hmmm———— +

In [13], the Game of Life was implemented by defining a local sense of Life and
then applying it to the 3 by 3 tesselation. However, in the first edition of the book,
infixes were used to spread the local behaviour since at that time cut was too
inefficient (more on that later). Since there are fewer cells of the tesselation than
original cells, we also need to deal with the boundary conditions. We will take
periodic boundary conditions. First we implement the local life rule.

oos Ll
(= = \0 =

o000
OO
[= M=o

LLifes: +/@:,@:(L&*) e. 3 11 12"_

Llife ni
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We encode the local processing using a matrix L. The sum of the entries in L*n1 is
enough to determine the number of neighbours and whether the central cell is
alive. Here the sum is 11 which corresponds an alive cell with 2 neighbours which
is a configuration that yields life. Next we implement the pericdic extension and
then distribute the local life function using infix (L fe1) and cut (L i fe2)

perext=: {: , 1 , {.
perextZ=: perext”1@:perext
perext? ni

00

0o, O
=N alsRoNe]
Lol = Il ]
OO
DoOoOo

Lifel=: 3&({llife\)@|:"2@(3&([\))@:perext?

Life2=: 3 3&(Llife;._3)@:perext2

Table I shows Hming tests from 1995 [12] that show L i fe2 was infeasible in that
era. By the second edition of book, L i fe2 became the method used, Notice that in
order to have subsecond screen updates, we would have been restricted to around
a 10 by 10 array in 1995. Before looking at more modern performance, we discuss
the signature.

Lifel | Life2 |
time spacel time space|

I
1
1
1
1
1
]
!
1
1
1
1
i
1
]
+
]
1
I
1
|
1
1
1
[}
[}
]
]
]
!
1
+

I 2212 | 0.32 | 8344 |
[ 2812 | 1.66 | 45684 |
3.87 | u56k | 8.34 | 266248 |
| 12972 |44%.1 |1679530 |
+ +

[3)]
——— e o
(=)

-

N

Table L. Performance of Life, Circa 1995.

Ewart Shaw’s Signature

In the text of [9b] Ewart Shaw defines test=: (%&{ *. +/=4:} + +/=3:
while in his signature he uses a variant. We define the following,.
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test=: G&({*.(=+/))++/=3:
shift=:[:,/06.2:(i.3)@|:"2A:2

With those definitions his signature reduces to the following.

3 test@shift&,>@]A: (1.@[) <#:3 6 2

Except for test@shift, this is iteration control, boxing and creating the initial
configuration. Thus, Lifes=:test@shi ft implements the Game of Life with
expanding boundary conditions. We will see how those two pieces of the function
work.

First, shift appends a number of zeros (from i . 3) along each axis and the results
are assembled into nine planes which contain the original data padded with zeros.
Those nine planes are created along two axes, so [:,/ isused to organize the
planes along one axis. The new axis of length nine is such that all nine values from
the 3 by 3 tesselations appear along that axis.

$shift i.3 3

955
3 3%<"2 shift 1.3 3

bttt B Fmmmm————— +
|01 200/00000|00O0O0 O]
I1I34500/01200Il00000]|
|6 780013 4%500/0120 0l
[0 0 00O0l6 7800i34%5 00|
[0 000OCID0O0O0OI6T 80 0]
Hmm————— dommm - B +
oot 20/00000I000C0C 0]
|10 34 50/00120]l000 0 0| )
106 780/034w50/00120]|
|looo0 0|06 7 80/034%5 0|
[0 000O0|I00O0GD0OQI0O & T 8 0|
L s e ettt pomm - +
looo1 2/l00000[l0000O0]|
|0 0345|0001 2/0000 0]
Jo o6 7 80034 5]0001 2]
[0 000O0Ql0o06&T 80034 5]
JOC0OOOGIOOO0O0O0|0OO06 7 8]
D ittt fmmmmm Fomm +

The function test tests whether the centre {plane with index 4) is alive with 4 alive
cells among the 9 cells, or if there is a total of 3 alive cells among the 9 in a
neighbourhood. While the wording is different, these conditions are equivalent to
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those given originally, but this view is used since computing sums of all 9 cells is
convenient.

Notice that the 4 in the definition of test is used in two quite different ways when
it is spread upon the verb train. It is both an index (plane 4) and a potential sum.
Since the same word is used in two distinct ways in the sentence in which it is
embedded, [ believe Shaw’s signature qualifies as humour. It certainly made me
laugh out loud.

But his signature is much more than a joke. Table I shows the performance of Life
implementations using  5.03 on a 1.7GHz PC. Cut (L i fe2}) is now wonderfully
efficient, but Shaw's signature (L i fes) is more than ten times faster than that.
Moreover, using subsecond updates, we can deal with universes that have more
than 10,000 times more cells than in 1995,

.
| | Lifel | life2 [ Lifes |
| ti
+

| 256] 0.2516] 53%272| 0.2243| 265152| 0.0125| 2754688
|1024] %.0536] 8423168| 3.6037| 4203456 0.3145|44042368]
e et to———— - tmmmmmm— Fm— tommm——— oo +

Table I1. Performance of Life, Circa 2005.

Time for the Game of Life

In preparing my remarks for [9e] [ used a variant of Life that used table look-ups
for neighbour sets and configurations that would lead to life. It was competitive
with the signature method and both were fast enough to quickly update universes
at least 1000 by 1000. I decided it was time to write a GUI version of the Game of
Life in J [14]. [ eventually grew to prefer the signature method for the style of
updating generations, but still preferred the periodic boundary conditions. Slight
changes to shift, which we call shi f tv, give those boundary conditions. We also
use a slight vartant on the test function.

shiftv=:[:,/1&).2:(i:1)@]:"2n:2
testv=: (4&{{(3:=])+. [*.4k:=]) +/)

Lifev=:testv@shifty

Note that [ have gone back to my roots. Instead of adjoining zeros, the function
shifty rotates planes -1, 0 or 1 units. You might think that [used Lifev in my
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implementation, Actually not, 1 used shiftv@testv instead of testv@shiftv.
That is because the colour information requires knowing the number of
neighbours each alive cell has and that is the same information needed to update a
generation. The expensive part of the computation is the shi f tv portion; thus,
rather than compute it twice, we store all 9 planes as the representation of the
universe at any iteration. That is my attempt at humour.

Figure 2 shows the form created by running the vlife2.ijs script. The configuration
was initially a 64 by 64 random configuration embedded in a 128 by 128 universe.
It is shown after 4 and 117 iterations. Notice that even after 4 iterations some
organization is apparent. After 117 iterations there is much more organization, the
information has expanded, but the random quality is not gone.

G ]’CI. [-x

Figure 2. Evolution of a random configuration

On the web one can find many sites with very interesting patterns. A classic
collection is Al Hensel's lifep.zip collection. These use the Life 1.05 format which
may be imported into our life form using the file load menu. Watching the
dynamics is far more interesting than viewing static images, but we can
nonetheless get some insight into these striking behaviours. Figure 1 showed one
stage of the evolution of psrtrain.lif. Glider guns such as gun3Q.lif produce streams
of gliders; lwssgun.lif produces the stream of lightweight space ships seen in
Figure 3. Figure 4 shows spiral.lif which must be watched to be fully appreciated.
Four configurations move away from the centre leaving a small trail of stable
configurations that are destroyed by a glider that moves around in a spiral.
Figure 5 shows a configuration axising from max.lif that grows outward leaving
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the interior filled with the green strips. The configuration zips.lif shows an empty
pattern moving inside strips in a fashion similar to a zipper. The Game of Life
offers many surprising and beautiful configurations.

IR 4
A
= . il | 1 "l
q-F -j LI |
o

Figure 3. A configuration resulting from fwssgun.lif
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Figure 4. A configuration resulting from spiral.lif
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Figure 5. A configuration resulting from max.lif

Timer for the Game of Life

In order to implement the Game of Life in a manner that I desired, | wanted
“start” and “pause” buttons as can be seen on the forms in Figure 2. Of course, if
the “start” button implements an unbounded loop, there is no obvious way for an
event to trigger a change that could break the loop. However, the timer event
gives the facility required. The “start” button runs one step of life, and sets a timer
event to occur later. If some other event happens first, then that event is executed.
For example if the “pause” button is pressed, then its event is defined to cause the
timer event to be cancelled. If no other event has occurred, then the fimer event
executes sys_timer which is defined to run one more step of life and the next
timer event remains pending. This is repeated until the timer is halted by the
“pause” button or an error.
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life_start_button=:3 : 0
Life_step_button "'

wd 'timer 100'

)

sys_timer=: 3 : 0
try. Life_step_button
wd 'timer O'
end.

catch.

)

Life_pause_button=:3 : O
wd ‘timer O'

)

The function Life_step_button runs one step of life and updates the form. Its
details are available in the script [14].

Conclusion

We have seen that the Game of Life can be run very effectively in ]. While many
details have a new flavour, the fundamental ideas of using infix, cut, or multiple
planes are old [10]. Nonetheless, combined with timer events and a colouring
scheme, a GUI allows us to investigate the beautiful evolution resulting from the
Game of Life.

Cliff Reiter

Department of Mathematics

Lafayette College, Easton, PA, 18042 USA
http:/ /www lafayette.edu/ ~reiterc
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TECHNICAL SECTION

This section of VECTOR is aimed principally at those of our readers who already
know APL. It will contain items to interest people with differing degrees of
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APL2000 + Web Component (Part 1 of 2)

by Eric Lescasse (eric@lescasse.com)

Introduction

Do you want to port your APL+Win application to the Web? Or do you want to
write an APL+Win application which will be usable on the Web?

1t is now feasible with the new APL2000 APL+WebComponent product.

What we mean by “deploying your APL+Win application to the Web” is that
you'll make it run within the browser and that, once deployed on your Server,
users from all around the world may start using it right away: all they will need to
use it is a fast Internet connection and Internet Explorer!

Required Software

In order to use APL+WebComponent to deploy your APL+Win application to the
Web, you will need the following software:

Windows 2000 Pro or It should also be possible to use Windows 98, Me or NT but
Windows X Pro (or we have net tested APL+WebComponent on these systems.
Windows 2003 Server)

Internet Explorer 5 (or 6) The later version, the better

11S Internet Information You may install 1IS only if you run Windows 2000 Pro or
Services (5 or 6) Windows XP Pro, 1t is not available for Windows XTI’ Home.

To check if it is installed, click Start/Control

Panel/ Administrative Tools and check if Internet
Information Services is displayed. If not, you can install IS
by running Start/Control Panel/Add or Remove
Programs/ Add Remove Windows Components: check the
Internet Information Services (IIS) check box and proceed.

Microsoft Net Framework If not yet installed on your computer download the

1.1 Microsoft Net Framework 1.1 now (free)
(Note: to find this, start Google and search for: “Download
Microsoft .Net Framework 1.1”7)

APL+Win 5.0 Always best to run the latest version, but the one you have

will de {to download the latest version you must be an
APLDN Subscriber: a login and password is required)
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ATL+WebServices

APL+WebCompenent

Microsoft Office Web
Components v11 (or v10)

Microsoft Office Web
Components Toalpack

APL+Web Services are part of APL+Win 5.0. However you
will need the latest version as downloadable from the
APL2000 Web Site (you must be an APLDN Subscriber: a
login and password is required)

APL+WebComponent are not part of APL+Win 5.0: the
latest version of APL+WebComponent may be downloaded
from the APE2000 Web Site (you must be an APLDN
Subscriber: a login and password is required)

Only required for APL+WebComponent (part 2) article. The
latest version of this Microsoft spreadsheet object, made for
the Web, can be downleaded from the Microsoft Web Site,
(Note: to find the link, start Google and search for:
“owcll.exe” and “microsoft” )

Only required for APL+WebCompeonent (part 2) article and
want to learn how to program the OWC Spreadsheet. The
latest version of this learning tool can be downloaded from
the Microsoft Web Site. (INote: to find the link, start Google
and search for: “Office Web Component Toolpack” )

Note: most APL+Win 5.0 users should already have the required components

installed except maybe the APL+WebComponent. The last 2 items in the list above

are only required if you want to run the example workspace in
APL+WebComponent (part 2).

Installation

Here are special instructions about installing and configuring some of the above

products:

APL+Win 5.0

APL+WebServices

Even though you may have already installed APL+Win 5.0, you
will need to register it as a COM Server. To do so, be sure to run
the 2 fellowing commands from Start/Run:

regsvr32 "c:\aplwin50\aplweo.dll”
c:\aplwin50\aplw.exe /regserver

Run the APLServicesSetup.msi installation

Once the APL+Web Services are installed, check installation by
clicking Start/Run/Services.msc: APLServices should appear in
the list of installed services. You need to right click on
APLServices, click on Properties and then on the Log On tab
and check both the Local System Account radio button and the
Allow service to interact with desktop check box. Click OK.
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APL+WebComponent

Ap-ISGIrvices Properties {Local Computer)

{ Goreral] Log On | Recovery , Deperdencies|
i Log on as:

" OLEH Sk ackin
[i7] Allow service to interact with deskiop

(O Ihis account: o “_-1 Browres

You can enable o disable this service fot l!-g hg!dwara prafies ksted habjr,

i Hardware Profle Service
' | Profile 1 Enatled

.[l\;-_{u-.,

Create a directory called LC under C:NINETPUB\WWWROOT

Create a subdirectory of LC called
CAINETPUBNWWWROOTNLCAWEBSERVICES

Note: LC and WEBSERVICES are not fixed names but we need
to use these names here so that the examples cut & pasted from
my machine match.

The following files can be downloaded from the APLDN Web
Site (you must be an APLDN Subscriber: a login and password
is required):

Download and unzip the J[SAVESDKFILES.ZIP file into
CAINETPUB\WWWROOT\LC\WEBSERVICES

Download and copy the latest JSAVESDK. W3 file into
CAINETPUBA\WWWROOTNLC\WEBSERVICES

Download and copy the latest APLWS.W3 file into
CAINETPUB\WWWROOT\LC\WEBSERVICES

Download and copy the latest JSCRIPT_FILES.ZIP file into
CAINETPUB\WWWROOT\LCA\WEBSERVICES
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The Sample Application

We will write a very simple APL application and then publish it to the
Web. While doing so we will explain in detail how to proceed.

Here is the sample application as it will appear in the browser :

Ele Edt Y¥ew Favorites Jools Help

. Back - \») E @ [;/h ‘ /Q Search *Favorites @Media @_}

Address gntgpilﬂocaiﬁost:4DDIU}d-emo.htm }’_l @ Go ilrks ¥ i g~

b

hem1  [1224 7 ] B
Item 2 | (] (7]

1587

Resut  [1.2502532826064842 |

£] Dans b ") Local intranet

This is a simple calculator capable of computing the 4 basic arithmetic operations
on 2 numbers, It is made of a form containing 3 labels (Item 1, Item 2 and Result),
3 Edit controls and 4 buttons.

And here is all the code you need to write for this simple application:

Vv Main B;Z;apliopZ;ires;op

[1]

[2] tselect B

[3] icase'”’

[4] A Build the interface

[5] 2«'fmMain'(wi'Create' 'Form'('border'1l 16)'Hide’

[6] Z+'fmMadin'Owi'caption'{'APL+Web Component Demo {',Osysid,'}")

[7] I+'fmMain.10p1 '[Owi'Create’ 'Label'(‘'where'(8 5 15 50+16 B 16 8})
{'caption' 'Item 1')

[&8] Z+'fmMain.edOpl'[wi Create' 'Edit'('where'(5 60 21 250+164 8 16 8))
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£:41

f£10]
[11]
[12]
[13]
[14]
[15]
[16]

[17]
[18]
[19]
[20]
[21]
[22]
[23]
[24]
{25]
f26]
[27]
[28]
[29]
{30]
[31]
[32]
v

Ctext' '*)
2+'fmMain.10p2 'Owi 'Create’
{'caption' 'Item 2')

Z+'fmMain.ed0p2'0Owi'Create’

('text' ||)
I+'fmMain.1Res'[wi'Create’
{'caption' 'Result')

I-'fmMain._edRes '[Juwi'Create’

{("text' "'}

i+'fmMain.bnAdd'fwi'Create’

{'caption’ '+'}('onClick

I+'fmMain. bnSub'Jwi'Create’

{'caption' '='}{'onClick’

I="fmMain.bnTim'Owi ' Create’

{'caption' 'x'){'onClick’

2+'fmMain.bnDiv'[wi'Create’

{'caption' '/'){'onClick’
Z+'fmMain'Owi'size ' ((B3+21
Z+'fmMain‘0Owi 'Show'

tcase'bn,onClick'

A Buttons handler
opl«t[Ifi' fmMain.edOpl'Owi'’
op2+t0fi' fmMain.ed0p2 'Owi
op+t0wi'caption’

tselect op

tcase'+' o res+~opl+op2
:case'-' ¢ res+opl-op2
tcase'x' ¢ res+opixop2
tease'/' ¢ res«opliop?
rend
'"fmMain.edRes'[Qwi’'text’' (sr

'Label’'{’'where’ (3% 5 15 5016 8 16& 8))
"Edit' {'where'(31 60 21 250+16 8 16 8))

‘Label' ('where' (86 5 15 50+16 8 16 B8))
"Edit’ ('where’ (83 60 21 250+16 B 16 8))

‘Button'{'where'(5 320 21 21+16 B 16 8))
'Main"bn.onClick""')

'Button'{'where' (5 345 21 21+16 8 16 8))
'"Main"bn.onClick” '}

'Button'{'where'(31 320 21 21:i6 8 1p 8))
'Main"bn.onClick"')

'Button’' {'where' (31 346 21 21+i6 B 16 8))
'Main"bn.,onClick"')
+5)(346+21+5):16 B)

text'

"text'

es)

If we called this application from the APL+Win Session, here is how it would

look:

Main''

I APL+Web Cnmpnnent Demo tAPL*WmI

ltem1 1234

lem2  [987

Resut  [1.250253293

Notes about the APL code :

1. When an empty vector is passed as an argument to Main, then we fall into
:case” and lines 4 to 18 are executed. These lines build the application interface.
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2, When the user clicks one of the 4 buttons, the buttons handler

Main'bn.onClick' is called. In order to keep the whole application within the
scope of one APL function, we have embedded this handler within the Main
function which we call with an argument of 'bn.onClick' and the code from line
20 to 30 gets executed. The caption of the clicked button is retrieved and we use
the :select :case control structure to execute the right operation depending on
the caption found

Step by step Setup

Here is the step by step procedure you need to follow to deploy this simple APL
application on the Web:

Preparing the workspace

L

(1]

5.

6.

Load the CAINETPUBANWWWROOTANLCAWEBSERVICESNAPLWS.W3
workspace

Rename it C:\INETPUBAWWWROOTN\LCAWEBSERVICES\DEMO.W3
Copy the Main function displayed above into this workspace

Add an AutoStart function reading as follows:

v AutoStart
Main''
v

Set the workspace [ILX to be AutoStart

1x+'AutoStart’

Save the workspace

Setting up the APL+WebService

Next you need to configure an APL+Web Server for this application. Proceed as
follows:

1.

Click Start/All Programs/APL2000 Web Services/AWS Admin to start the APL
Web Services Configuration console

Right click on Workspaces and select New Workspace to add your application
A new workspace called defaultworkspace is created

Right click this defaultworkspace, select Rename and rename it demao
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4. Click the demo workspace and then set the various values in the right hand
pane to matich the ones in the following screen shot:

Woh Services Configuratlan

Fin Adin Help
o1}
= ]5 AFLZ000 Web Servces Mame | Ve ]
1= 3 DELLBI0O flocal compuilar} [
i = i Web Servers marpool 4
‘ + uffj defautwebsic fimoout 15000
+ uff demowebsite debug 1
+ of} ledomo e o b et "
P Lt HOIwW3
+ of} renak wisze  16m
+ o} oo edovel 2
# of) demo busyid
= W Workspaces
[ renak
(3 dettows
{4 kedemo
{3 owc
RE} demo)
ApiServicerir started

Note: as soon as you have defined the wslocation to be your DEMO.W3
workspace, an APL+Win ActiveX Server session starts with your workspace
loaded!

5. now right click on Web Servers and select New Server to create a new
APL+Web Server. A new server called defaultwebsitel is created

6. right click on this defaultwebsitel server and select Properties
the Properties dialog box gets displayed: fill its first tab as follows:

wﬁ“ HTTF Headets | Doctments | Home Divactory | Custom Enore |

—Web Site Identification — - ————— e
Descipbort Jdemo

. IPAddress: ||o¢.,nml _‘I e ]

’ TCPPart [ 551, Pot; |—— ]

.

; Coretchon Timeout, ]:m seconds
|

I HTTP Keepafves enabled |

Irl_EnableLoggng - - — —_—.
I Aclive log deactony

I Browte... l

106




VECTOR Vol.21 No.3

7. click the Home Directory tab and fill it as follows:

Web Site | HTTFP Headers | Documents ﬁum:ﬁ:ic@y}l Custom Erors |

Path.  {C\netpub\wwewioot\LcWebServicer Browse

. Scripls Fiter *—

ok | _cenest | aey | hep |

B. click the Apply button and then the OK button to close the dialog

9. next right click on the demo Web Server and select New Virtual Directory
a new virtual directory called /default is created {click on the + sign next to
demo to see it)

10. right dick this /default virtual directory , select Rename and rename it to:
/fsaveservice/servicel.asmx
Note: this /jsaveservice/servicel.asmx name is fixed and reserved for
APL+Web Component

11. next click or right click on the items below /jsaveservice/servicel.asmx and set
their properties in the right hand pane to be the same as the ones displayed in
the following screen shots:

M APL Weh Services Configuration

« ofy owe ~ | Home] T, I
= o} demo demo  waid
1o (g fisavesericalsemvicsl asmi
3 I 5
- (3] rag

‘ 3] g

Tl

ApiServices i started
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@ APL Weh Services Canfiguratian
Fle  Adion Heip

BiEE

+ iy owe | Mame [Tvee
| = v& doma HTTR SoapFiocess function
) .',savewwca.'mwmw asmu

5w

£l
3] r¥g
e

131 reak »
(4 st Lt
Aot ervices s starad

+ o) owc A [ Hame] T
2 38} demo ] header
2 (@ Jnavesenice/servicel asm
3] wiid

13] ek w
< T i 3
AplS ervices ir staitad

Fle Ao heb ] ,,
BiEdE

= o demo = | Name [ Typa ]

| & (P eevesevicalemviost asmu [ dnta  entiybodi s
k @] wed
P!] Tunclion
£l
1]

‘g] 1esuk
W Workspacea ¥
'S g af

AplSenicas s daled

DES
= ) demo Y ]
B Ed ﬂsmsemcefsermel L] conlent-typs
wiid 12 soag-erwelop-slat
L!] fumction 43 soa0-bod
13 3 soag-ervelopend
3] Jag
= .
v Wnrksms o
<, i Iy

AplServices it taited

12. last but not least, you need to start your new demo APL+Web Server
To do that click on the demo Web Server once and then click the Start
Servertoolbar button

The toolbar buttons change from I BB =
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Note: also, be sure that the console Status Bar displays AplServices is started. If
it's not the case click Start/Run and run Services.msc then right click APL
Services and start them.

Publishing the workspace with JSaveSDK

In order for the browser to be able to display your workspace, you now need to
publish the functions which represent its interface, using the JSaveSDK

software. The process of publishing a workspace is simple: it consists of selecting
the APL functions of your workspace which will run on the Client side of the
application (i.e. in the browser). These APL functions are automatically translated
from APL to JScript so that they can run in the browser when you run the
application. This translation is "transparent" for you: you never see JScript code
and in fact, you could deploy APL applications to the Web without even knowing
that this translation has occurred. I just explain this for the sake of understanding
JSaveSDK.

But this translation has some implications, one of which being that JScript is much
slower than APL and therefore you will generally want to limit as much as
possible the amount of APL code that you want to publish.

All the rest of your application code will run on the Server Side of the application.
We will explain this in much more detail in the APL+Web Component (part 2)
page. For now, just remember that almost everything related to your application
Interface needs to be published. For our small application, everything will run on
the Client side of the browser and therefore we will publish the only 2 functions
we have written so far: AutoStart and Main.

1. Start ancther APL

2. Load the CNINETPUBNWWWROOTALCAWEBSERVICES\ JSAVESDK. W3
workspace. The JSAVESDK window pops up

3. Click Project/Import Workspace and select your
CAINETPUB\WWWROOT\LC\WEBSERVICES\DEMO.W3 application
workspace. The functions contained in this workspace get displayed

4, Click on AutoStart and then Cirl+Click on Main to select these 2 functions
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5. Click the Publish button. What you should see so far is:

Fle Project
Woikspace Funclions —

HTTP_SospPiocess
JS_ANSI2AV
J5_AVZANS!
JS_HupSetver_HdiParse
IS _L.case
JS_ParsaThdr
J5_SelectHd
JS_Ucase

< -

Mismalched Furctont -

Pisjected Functions —— - —— - -

Furiction Name:

| Exception

L34

Remove I

Reputich | Package At]

6. The Select Dialog Mode window pops up
Check the Maintain S Info check box in the following dialog then click OK

7. Then select File/Save and save the J[SaveSDK Project as

" Distribution
¥ Debug APL
" DebugJSciipt

I™ Maintain IDLOC Info

DK ' Cancel I

CAINETPUB\WWWROOT\LC\WEBSERVICES\DEMO.W]S
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8. Finally click the Package All button and fill the next dialog as follows:

Filename : Ic:'u‘nelpub\wmwroot\lc\wcbsewices’»demo.htm { Biowse |

ApiWeb Services URL

o | Carcel |

Congratulations! You have successfully configured your first APL+Web
Component application. Yes it is a little long and cumbersome the first time, but
the good news are that you must only do this setup once for a given application
and that you quickly get used to it. Also the setup process described above is the
same whether for a small APL application or for a very large one.

Testing the application

It is now time to test our application.

As a good habit, it is always recornmended to test it first in standard APL+Win
mode. For that you should use the APL+Win ActiveX Server session where your
DEMO workspace is loaded.

Check that your application is working fine in APL and correct any bug you may
encounter. Then save the workspace.

The fact that your application runs fine in APL does not mean that it will
necessarily run smoothly in the browser: there are many reasons for that which
we explain in the APL+WebComponent (part 2) article. One of the reasons is that
JSaveSDK is not able to translate all APL primitives, operators and constructs in
JScript.

111




VECTO

R Vol.21 No.3

For example, when developing the Main function 1had first written my buttons
handler as follows:

[19]
[2G]
[21]
[22]
£24]
[25]
[26]
[27]
[28]
[29]
[30]

:case'bn.onClick’
A Buttons handler
opl«t[fi'fmMain.edOpl 'HOwi'text’
op2+t0fi'fmMain.edOp2 'fwi' text'

:setect t0wi'caption’
:case'+' o res+opl+op2
:case'-' ¢ res+opl-op2
:case'x' ¢ res+oplxop2
:case'/' ¢ res+opliop2
rend

"fmMain.edRes'[Jwi'text'(sres}

Everything was running fine when testing in standard APL mode, but the buttons
would not operate when running the application in the browser. I have had to
split line 24 into 2 lines as follows to correct the problem:

£19]
£20]
[21]
L[22]

:case'bn.,onClick’
A Buttons handler
opl+t[fi’' fmMain.edOpl '[Jwi'text’
op2+t0fi'fmMain, edOp2 'Owi'text’

e

(27]
L28]
[29]
3ol

“op+t0wi'caption’

e, tSElECt_op

:case'+' © res~opl+op?
:case'-' ¢ res+opl-op2
:case'x' © res+oplxop2
icase'/' ¢ res~opl+op2

tend
‘fmMain.edRes'[Jwi'text' (sres)

This is just one example of the many things which may happen when publishing
your functions. The bad news are that, when something like that happens, you do

not get

any precise error message pointing you to the culprit line. As a matter of

fact in this case, 1 did not get any error message at afl: the buttons would just not
Operate.

The good news are that, with a little habit, and some time spent working with this
new technology, you most often quickly guess what's going wrong. The other
good news are that these little debugging occur only with the functions you are
publishing on the Client side, not at all with the ones you run on the Server: these
latter ones use the full APL syntax and debugging on the Server side is easy.
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In any case it is best to process as follows:

* write a few lines of code (or sometimes just one line)
* test in standard APL mode and debug
* republish your functions

= test in the browser

If it does not run fine in the browser, and if it was working fine the previous time,
you know the problme occurs in the line (or small bunch of lines) you have added.
This development method may seem slower, but in fact gets you more wuickly to
a running application in the browser.

Also remember that every ime you make the smallest change to one of the APL
functions which you have selected to publish in JSAVESDK, you MUST Save the
workpsace and then Republish with JSAVESDK. If you don't de so your change
will not be taken in account when testing your application in the browser.

Running the APL application in the browser
We are at last ready to run our APL application in the browser.

Start an instance of Internet Explorer and enter the following URL:

http://localhost:4000/deme.htm
Here are some explanations:

= we use localhost to mean that we want to test our application on this current
machine (not on a remote server)
also remember that localhost is what we entered in Setting up the APL+Web
Service step 6 above

s we specify that we call on the 4000 port
according to the APL+Web Service Step 6 setup (see above), this Web Server
port is associated with the following Home Directory :
CAINETPUBAWWWROOTA\LCAWEBSERVICES

* then we specify the demo.,htm page
The Web Server associated with port 4000 therefore fetches the
CAINETPUBANWWWROOT\LCAWEBSERVICES\DEMO.HTM page and loads
it. This page is the page built by JSaveSDK when we published the application.
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Conclusion

In this first article on APL+Web Component we have showed the basics which
should allow you to publish a simple APL application on the Web.

However, when deploying a real life application, things gets a bit more
complicated: in APL+Web Compenent (part 2) we go much deeper into this new
technology through a more complex example involving:

If you succeed in publishing a smalt APL application on the Web after reading this
article, please send me an E-mail. Also, if I have omitted anything important in my

using the Microsoft OWC Spreadsheet object

running APL functions on the Server

deciding what to run on the Client and what on the Server
debugging

transferring data from the Server to the Client using XML
publishing your application on a Real Server

Description above and if you get stuck, please tell me.
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Notes on Virtual Memory
and the APL Workspace

by Bill Rutiser (from a talk given at the 2003 APL2000 Conference)

A Little History

1950s

Machines were logically small but physically big. They were very expensive to
buy and operate. Programs had full access to the entire machine. Programmers
were responsible for all details of a program’s operation. Machine time was
scheduled and paid for in blocks.

1960s

Simple operating systems mediated I/O operations and transitions from job to
job. Turn-around times under batch or job stream operation were measured in
hours or days. Experimental time-sharing systems provided more or less
immediate response to users.

19705

Advances in hardware technology reduced the cost and size of computer
hardware, which permitted logically larger mainframe systems and physically
smaller mini-computers. Operating systems supported multi-programming,
Several jobs could run more or less concurrently.

Emphasis was on increasing utilization of CPU by overlapping one program’s
computation with another program’s I/O transfers. Access to and responsibility
for I/O and storage management moved from programs to the operating system.

General and special purpose “time sharing” systems were in use but expensive.

1980s

Microprocessor technology enabled desktop and tower computers capable of
supporting several users. Manufacturers of small Unix based systems temporarily
proliferated. Hardware became cheap enough that personal computers were
economically possible. Concerns about response time replaced concerns about
hardware utilization.
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Unix based systems directly supported concurrent operation of multiple programs
with OS5 mediated 1/0 and resource management. Personal computer operating
systems provided little more than support for loading programs and abstracting
the lowest levels of hardware differences.

Local area networks came into use. Business applications distributed over
multiple small networked machines became commeon.

1990s

PC processor speed and memory capacity increased while costs decreased.
Graphical user interfaces, multiple concurrent applications, and larger disk
storage capacity became increasingly common.

The Internet and the World Wide Web became widely accessible.

Business application architecture increasingly involved multiple programs
running on multiple computers in multiple tiers tied together by multiple
networks.

2000s

Personal computers have become large enough that users may have several large
application programs open simultaneously. Workflow causes the user’s attention
to shift from application to application.

Evolution of Computer Memory Addressing

Some concepts, definitivns, and over-simplifications

Computer memory stores bits. Groups of bits can represent numbers, characters,
or other things. Modern hardware generally provides direct support for groups of
8, 16, 32, and 64 bits. The hardware also supports certain data representations
such as 8 bit characters, 16 or 32 bit integers, and 32 or 64 bit floating point
numbers.

At the hardware level, machine instructions contain numbers that designate
particular groups of stored bits. Such a number is a “memory address”. Almost all
present day computers use “byte addresses” that designate a group of 8 bits.
Depending on context, a byte address may refer to a single byte, or a group of
adjacent bytes.
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Simple direct addressing

Memory is treated like a simple APL array. An address is simply an index into the
array. There is only one such array and it is the entire memory.

Early programming required a programmer to explicitly associate data and
memory addresses. One of the first uses of programming tools was to assign
addresses to symbelic names.

Memory protection

Practical use of multi-programming is much simplified by hardware support to
ensure one program does not inadvertently modify another program’s memory.
Numerous schemes have been used. All require that the hardware registers
controlling the protection are accessible only to the operating system.

This, together with other considerations, leads to a distinction between system
and user modes of processor operation.

Based and segmented addressing schemes

Multi-programming requires a means to assign a distinct range of memory
addresses to each program. The simplest scheme is to adjust all the addresses
used by a program when it is loaded. This is time consuming and requires the
program itself to observe appropriate conventions.

Simple hardware support adds a special “base register” to the CPU. The content
of this register is automatically added to each memory address as it is used. The
program can now be written to always use a range of addresses beginning at zero.
The operating system sets the base register to the actual memory address of the
segment of memory allocated to the currently running program.

Memory protection can be provided via a “limit register” setting the upper limit
of allowed access. Base and limit registers are changed together.

Memory swapping and time sharing
Observe that the introduction of the base and limit register permits an operating
system to dynamically change the actual memory assigned to a running program:
» Suspend the program’s execution;
¢ Move all of its memory contents to a different base address;

¢ Change the base and limit registers; resume the program’s execution.
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While a program is suspended, the contents of its memory can be written to
auxiliary storage. Another program’s memory contents could be swapped into the
vacated memory and run.

Some time-sharing systems worked this way. Response times were determined by
the relative size of the memory and speed of access to the swap storage.

Paging
Simple swapping schemes read in all of a program’s memory before continuing
the program’s execution.

Most programs exhibit some locality of reference such that the recently used parts
of its memory change slowly relative to the progress of execution. This locality
arises because: instructions are executed in sequence with only occasional jumps
to non-sequential addresses; a similar sequence of instructions is repeated in each
traversal of a loop; related data is often stored at related addresses.

Paged memory systems divide memory into pieces of uniform size, commonly
several thousand bytes. Such a piece of actual physical inemory, either processor
memory or auxiliary memory, is called a page-frame; the data itself is called a
page. This distinction between pages and page-frames is often elided.

Hardware suppaort for paged memory usually provides several special bits for
each memory page-frame.

* One bit marks the frame’s contents as invalid. Any access to an invalid page
raises an exception, called a page-fault, which is trapped by the O5. When a
program is to be swapped into memory, the OS assigns a set of page-frames,
marks them as invalid, and resumes the program’s execution. When the
program accesses a marked page, the OS responds to the page-fault by
suspending the program, reading the page into the page-frame, and then
continuing the program’s execution.

* A second bit is set, automatically, by the processor, whenever a page-frame’s
content changes. The OS resets this bit each time a page is read in. i the bit is
still reset when the page is to be swapped out, the OS5 knows the page has not
changed since last being paged in and, if the copy in the disk swap area has not
been changed, the OS can skip writing out the page.

* A third bit is set by each reference to the page-frame. By periodically resetting
these “reference” bits, an OS5 can determine whether a page has recently been
used.
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Memory mapping and address translation

Paging as described above could be used to support segmented memory systems.
However, modern processors contain yet one more piece of hardware support.

A special set of tables, maintained by the operating system, is used to map each
address used by a program to a particular page-frame. The only relation between
the address used by the program and the physical address of the page-frame is the
number in the table.

Conceptually, at least, each address used by a program is broken into two parts.
The high-order part is used as an index into an OS maintained table of page-frame
addresses. The low-arder part is used as an offset from the beginning of that page-
frame. The processor hardware automatically performs this address translation
for each access.

The hardware maintains a cache of recently translated page addresses so as to
bypass most actual accesses of the page-mapping table. The potentially large
tables, one for each process, are themselves stored in paged memory subject to
swapping,.

Some Virtual Memory Terms

“Virtual memory” is the apparent simple directly addressed memory used by
application programs. An address used to designate locations in virtual memory
is a “virtual address”. Some writers confusingly and incorrectly use “Virtual
Memory” to refer to swap space or paging file as defined below.

“Real memory” is physical hardware memory, most of which is used as page-
frames for mapping virtual memory. The rest contains OS kernel programs and
data.

“Swap space” is an area of disk storage used as page-frames to contain pages that
are paged out. “Paging file” is synonymous. “Paging” is the I/O activity used in
transferring pages between swap space and real memory.

“Virtual address space” has several closely related meanings:

» The potential range of addresses that could be used by a program running in a
particular environment;

» The actual virtual addresses and data in use by a program.
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A “process” is an O5 defined abstraction, consisting of a “virtual address space”, a
current point of program execution, and assorted other resources such as open
files, synchronizing locks, permissions, identities, etc.

“Thrashing” describes a state of sustained high paging with little useful work
done between page faults. Thrashing arises when a process or set of processes
repeatedly and rapidly touches more pages than can simultaneously be allocated
page-frames. Thrashing has been called an “unproductive flutter of pages”.
Although an OS5 can sometimes detect thrashing and suppress it by adjusting the
mix of aclive processes, an OS cannot prevent thrashing entirely caused by a
single process actively using more pages than the machine has page-frames.

Virtual Memory in Windows

The Intel [A32 architecture defines a 32-bit address space. This means that the
processor family’s instruction and data formats have room for 32 bit addresses.
Most actual computers have considerably less than 4 gigabytes of real memory
but such a machine is no longer impossible.

Workstation versions of Windows NT divide the 32-bit address space into two
equal parts. “System memory” is reserved for the use of NT itself and “user
memory” is mostly available for the application process. Note that some small
areas of user memory are also reserved, mostly for compatibility reasons, and that
some process specific data is stored in user memory. In addition, data allocated by
NT on behalf of the application is in user memory.

NT organizes virtual memory into 4k pages. 64K segments are also used for
allocation purposes.

NT virtual memory allocation

Addresses are allocated separately from memory. Initially all addresses in the user
space are free and associated with no data.

The WIN32 API contains a pair of functions, “VirtualAlloc” and “VirtualFree”. In
one mode, these functions reserve and release regions of address space. Such
regions are specified by size in multiples of 64K. Reservation of a region does not
consume significant physical resources; it is simply an entry in the system'’s tables
for the process. Releasing a region returns its addresses to free status.

In a second mode, “VirtualAlloe” and “VirtualFree” commit and de-commit
specific pages within reserved address space. Committing a page allocates a page-
frame in the paging file and adds an appropriate entry to the address translation
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tables. The first use of the newly committed page will cause a memory page-frame
to be assigned. Subsequently the page will be paged out and in as necessary. De-
committing a page discards its data and makes its memory and page-file frames
available for other uses.

A process can have a large contiguous region of its address space reserved but
only a few pages committed. A process can have multiple contiguous (but not
overlapping)} reserved regions of various sizes for various purposes.

Like other systems, NT can map one page frame into several address spaces,
possibly at different page addresses. This permits several processes to share one
physical copy of read-only data or executable code. Page-frames are also used to
buffer and cache disk files. :

APL+Win and Virtual Memory

APL and memory management

An APL interpreter is essentially an exercise in effective management of
dynamically allocated memory. Several aspects of APL as a language contribute.

* Primitive APL functions produce new values. Few APL constructs directly
modify existing data objects. Instead newly created arrays replace existing
arrays.

+ The dimensions and representation of APL data is not readily predictable until
the actual execution of an expression.

 The arrays generated by an APL program may range in size over eight or more
orders of magnitude.

» Temporary objects half the size of a computers memory easily and usefully
arise,

+ The lifetimes of arrays and other objects overlap and are unpredictable.

Memory management for large pools of small objects has been well studied by
computer science and is fairly well understood. There is little literature on the
management of rapidly changing pools of large objects.

Historically, APL programmers have been hampered by fixed size workspaces.
APLA\360 based time-sharing systems swapped active workspaces between fixed
size memory and disk slots. Maximum workspace size was determined by a
compromise between memory costs and response time.
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Memory Management
The memory manager in an APL interpreter begins with a large, usually
contiguous, area of unused memory.

The manager maintains an inventory of free pieces of memory.

Allocation requests are satisfied by selecting an entire piece or by subdividing a
larger piece into free and allocated parts.

Eventually, an initial contiguous piece of free memory will have become
subdivided into many smaller pieces, some free and some allocated.

Fragmentation and compaction

Depending on the statistical distribution of allocation sizes and lifetimes, the
distribution of sizes in the free piece inventory may reach a stable state or the
inventory may fragment into unusable small pieces. A memory manager’s policies
for choosing free blocks for allocation and splitting affect the rate of fragmentation
but no policy can always avoeid fragmentation.

Fragmentation is overcome by moving allocated objects so that the free pieces are
adjacent and coalesced into larger pieces. Such compaction is potentially costly
since it may require moving most of the objects in the workspace. In addition,
when objects contain addresses of other objects, these pointers must be adjusted
when the target object is relocated. A compacting memory manager may compact
preemptively or only as needed.

The APL+Win Interpreter

The general architecture of the APL+Win interpreter originated in 1982 as an
interpreter for a Unix based workstation with 1Mbyte of RAM and a 20Mbyte
hard drive. That machine also had serial ports connected to terminals for a team of
five developers.

The UNIX virtual memory model was quite simple.

* Each process had an address space that grew upward from zero and down
from a very high address. In NT terms, memory was committed for an
upwardly growing bottom part and a stack that grew down from the top of the
address space.

* A new process began with its program loaded at the bottom of the address
space together with a small amount of per process data. The program extended
the bottom part upwardly as needed.

* Most programs used the malloc() routines from the C library to manage
smallish allocations.

122




VECTCR Vol.21 No.3

Our design allocated a fixed size workspace “slot” just above the program. The
workspace size could be increased or decreased by freeing and reallocating at a
different size. Generally there was little need to change size. Users were advised
to keep workspaces smaller than the machine size reduced by system overhead.
The kernels paging machinery gracefully handied switching to another process.

Over the next two decades, the interpreter was readily perted to many other
systems as diverse as DOS, VM5, and Windows.

Changes

Release 4.0 and before

The memeory manager policies are intended for environments where hardware
and operating system keep all of the active workspace in real memory while APL
is active. The memory manager’s policies treat all parts of the active workspace
uniformly. Its compaction strategy is intended to minimize CPU time by only
compacting when necessary. There is alse a periodic compaction to mitigate the
effect on allocation of large numbers of scraps.

The implementation and its policies are largely unchanged from those in the early
UNIX APL*PLUS products.

Release 5.0

While the memory manager has been entirely rewritten, to take advantage of
modern system programming tools, and to prepare it for future changes, most of
it is similar in effect to the old memory manager. When the interpreter is started, it
asks the NT kernel to reserve a large contiguous region of the process’s address
space. As explained above, this reservation does not use significant actual
memory. This region is referred to as the slot.

As the needs of the workspace change, memory is committed and de-committed
at each end of the slot. The Sl stack is maintained at the bottom of the slot while
data and functions are placed in the upper committed area. Workspace
compaction moves allocated objects upwards leaving a contiguous area of unused
but committed storage.

The manager is controlled by several policies:

¢ One decides when compactions are worthwhile.

« Another decides when to increase or reduce the size of the upper committed
area and by how much.
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* A third controls the expansion and contraction of the lower committed area.

These policies will be adjusted to balance the use of committed memory against
the CPU cost of too frequent compactions. Indeed, they have changed a lot during
the last year.

The intent is that in most situations, a default slot size, proportional to the amount
of real memory in the machine, will be appropriate. The chosen default is 75% or
the machines apparent real memory,

Some Questions

Can I make the slot size larger than my machine’s real memory and have a
really big active WS?

Perhaps, but its very unlikely that you will be at all happy with the result. Paging
transfer times are measured in milliseconds. Machine instruction times are
measured in nanoseconds, That's a difference of six orders of magnitude, Your
disk drive is likely to wear out before your program completes execution.

Why would 1 ever want to make the slot size smaller?

APL shares the address space with any in-process ActiveX objects it is using. If an
object should require a very large part of the address space or needs most of your
machines memory to avoid thrashing, then you may need to adjust the slot size to
balance the conflicting needs. Note that in this context “very large” means 100's of
megabytes or more.

Can I change the slot size with the JCLEAR command?

No. No need has been demonstrated for such a facility. The eventual release
system will be arranged to default to a generally useful slot size without
additional parameters.

How do 1 specify the slot size?

With the initial builds, use a command line parameter or set “[Config]Wssize” in
your “.ini” file. In the future, the interpreter will default to a generally useful slot
size and will have means to specify the slot size as a percentage of real memory.
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Master and Slave:
Dyalog APL Directs Excel!

by Kai Jiger

Introduction

As APLers, using an application from “Microsoft’s Office Suite” like Excel or
Word as an OLE object makes sense in some cases. For example, printing under
Windows can be a real nightmare!

Because APL has a great strength in dealing with tables, one often wishes to print
them. Since Excel offers great features and flexibility for doing this, why should
we not use it for this task? One possible way to do this is to use the Excel OLE
object from within APL.

If you can’t beat them, join them!

This article will look into how to: start Excel; load a specified spreadsheet; get
some or all of the data into (or out of) your workspace; and use Excel as a printing
machine from APL. Also, to try to make this useful for APLers with no or little
experience of using OLE objects, [ will show some typical techniques to get
information about a specific OLE objects.

This article is not addressed to experienced programmers, and doesn’t assume
you are familiar with MSDN and Visual Studio.

A typical example of what we want to do is to call a command (say via a context
menu) that exports selected rows from a grid in an APL GUI application out to
Excel.

Starting Excel
The first thing to do is to start Excel as an OLEclient from APL:

‘My01e0bj 'OWC'OLECTient' ‘Excel.Application’

If Excel was already running on your PC, that's fine. If Excel was not already
running, nothing will seem to happen, but Excel will now be running in the
background. This is because the Excel GUI is not displayed by default. We can
expressly ask Excel to display:

MyOleObj.Visible«l
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Now let’s set the Caption of the Excel main window:

MyOleObj.Caption+'APL and Excel’

Next we need to create a brand new workbook, since without such a workbook,
nothing could happen in Excel:

'My0OleObj . MyWorkbook'[WC MyQleObj.Workbooks

“MyWorkbook” need not necessarily be a child of “MyOleObj”, since there is no
hierarchical dependency — but why not?

Workbooks and Templates

Do you wish to use a specific template? You probably know templates from Word
{the *.dot-files); in Excel a correspending mechanism is also available. An Excel
template is a document with the file extension “xIt”. If your template is not held in
Excel’s default template directory, make sure you specify the full path name:

#.MySheets«MyQOleObj.MyWorkbook.Open'Standard.x1t'

If you are not interested in using a template, use the method “Add” instead:

#.MySheets+My0leObj.MyWorkbook.Add &

Worksheets

We can deal now with the newly-created workbook, which by default contains 3
sheets. Let’s create a new object that represents one of the sheets in our workbook.
Because we have just created this workbook, it is by definition the active one, so
we can deal with the “ActiveSheet”:

#.MySheet+#.MySheets.ActiveSheet

OK, that's fine so far. For the next step we will insert some data and column titles
into the sheet. First let’s create two variables, one holding the column titles, the
other one is needed to represent our “table”:

ColTitles+~'The Very First Lastname' 'Firstname' 'Street’' 'Code' 'Town
Values+~0 &p'"’

Valuess+'Jéger® 'Kai' 'Thisstreet 1' 9999 'Nuremberg’
Valuess«'Taylor' 'Stephen' 'Thatstreet 2' 123456 'London'

The next step will be to insert the column titles into our sheet. We will need to
specify starting and ending points. The starting point is (1,1), and the end point is
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(1,5) since we have 5 columns. (Excel works in origin 1). What is a bit strange is
that the two points defining the range are “Objects” of type “Range”.

Visual Basic and Why it is Helpful

Let's introduce now a good way to get information about OLE objects, methods
and properties. Make Excel the topmost window and then press Alt+F11. This
should open the Visual Basic for Applications IDE. If not, it is perhaps not
installed as part of Office on your computer; but you can easily install this stuff.

Now you have access to the Visual Basic Help, a valuable source about the OLE
object model of Excel! For example, enter the word “Range” into the “Search help”
field. Then select “Range (List)” {or similar) from the list.

Syntax Problems: Default Methods...

In the Help window you will find valuable information on how to deal with
“Range”. If you look around the help information, you will find statements similar
to:

Worksheets (1} ,Cells (1, 1}).Valua = 24

The problem is that this won't work in APL as it stands! This is because in Visual
Basic, for example, some objects have a “default method”. If a named object with
a default method (for example “Worksheets”) is referenced without specifying a
method, the default method is called. There is no such mechanism available in
APL, so we need to call the “default method” explicitly. The “default method” for
Worksheets is “Item”, so the statement translated into APL would be:

{{MyOleObj.Worksheets.item 1).Cells.Item 1 1).Value2 +24

Note that here instead of “Value” the name “Value2” is used — we will come back
to this later!

Arranging a Range

Let's define two objects of type Range, useful as start and end points:

StartPoint«MySheet.Cells.Item(1l 1}
EndPoint«MySheet.Cells.Item{1,pColTitles}
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Accessing Data: Methods and Properties

Now we can reference “Value”, but be careful: it is not a property, it is a method.
This method does not use an argument (in documentation it is specified as
“void”). From APL a void argument is supplied as an empty numeric vector:

(MySheet.Range(StartPoint EndPoint)).Value &
2%  [Nu11]  [Nul1]  [Null]  [Null]

So we get back 24, together with some NULLs!
With the statement:

(MySheet.Range(StartPoint EndPoint)).Value2«ColTitles
we can assign the 5 cells in the first row in one single step.

You can check the cells by calling the appropriate method “Value”, but don’t
forget the right argument; otherwise you get a pointer to the method instead of
the contents of the cells:

{(MySheet.Range StartPoint EndPoint).Value &

As you may have noticed, here is another difference between Visual Basic and
APL! In Visual Basic you use “Value” for both, referencing and specifying the
contents of a certain cell. In APL, you need to call the method “Value” with a right
argument to reference the cell contents, while you need to specify the “Value2”
property to change the cell contents.

Specifying Columns and Data

Let’s insert the real data into the Excel sheet now. Again we need a “start point”
and an “end point”. The start point is (2,1), the end point is 1 0 + the number of
rows and cells.

StartPoint+MySheet.Cells.Item(2,1)
EndPoint+MySheet.Cells.Item(1 O+pValues)

And now we can set the real data:

(MySheet.Range(S5tartPoint EndPoint)).Value2«Values
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Changing Column Width

Currently all the columns are of the standard width. We should now tell Excel
that we want the column width to fit the data. “Columns.AutoFit” is a method of
the “Range” object, and it is therefore no surprise, that only the contents of the
cells within that range are taken into consideration. This means that executing the
statement:

(MySheet.Range(StartPoint EndPoint)}.Columns.Autofit

ignores the width of the cells in the first row, since this row is not part of the
“Range” object we are currently using. Furthermore, {(with some versions of Excel)
an annoying result js printed in the session manager. Fortunately, both problems
could be solved relatively easily. Instead of our own “Range” object, we can use
the built-in object “UsedRange”. This “Range” includes at least all the cells that
contain a value. “At least” because maybe there are some empty rows or columns
embedded within the data, but this is unimportant here,

To suppress any annoying result, we can simply use an empty dynamic function:
{}MySheet .UsedRange.Columns.AutoFit

That's it! Easy, isn't it?

Suppressing Useless Warnings

Sometimes, Excel displays some really annoying dialogue boxes. A typical
example is the “This macro has an invalid signature...” message box. If you need
to make sure that no such dialogue box interrupts you, simply se:

MyOleObj.DisplayAlerts«0

But when you have finished, don't forget to set this back to 1!

Excel as Printer Server

We started wanting to use Excel as a “printing machine”, and in fact we are able
to do so by automating really everything. For such a task, you would not of
course want to set

MyOleObj.Visible«l
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The “PageSetup” Object

Before executing the print command, maybe you want to specify a number of
parameters important for print tasks. For this we need a “PageSetup” object:

MyPageSetup+MySheet.,PageSetup

Specifying a Header

Now we can specify a centred header:
MyPageSetup.CenterHeader+'APL and Excel’

...or a left header:
MyPageSetup.LeftHeader+'Stephen Taylor'

...or a right header:
MyPageSetup.RightHeader<'Kai Jdger'

...or a footer which should be centred:

MyPageSetup.CenterFooter«'Written for Vector'

..or a left footer:
MyPageSetup.LeftFooter+'Page 1’

...or a right footer:

MyPageSetup.RightFooter«'2004-12-26"

Miscellaneous Print Properties

Maybe you do not want to print the whole spreadsheet but only part of it. For this,
we again need a “Range” object:

StartPoint+«MySheet.Cells.Item{l 1)
EndPoint+MySheet.Cellis.Item{1 O+pValues)
MyRange«MySheet.Range(StartPoint EndPoint}
MyPageSetup.PrintArea+«MyRange.Addresslocal &
MyPageSetup.CenterHorizontally+0
MyPageSetup.CenterVertically+«i
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Display Print Results

To display the result, we need to call the method “PrintPreview”. This method
also does not use an argument:

MySheet.PrintPreview &

Got a DOMAIN ERROR?! We come back to this shortly.

Printing...

To print the sheet, merely call the method “PrintQut” (again with an empty vector
as right argument).

MySheet.PrintQut &

Coming to an End

If you want save the newly created spreadsheet, simply call the method “Save”As:
MySheet.SaveAs 'MyFilename.xml’
And finally we want quit Excel:

MyOleObj.Quit

Reading a Spreadsheet from Disk

Finally you may have a problem very close to what we discussed so far;

You (that is, your APL program) knows about an existing spreadsheet, or at least
you expect there is such a spreadsheet, and now you want to read this data into
your workspace. Of course you need the name and the folder where the
spreadsheet can be found, but you prompt your user for that.

There are different ways to read the data from a spreadsheet into APL: you can
use DDE (which is a wobbly thing); or you can use ODBC; or you can use Excel
via OLE. Although the ODBC solution has some advantages (Excel is not needed,
and it’s fast), we will only discuss the OLE solution here.

We already know how to load a specific file into Excel:

file+'C:\My Documents\My Spreadsheet.xls'
MyOleObj.MyWorkbook.Sheet<«MyOleCbj.MyWorkbook.Open file
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As you can see, the Open method is able to load not only a template but also an
ordinary spreadsheet.

Again: the “Range” Object

Again the UsedRange object could be used to access all data in the current
worksheet. This is fine since we don't need to know anything about the data
contained in that spreadsheet:

MyRange+~MyOleObj.ActiveSheet.UsedRange
Data+~MyRange.Value &

That's it!

Valuable Sources of Information
So far we can do some useful things, but for a more complex task we need a
general overview over the Excel OLE object model, of course.

This information is available on the MDSN pages on the web by Microsoft. The
link is quite easy to remember:

http://msdn.microscft.com/library/default.asp?url=/ibrary/
en-us/dv_wrecore/html /wrconExcelObjectModelOverview.asp

However, maybe you are interested in an alternative way: enter
http:/fmsdn.Microsoft.com into the browser’s address field and then the words
<excel object model> into the search field. Select
http:/imsdn.microsoft.com/flibrary/en-us/dv_wrcove/html/
wrconExcelObjectModelOverview.asp from the result list.

Hints and Tips
Note that:

* there may or may not be some empty rows and columns around the real data
* some cells may contain a NULL

* Dates are returned as numeric vectors of length 7 — like [T 5!

To find out which cells are empty, use [qNULL:

Data="[INULL
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If you need to read the data from the second sheet of a workbook instead of the
first one:

(MyOleCbj.Sheets.Item 2},UsedRange.Value &

If there is no such sheet available, because that file consists of one sheet only, you
will get a DOMAIN ERROR here.

However, this technique may be dangerous: another user may have moved the
second worksheet to be the third one now. So it is maybe a better idea to use the
name of the sheet you are interested in. For example, if you know that this
worksheet is named “ABC”, you can do this:

{MyOleObj.Sheets.Item'ABC").UsedRange.Value &

And of course you can use this syntax, too:

MySheet«MyOleObj.Sheets.Item' ABC'
MySheet.UsedRange.Value &

A note on APL syntax:

MySheet.Range(StartPoint EndPoint).Addresslocal &

gives a Length Error but

(MySheet.Range(StartPoint EndPoint)).Addresstocal &

works just fine.

The F1 key in APL

If Visual Basic for Applications is installed together with Office, entering the name
of an OLE item (object, property, method or event} and then pressing F1, should
display a proper help file. However, on some but not all machines that does not
work. Instead a message box is displayed stating that the help file could not be
found:
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(The exact file name and location will vary depending on the versions of Office
and Windows running on your PC.)

We found that a common reason for this is that the file VBAXL10.chm is not found
in C:\Programme\Microsoft Office\Office11 but in C:\Programme\Microsoft Office\
Office11\1031\VBAXL10.CHM instead.

This is really annoying! One possible solution is to simply copy the help file from
C:\Programme\Microsoft Office\Office11\1031 to C:\Programme\Microsoft Office
Office11 (UK and US readers should look in Program Files).

Visual Basic Macros

A final suggestion. Sometimes you might need to do something but are unable to
find out how from the documentation. In such a case it may be helpful to use a
Visual Basic Macro: start “Recording Macro” within Excel, perform the needed
actions, stop recording and then take a look into the Visual Basic code. Although
there are some differences between Visual Basic and APL, this may still be helpful.

Interruptions and Trapping

If you need to use OLE automation within a real application, be aware that
sometimes astonishing things may happen. Just because a certain operation works
well 20 or 30 times dees not mean that it will run at every time! Sometimes there
are DOMAIN ERRORs or the like, that you are nof able to reproduce or to explain,
and of course this is really bad news. However, you will get a feeling for how to
deal with the code over the time. Adding some explicit “:Trap” statements might
be a good idea here, but you should avoeid “:Trap 0.

For example: the user decides to “print” a document with the “Microsoft
Document Image Writer” Office 2003 comes with. Then the user gets a “Save File”
dialog, because this printer driver does not print but create a file you may display
with a viewer. If for any reason the user then presses the “Cancel” button in this
“Save” Dialog box, you get a DOMAIN ERROR in APL!

Therefore you should not use
MySheet,PrintOut &
but:

:Trap 11 ¢ MySheet.PrintOut & ¢ :EndTrap
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Conformity of APL Implementations
to the ISO APL Standard Extended

by F.H.D. van Batenburg

Introduction

For many years | have been using more than one particular APL implementation.
In the process of switching I got acquainted with many handy features found in
one implementation and not in others. Some of those unique features I could very
well do without, others I love so much that I miss them dearly in other APL
implementations. Of course I tried to convince the vendor to add some of those
features, but some vendors are interested in such user-requests, others less so.

Why the occasional reluctance to add a beautiful feature that is present in another
implementation? I can imagine that pleas for namespaces or dynamic functions (as
in Dyalog APL), APL-like structured control (as in APL2C), rank (as in SHARP
APL and in APL2C), framed outer product (as in SHARP APL) or component file
primitives (as in APLX) are not so trivial to implement, but implementation of
assignment operator (Dyalog APL), left and right (APL2C) or indirect copy
{APL2) do not seem so hard.

Pondering the question of what are reasonable additions to ask for in an APL
implementation, I decided that the reasonable minimum set of features is what is
defined in the ISO standard for APL.

It was for this reason that [ started to investigate how well various APL
implementations conform to the ISO standard.

APL 150 Standards

Currently there are two [SO standards for APL. The first one, [S08485, was
published in 1989 [7]. This standard defines “flat” APL without nested arrays.
After this milestone, work started on the next standard, titled “Progranuning
language APL, extended” to define APL with nested arrays. This resulted in a
final draft thanks to the work of many, but not in the least thanks to the dogged
perseverance of chairman Lee Dickey and the enthusiastic and vigorous debating
desire and the hard work of Leigh Clayton. A few years ago this draft was
accepted without any changes as ISO/IEC13751, 50 now we also have a standard
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for APL nested arrays [8]. It was this second standard, with nested arrays, that I
used as a yardstick for the various APL implementations.

The first thing I did was to go through the standard and jot down all the items that
were not in the old APLA360 books. This resulted in a selection of items that I
intended to check. After all, I had no intention of checking for the occurrence of
basic items that have been in all APL implementations for decades, such as
addition, subtraction, multiplication, reshape and similar functions. This did not
mean that simply checking for unfamiliar symbols would be sufficient, there were
also checks to be made on whether the existing symbols were implemented in the
way the standard prescribes; in particular if the functionality of the standard
extends that of the first standard. This browsing resulted in (a superset of) the list
that you see in column one of the table.

Next 1 checked the six APL implementations that I had at my disposal {either the
code or the manuals or Help files) for their implementation of each item in that
list. As I said, I consulted the Help files or the manuals and often did a quick
check by simple typing an appropriate expression. For APL2000 I consulted
program and documentation of version 4 [1], for APLX program and
documentation of version 1.1 [2], for APL2C program version 5.0.3, for Dyalog
APLdocumentation and program version 10 [4], for APL2 I used the language
reference and program version 2.0 [6] and finally for SHARP AFL I used the Unix
documentation suite [5] downloaded from internet with most manuals dated
around 2000.

The results of my findings were coded by + and — marks in the table.

Implementation Scores

In general, investigating the various items in the table and assigning a proper
plus/minus was not much of a problem. Most of the decisions | had to make were
rather easy: a particular symbol was available or not.

If the symbol was available, the subtler question arose of whether the function
worked as defined in the standard or not. Mostly this was also rather
straightforward to answer with “yes”, but not always, e.g. the symbol of “Table”
is defined in APLX, but its function is different from the standard. A similar case
is GCD {v) and LCM (»); these symbols are present in all implementations for the
functions “and” and “or” but their extended functionality for GCD and LCM is
not always implemented. Another case was [IDL that returned its result on screen
in APL2C, but not as a result, I choose to consider this a simple bug that will be
repaired, hopefully soon, rather than a design decision.
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A few choices that had to be made were more questionable. Another investigator
might have taken another position. Those choices are elaborated upon below.

First of all [ decided not to take into account component files, shared variables and
complex numbers. These functions are optional facilities in the standard and I felt
that these should be omitted for this investigation. Maybe these features could be
the topic of another article, Probably APL2 would have scored better if I had
included these optional features. On the other hand, some other choices might
have worked out in the reverse direction, e.g. error trapping.

Error trapping functionality was also simply taken from the standard. This
ignores the fact that some APL implementations have a much more powerful way
of error trapping so they have no need for the, probably in their view inferior,
error trapping that is defined in the standard.

As could be expected the biggest problems rose with the scores of SHARP APL.

A non-issue was reduction. SHARP APL does this quite differently from other
implementations. It manipulates frames, which roughly looks like it reduces over
the first dimension (this is a superficial description, in essence the ramifications
are more profound). So the initial plusses that I had for all the implementations
regarding reduction suggested a universality that was not there. The standard
however, defines the reduction operator in both ways, so [ ended up with
“plusses” for all implementations of reduction.

The real problem was nested arrays. SHARP APL has quite a different brand and
uses different symbols (for sometimes comparable operations). Nested arrays in
SHARP APL are similar to those in J. This type is sometimes called “boxed” arrays
(because the data is boxed in and no longer available for manipulation except by
specially designed operators). It is also called “grounded” arrays (because each
enclosure increases the enclosure-level by one including sealars, whereas in
ungrounded nested arrays you can enclose scalars as much as you want to
without ever rising above level ().

Theoretically speaking one could argue that SHARP APL has boxed arrays and
can add nested arrays whenever they want to align to the standard. The reasons
for this is that boxing is done by < and unboxing by >, which creates a new
datatype “boxed array” rather than a special structure of familiar data. So one can
have a nested array with an element of datatype boxed array. Eventually I chose
to consider boxed arrays to be a rather weak type of nested arrays and awarded
both minus and plus for “comparable” functions using other symbols.
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In the end there appeared several items that were available in all

implementations. These ] removed from the table in order to show only the items
that are still a problem for one or more vendors, Examples of such removed
functions are “without” (the dyadic “~"), match and compress with integers (now

called replicate). The results are presented in the following table.

APLZ2000

APLX

APL2C

Dyalog APL

SHARP APL

TBM/APL2

Table: 5
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Results

The total score of ISO deviations is summarised in the bottom line of the table. For
this summary I charged one penalty for a “-" and 0.5 for the “+/-" for boxed
array functions.

You can see that in the end APL2C, APLX and APL2 have the best {lowest) score.
At the other end of the spectrumn are SHARP APL and APL2000 with the worst
score. Dyalog APL lies more or less in between.

The good score of APL2C did not surprise me very much. The implementer
Tilman Otto used the functionality of APL2 as a reference and in private
conversations he expressed his interest in also agreeing with the ISO standard.

The third goed rating, APLX was also no surprise. This APL implementation
originates from APL.68000 for Mac. For a long time this has been a very powerful
APL for (first Atari and later) Macintosh and the MicroAPL team was (and is)
always interested in listening to user comments.

Dyalog APL does not rate badly with 12, but not very well either. It has a lot of
handy features that are ndt in the standard and I wish that other vendors would
implement them, but being not ISO I will ignore them for the moment. On the
other hand it misses several itemns of the standard. Some of those deficiencies are
not too bad; for example the fact that }5IC is missing is not so much of a problem
as JRESET gives the same functionality. Others such as left, right, LCM, GCD,
rank and [JTF are more serious deficiencies though.

The good score of APL2 was also not surprising, T already had the feeling that
IBM its implementation of nested arrays has laid the groundwork for some
discussions in the standards committee so it is not so surprising that the ISO

3 +/ - was counted as (.5
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standard agrees not too badly with the IBM implementation (or is it the other way
around?).

As expected, SHARP APL does not rate well. This is mainly due to its boxed
arrays. This was to be expected, of course. Some people with more experience in
boxed arrays than I have and who I trust as fairly objective assured me that in the
long run one get used to handling them. Nevertheless they also confessed to me
that they found boxed arrays clumsier to handle and they would rather have
nested arrays though. It would be interesting to see if many people share this
opinion and if Soliton can be convinced to add nested arrays in the future. After
all, they also felt the need after many years to standardise and implement the
control structures in the ugly and non-APL-ish way that APL2000 has introduced.

It was a surprise to discover that the rating of APL2000 was so bad, worse even
than the rating of SHARP APL. I can enly hope that this might stimulate APL2000
to invest some effort in adding functionality to their implementation to atone for
the ISO standard.

Conclusion

Did this survey bring me the enlightenment 1 was after? Partly, and partly not. 1
am now convinced that some of my wishes were not unreasonable; rank, left,
right and commute are part of the standard and should be available in every APL.
Some of my other wishes such as such as assignment operator, APL-ish control,
indirect copying, namespace and dynamic functions should probably wait for the
next “extra-extended” standard.

F.H.D. van Batenburg; Leiden, 11 June 2005

F.H.D. van Batenburg

Theoretical Biclogy of Leiden University

Kaiserstraat 63

2311GP Leiden

The Netherlands

email: Batenburg@rulsfb.LeidenUniv.nl

http:/ /wwwbio LeidenUniv.nl/~Batenburg/index.html
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A Skeleton Key to Windows
Performance Monitoring

by William Rutiser (a short talk at the APL2000 neeting, 2003)

These notes are appropriate to Windows 2000 Professional. Things are likely to be
more or less different on other versions of Windows. Yes, the title is misleading;
perhaps it should be “A Crowbar and a Roadmap to Some Starting Points....”.

Begin with the “Start” Menu then select “Settings” then “Control Panel” then
“Administrative Tools” then “Performance”. Subsequently this will be condensed
to select “Start | Settings | Control Panel | Administrative Tools | Performance”.
This will start the “Performance Tool”. The Performance Tool is a snap-in for the
Microsoft Management Console or MMC. MMC is a general-purpose facility; this
tool is just one instance. It starts with two panes. The left pane contains a page
named “Tree” that shows a tree-view starting at “Console Root”. Select “System
Monitor”. This opens a promising looking graphical display in the right pane.
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Selecting “Help | Help Topics | Index | System Monitor” will bring up the MMC
Help viewer with a list of sub-topics. “Overview” and “interface” may be good
starting points. Also see “settings reference”, “toolbar reference”, and
“configurations, setting up”.

What's going on here? The kernel keeps track of many different statistics of
interest when analyzing performance. Current values of the statistics are available
in counters. The System Monitor can display a graph of selected counters changing
with time. There are a lot of counters to choose from and a lot of options to
twiddle. There appears to be a way to save display configurations for future use.

We need to add some counters to the display.

Select “Help | Help Topics | Index | adding performance counters | System
Meonitor” to read how to do it. As an example try:

* Select the “New Counter Set” icon (leftmost in the System Monitor toolbar) to
clear any selected counters.

* Right click the System Monitor details pane and select “Add Counters...”

« Wait patiently for the dialog.

e Select “Performance Object | Memory”,

¢ Select “Select counters from list “.

* Select “% Comumitted Bytes in use”.

* Select “Explain”. This shows the official definition of the counter.

» Select “Add” to add this counter to the displayed counter set.

* Repeat the last three steps for “Page Reads/sec” and "Fage Writes/sec”.

» Now select “Close”,

You should now see an updating display with three coloured lines. At the bottom
of the pane is a control with a row for each counter in the display set. Just above
this are some statistics for the selected counter. Select different rows.

If your computer is not doing much, you should see relatively flat lines and
generally low numbers. Start some applications to stir things up. Open a version
4.0 APL interpreter and clear to a large number. Add a version 5.0 interpreter. Try
a large slow one liner. Watch the graphs and numbers change.

You should now be able to experiment with different configurations. Explore.

142




LT

VECTOR Vol.21 No.3

Index to Advertisers
Vector Back Numbers 4

All queries regarding advertising in VECTOR should be made to Gill Smith,
at 01439-788385, Email: apl385@compuserve.com.

Submitting Materijal to Vector

The Vector working group meets towards the end of the month in which Vector
appears; we review material for issue n+1 and discuss themes for issues n+2
onwards. Please send the text of submitted articles (hardcopy with diskette as
appropriate) to the Vector Working Group via:

Vector Administration, c¢/o Gill Smith
Brook House

Gilling East

YORK, YO62 4j]

Tel: +44 (0} 1439-788385

Email: apl385@compuserve.com

Authors wishing to use Word for Windows should contact Vector Production for
a copy of the APL2741 TrueType font, and a suitable Winword template. These
may also be downloaded from the Vector web site at www.vector.org.uk

Camera-ready artwork (e.g. advertisements) and diskettes of ‘standard’ material
{e.g. sustaining members’ news) should be sent to Vector Production, Brook
House, Gilling East, YORK YO62 4]]. Please also copy us with all electronically
submitted material so that we have early warning of possible problems.
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Subscribing to Vector

Your Vector subscription includes membership of the British APL Association,
which is open to anyone interested in APL or related languages. The membership
year runs from 1st May to 30th April. The British APL Association is a special
interest group of the British Computer Society, Reg. Charity No. 292,786

Name:
Address:

Postcode / Country:
Telephone Number:

Email Address:
UK private membership .. £20 Q
Overseas private membership ... £22 Q
Airmail supplement (not needed for Europe) .....occccvvricies £4 u
UK Corporate membership ..o £100 a
Corporate membership OVETSeas ... £110 ;|
Sustaining membership ........... s £500 ;|
Non-voting UK member (student/ OAP / unemployed) ...... £10 U

PAYMENT - in Stexling or by Visa/Mastercard only

Payment should be enclosed with membership applications in the form of a UK
Sterling cheque to “The British APL Association”, or you may quote your
Mastercard or Visa number.

I authorise you to debit my Visa/Mastercard account

Number: 1+ 1 1 v vt 1 L1 ey 1111 Expirydate: 11| Ly

for the membership category indicated above,

- . . Data Frofection Act:
M| annually, at the prevailing rate, until further notice Te infarmafion supphied may be
one ye ar’s sub scrip Hon only stored on computer and processed in

accordance with the registrafion of
the Brillsh Computer Society.

Signature:

Send the completed form to:
BAA, c/o Rowena Small, 12 Cambridge Road, Waterbeach, CAMBRIDGE CB5 9N]J, UK
Fax: +44 (0) 1653 697719
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The British APL Association

The British APL Association is a Specialist Group of the British Computer Scciety. [t is administered by a Committee
of officers who are elected by a postal ballot of Association members prior to the Annual General Meeting. Working
groups are also established in areas such as activity planning and journal preduction. Offers of assistance and
involvement with any Association matters are welcomed and should be addressed in the first instance to the Secretary.

2005/2006 Committee

Chairman

Secretary

Treasurer

Journal Editor

Education

Activities

Projects

Administration

Editor:
Production:
Advertising:

Suppert Team:

Paul Grosvenor
01293-562700
paul@optima-systems.co.uk

Anthony Camacho
01179730036
acam{@blueyonder.co.uk

Nicholas Small
01223-570850
treas.apliggbes.org.uk

Stephen Taylor
sjtigdvector.org.uk

Dr Alan Mayer
01792.295779
a.d.mayeré@swansea.ac.uk

Ray Cannon
01252-874697

Optima House, Mill Court
Spindle Way, CRAWLEY
‘West Sussex, RH10 ITT

11 Auburn Road
Redland
BRISTOL, BS6 615

12 Cambridge Road, Waterbeach,
Cambridge CB5 9NJ

81 South Hill Park
LONDON NW3 288

Evropean Business Management School,
Swansea University,
Singleton Park, SWANSEA SA2 8PP

21 Woodbridge Rd, Blackwater
Camberley, Surrey

ray_cannon@compuserve.com GU17 0BS
Ian Clark
earthspet2000@hotmail.com
Rowena Small 12 Cambridge Road, Waterbeach,
01223-570850 Cambridge CB5 9NJ
treas.apl@bes.org.uk
Journal Working Group
Stephen Taylor see above
Adrian & Gill Smith Brock House, Gilling East, YORK (01439-788385)
Gill Smith Brock House, Gilling East, YORK, (1439-788385)
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