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Contributions

All contributions to VECTOR may be-sent to the Joumnal Editor at the address on the inside back covet, Letters and
articles are welcome on any topic of intetest to the APL community. These do not need to be limited to APL themes,
ot must they be supportive of the language. Articles should be accompanied by 2s much visual matetial as possible
(b/w or colour prints welcome). Unless otherwise specified, each item will be considered for publication as a petsonal
statement by the author. The Editor accopts no responsibility for the contents of sustaining members® news, or
advertising.

Please supply a5 much material as possible in machine-readable fotm, ideally as a simple ASCTI text file on an IBM
PC compatible diskette {any format). APL code can be accepted as camera-ready copy, in workspaces from 1-APL,
APL*PLUS/PC, APL*PLUS IL, IBM APL2/PC ot Dyalog APL/W, or in docuntents from Windows Write (use the
Vector TrueType font, available free from Vector Production).

Except where indicated, items in VECTOR may be freely reprinted with appropriate acknowledgement. Please inform,
the Editor of yout inteation to re-use material from VECTOR.

Proposed Membership Rates 1994-95

Category Fee Vectars Passes
UK Private £12 i 1
Overscas Private £14 1 1
(Supplement for Airmail, not needed for Europe) £4

UK Corporate Membership £100 10 5
Oversens Corporate £135 10

Sustuining £430 50 5
Non-voting Member (Student, OAP, unemployced) £6 1 i

The membership year runs from 1st May to 30ih April. Applications for membetship should be made to the
Administrator using the form on the inside back page of VECTOR. Passes are required for entry to some association
events, and for voting at the Annval General Mocting. Applications for student membership will be accepted on a
recommendation from the course supervisor. Overscas membership rates cover VECTOR sutface mail, and may be
paid in sterling, or by Visa or Mastercard at the prevailing exchange rate.

Corporate membership is offered to organisations where APL is in professional use. Cotporate members receive 10
copies of VECTOR, and are offered group attendance at association meetings. A contact person must be identified for
all communications.

Sustaining membership is offered to companies trading in APL products; this is scen as a methed of promoting the
growth of APL interest and activity. As well as receiving public acknowledgement for their sponsotship, sustaining
members receive bulk copies of VECTOR, and are offered news listings in each issve.

Advertising

Advertisciments in VECTOR should be submitted in typesct camera-ready format (Ad or AS) with a 20mm blank
border after reduction. Ilustrations should be photographs (bfw or colour prints) of line dtawings. Rates arc £250 pet
full page, £125 for half-page or less (thete Is a £75 surcharge per advertisement if spot colour is required).

Deadlines for bookings and copy are given under the Quick-reforence Diary. Advettisements should be booked with,
and scat to: Gili Smith, Brook House, Gilling East, YORK YO6 4J1. Te]; 0435-788385,
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Experience counts

Since we launched Dyalog APL/W at APL92, nearly two years ahead of our nearest
competitor, our customers have developed hundreds of successful industrial-strength GUI
applications. With the benefit of their experience, we have enhanced and refined
Dyalog APL/W into the mature, stable and above all useful Windows development tool
that it is today.

Not only does Dyalog APL/W provide the most comprehensive set of GUI facilities
available for any APL, but you can be confident that your workspaces will run
unchanged on Unix workstations under OSF/Motif,

With Version 7.0 we have added support for Visual Basic Custom Controls, Metafiles,
MI2], 3-D Forms and Controls, fully customised Session menus, toolbar and status bar,
Namespaces for encapsulation, and a host of other improvements.

That's why Dyalog APL/W remains the professional choice. For a free trial copy, contact
Dyadic or your local distributor today.

Dyadic Systems Limited., Riverside View, Basing Road, Old Basing, Basingstoke, Hants RG24 7AL., United
Kingdom. Tel:(0256) 811125 Fax: (0256) 811130 Email: sales@dyadic.com.
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Editorial: The First Ten Years
by Anthony Camacho

With this issue Vector completes ten years since Vol.1 No.1, dated May 1984. We
have Robert Bittlestone to thank for persuading us to make the quantum leap
from a 20 or 30 page newsletter to an up-market glossy-covered 144-page
magazine.

We started with the idea that we would publish on time: on the whole we have.
We started with the aim of attracting readers world-wide, not just from the
United Kingdom: on the whole we have succeeded, but we believe that many
more APLers would benefit from reading it. Vector is not expensive and we are
proposing to reduce the price to our overseas members, Please encourage your
friends to subscribe.

The next ten years begins with Vector 11.1, to be dated July 1994, which will be a
tenth anniversary issue. We will give it to all the delegates to Swansea and to
APLM at Antwerp; it will be special. May I encourage people who haven't
contributed to Vector to begin now? In Vector 11.1 we expect to have articles
from McDonnell, Spunde, Thomsen, Langlet, McIntyre, Smillie, the usual gang
and some newcomers. We hope to have a tenth anniversary competition with a
really worthwhile prize.

Vector 11.1 will have a complete and updated product guide. Don’t forget that
the product guide entries are free of charge. Vector 11.1 will have the largest
citculation that any Vector has ever had and even one-man bands should get
themselves listed in it. Contact Gill Smith at 0439-788 385 with your entry.

Book your advertisements now!

APL in Business at Swansea: 18-22 July 1994

The programmie for this conference is ready to be published. It will be the best
training course this year for APLers who want to integrate their work seamlessly
with Windows using DDE, OLE2 and DLLs.

If you attend you may also learn about genetic algorithms, Client Server
computing, processing of time series and how to produce publication quality
graphics. The mornings will be devoted to plenary sessions; the afternoons will
be workshops (in three or more streams) in which the morning plenary speakers




VECTOR Vol.10 No.4

will develop their themes and give you the hands-on experience necessary so
that you can apply the techniques when the conference is over,

The evenings can be spent on additional workshops for those that wish, a ‘street
market” at which bocoks, software and anything you want to bring will be on sale
to other delegates, and the conference dinner. Get your name on the list to be
sent the details. Contact:

Haydn Williams (Conference Administrator),
EBMS, Swansea University,

Singleton Park,

Swansea SA2 8PP.

Tel: 0792-295555
Fax: 0792-295626

Preparing for Swansea
from Adrian Smith (Workshop Co-ordinator)

APL in Business is intended to be a hard-working 3 days! The objective is simple:
to prepare you (and your staff) for the future of APL. In a nutshell, this means
learning to program your APL alongside Client-Server Architectures, Graphical
User Interfaces, and in co-operation with all the wonderful software that
populates the Microsoft universe.

The transition from the traditional APL environments (mainframes or stand-
alone DOS machines) will not be an easy one, so get started now! Read Morten
Kromberg (page 114) on Client-Server — Morten will be sharing a Wednesday
afternoon session with Microsoft — and follow up with Gene McDonnell’s Iovely
tale of Client-Server in action (page 110). Read about a common approach to the
Windows GUI (page 64), then spend an afternoon playing with it (choose
Dyalog/W or PLUS J1I) on the Tuesday. Read George MacLeod (page 83) on the
tricky details of high-quality graphics, and see the product in action {or maybe
even buy it) at the evening street market.

Learn the latest techniques for handling time-series, control charts, actuarial
problems, asset management — and then try out your new-found skills in the
evenings (the labs will be open as late as you want them to be) with experts on
hand to guide you. But remember: this is not a jolly! It has taken me over a year to
get comfortable with this new world of Windows programimimg, so start reading
now, absorb what you can, and go to Swansea prepared.

- ———
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Quick Reference Diary 1994

Date Venue
March 25th IEE

May 27th IEE

July 18-22 Swansea
Sept 11-15 Antwerp
October 28th IEE

Event

BAA Meeting and EGM

BAA Annual General Meeting

APL in Business

APL94

BAA Meeting: Vendor Forum

British APL Association meetings are normally held in the I[EE, Savoy Place.
Nearest tube outlets: Temple or Embankment.

APL Training Courses for 1994

If you would like to have your courses or seminars listed in Vector, please
contact Gill Smith with the details.

Dates for Future Issues of VECTOR

Copy date
Ad booking
Ad Copy
Distribution

Vol.11
No.l1
3rd June 94
10th June 94
17th June 94
July 94

Vol.11
No.2
2nd Sept 94
9th Sept 94
16th Sept 94
QOctober 84

Vol.11
No.3
2nd Dec 94
oth Dec 94
16th Dec 94
January 95



Evervone is Raving About
ADPLXxPLUS Il For Windows

| L S

Eile Edit _Objects Debug Jools Qptlons  Window Help

RIEEE] lel.ald (=Tl (B =]

JXLOAD C:\APLINOBJEDIT ry

$NAPLINOBJEDIT SAVED 12/31/1993 17:53:34
D 7

-

[1] OENindow selfilduself;w;c;ijadil
(1] A OQbjiesct Eﬂll‘“il’\dn!; ére‘mtu ar]
[2) H+'QLH_' ,Jusalfezalf ¢ ((w='." Hama:
y
- ‘ T | |
1 2 3 4 5 + ata 4
1 | 13154] 75861 45866] 53277] 21828 frrrorBox
o REAddProp
2 4705| 67357 67930 aaa70| 38351 mE WEChange
3 ] s1342| 83097 a458| 5247[ 52973 afl lEChi1a giﬂlﬂrﬂr
Yarx Dnly
67115 770| 38342 BEAS| 41749 [PECh11d_OK =
L 4 -l 3 OESa tNawPro ® Both
+ > ?I_'H’indow ry
Editing [4:1] .
Reoaty f"r_

'T have been playing with APL*PLUS® Il for a while now and itis a Jjoy to use!"
Morten Kromberg, Insight Systems, Denmark

"The way APL* PLUS HI implements control structures is as non-invasive as anything I
have yet seen, so please will everyone else copy this, All credit to Manugistics® for
taking the plunge and pioneering this." Adrian Smith, Vector, UK

"APL* PLUS III lets us develop competitive applications that are gorgeously GUI on the
outside and pure APL on the inside." Eric Baelen, MEWS, Cherry Hill, New Jersey

"APL*PLUS HI is a breakthrough product for APL-based Windows development. From
menu controls to DDE integration — all aspects of GUI development are how much easier
due to a true Windows look and feel."

Rick Butterworth, APL Consultant, Arlington, Virginia

Don't miss out on the most important APL release ever! Fast, simple, GUI
development; free run-time; innovative new control structures; support for DDE
and DLL; and much, much more — now available with APL*PLUS III for
Windows, To get your copy, contact your local APLx PLUS representative.

Cocking & Drury Ltd., 180 Tottenham Court Road, London W1P 9LE
(071) 436-9481 Fax (071) 4836--0524

Manugistics and APL* PLUS are registered trademarks and the Manugistics logo is a trademark of Manugistics, Inc.
Windows is a trademark of Microsoft Corporation.
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UPDATE ON APL9Y94

APL94 will be held in Antwerp,
BELGIUM, 11-15 September 1994

APL — the Language and its Applications

The Annual International Conference on APL (co-organised by the Belgian Royal
Association of the Flemish Engineers and the ACM/SIGAPL in collaboration
with most of the European APL Associations/Societies) is focusing on the
applications of APL but does not drop all the work on the development of the
language itself.

At the time of writing this update the final programme is not yet fixed. But we
can already give some idea of what it will be. We have received papers from 14
countries making the Conference really International indeed. But the distribution
of the origin of the papers has greatly changed compared to previous
Conferences, with the countries of the CEI being the leaders; the American centre
of the APL world is now in balance with the East European one. There is also a
modification in the distribution of the subjects. The language itself is still a major
subject but with a clear shift towards new concepts like Windows and Object
Oriented Programming.

The traditional applications of APL — Economics, Business, Management and
Statistics — are also represented. Interestingly we have more articles on Artificial
Intelligence, Biology and also Psychology and Geography. Besides the papers
there will be posters. The posters — there are more and more posters at APL
Conferences — should follow the trends of the papers. The posters are a way of
presenting ongoing research work and establishing a scientific priority; they also
facilitate cooperative work, on the basis of discussions with the author. There is
stll time to present a poster at APL94. There is no deadline! The posters, abstract
and a full text, will be published in one of the leading APL Journals and will
possibly be distributed at the Conference.

Other important scientific and technical events will take place during the
Conference; remember that APL94 is the annual gathering and showcase of the
APL World. There is little to say about the social events, but remember that
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Antwerp was European Artistic Capital of Europe for 1993, and that was a real
success. We are sure you will find great pleasure in the city, Please contact us:

for the Program (poster) for the Conference itself (invitation)
Alain Delmotte Joseph DeKerf

Avenue du Marathon, 6 Rooienberg, 72

B1348 Louvain-la-Neuve B2570 Duffel

BELGIUM BELGIUM

tel: (32)-10-451192 tel: (32)-15-3147 24

fax: (32)-10-45 23 26 fax: (32)-3-216 06 89 (attn. ]. DeKerf)
e-mail:

APLYPGM@IRES. UCL.AC.BE TIAPL94@AUTOCTRL.RUG.AC.BE

APL94 POSTERS APL94 POSTERS APL94 POSTERS

The submission of papers for APL94 is now over but you can still present your
work to the Conference. If you have ongoing research work but want to share
your preliminary results; if you want to establish your priority, and/or if you

want to find cooperative work, do not hesitate to present a poster to the APL94
Conference.

Posters were only recently introduced at APL Conferences, but their importance
is growing every year. The time allocated to traditional papers is fixed; the time

for posters is the whole Conference and there is no limit to the time for
discussion.

There is no deadline for the submission of a poster, buf:

1. If you want your poster to be announced in the final invitation and the

Conference program you have to send your proposal and abstract by the 31st
of March.

2. The posters will be published in one of the leading APL Journals and —
possibly — distributed at the Conference. So we will need your poster (what
you want to be published, not only the abstract) by the 31st of May.

You can submit posters to me by mail, fax, or e-mail. T am able to process Word2
and WordPerfect5.2 for Windows — ISIAPL and VecforAPL TrueType fonts —

and Word5 for the Mac — APL68000 font; I am also starting TeX/LaTeX with the
criapl font.

Alain Delmotte
Program Chairman
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OBITUARY: Mike Gregory

by John Searle

It is my sad duty to inform you of the passing of one
of our members, Mike Gregory. Mike died on
December 3rd, 1993, following a recurrence of his
battle against melanoma, at the age of 42.

Mike was one of those people who could do anything
with computers. His CV reveals that he worked on
almost all modern operating systems and, apart from
his APL skills (in all dialects) he was proficient in
languages ranging from C to REXX, SAS and SQL.

Mike's career began at British Oxygen Corporation
(BOC) in 1972 and over 10 years moved from
programmer in the Gases Division to Technical Manager of Interactive Services
at BOC Datasolve. His projects ranged from the development of APLB for ICL
mainframe hardware, to MIS systems, to a simulation of the Grand National
horserace for the Sun newspaper.

Mike then helped to form IBSL as Technical Director, a company which serviced
various clients in the leisure industry, before forming his own company PC
Associates in 1985. The variety of his clients was again considerable. After a brief
period working for SimCorp, the Danish software house, he returned to his
freelance business, specialising in operations research and airline applications.

I met Mike whilst consulting to a well-known favourite British airline, and he
helped me understand the complexity of existing APL code (and the maze of
freelancing paperwork!) with great patience and humour. What Mike didn’t
know wasn’t worth knowing, and what he did know would fill a database of
textbooks. John Scholes from Dyadic Systems told me that in their client contact
system, Mike was always listed as “nice bloke”,

Mike's passions in life, away from computers, were Jaguar motorcars,
motorbikes and good wines. The joys of classic British motoring adorned his
conversation, his bookshelves and his driveway. Mike was also very concerned
for the environment, and was a keen supporter of wildlife preservation.

Mike is survived by his wife Judith and their children Bill and Claire. Mike did
request that if you wish to remember him, please plant a tree in his name.

10
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News from Sustaining Members
Compiled by Gill Smith

Dyadic Systems Ltd

Dyadic is pleased to announce Version 7 of Dyalog APL/W. This is a major
releage packed with many new and exciting features.

One of the most important additions is the ability to use OWC, OWS, OWG ete. to
access Visual Basic (.VBX) Controls alongside regular Dyalog APL/W ones with
exactly the same syntax. This facility gives the Dyalog APL/W user access to
hundreds of commercially available Visual Basic add-ons including various
Graph, Grid and Spreadsheet controls; even an OLE client contrel. In addition,
users can add controls of their own design written to the .VBX standard using
ordinary Microsoft development tools. Access to Visual Basic Controls is
implemented using a general mechanism for defining a new Class of object and
will be extended to other standards (e.g. OLE 2.0) and user-defined Widgets
under OSF/Motif in the future.

Dyadic believes that with the new VBX interface, coupled with the enhanced
DDE and Clipboard support and the facility to access any Windows DLL with
ONA, it alone can truly claim to offer an “open” APL for Windows.

A new MDICLIENT object is provided to allow users to develop applications
that use the Multiple Document Interface (MDI} style. All of the standard MDI
behaviour is supported. In addition, FORM class objects can now be children of
other FORMS, and so can be used as general-purpose containers for a wide
variety of uses and effects.

Version 7 now provides a variety of EDIT field types that perform built-in
validation and formatting of numbers, dates etc.

Other new objects include TOOLBAR, STATUSBAR and STATUSFIELD. The
TOOLBAR is normally displayed at the top of a FOR¥ and is used to manage a
scrollable set of too! buttons. The STATUSBAR is normally displayed at the
bottom of a FORM and contains one or more STATUSFIELDS. These can have
pre-defined meanings, such as monitoring the state of the Caps Lock key, in
which case they are updated automatically by the interpreter. Alternatively, their
contents can be set directly by your application.

11
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All controls can now have associated TIP and HINT properties. A TIP is a
(usually) short description which gets displayed as a pop-up message when the
mouse pointer dwells over a control, for example over a BUTTON in a TOOLBAR,
A HINT is typically a longer help message which gets displayed when an object
{e.g. a MENUITEM) is selected. A HINT would normally be displayed in a
STATUSFIELD, but you can in fact use any object capable of displaying text.

The TAB_BAR manages a scrollable set of TAB_BTH objects which allow you to
provide a notebook-style interface similar to that used by the latest versions of
Excel, Paradox, Lotus 1-2-3 and Organiser.

These new objects have all been designed to allow Dyalog APL/W ugers to build
APL applications that provide the bang up-to-date user-interface features of
other popular Windows products; and, because all the work is done for you by
the interpreter, with the same snappy performance.

All FORMS and Controls now have a 3D property that can be used to achieve a
variety of 3D effects. Furthermore, as the value of this property is by default
inherited from the parent, setting 3D on the SYSTEM object '." automatically
gives a 31) appearance throughout your entire application.

Version 7 now provides support for Windows Metafiles so that you can
incorporate fully scalable graphical pictures into your application. Not only can
you import Metafiles, but you can also create them from primitive graphical
objects and export them (via file or the ClipBoard) to other Windows
applications. A final touch is a facility to disassemble an imported Metafile so
that you can edit or rearrange its components within APL.

The APL Session has not escaped our attention and a StatusBar and ToolBar have
been added. Furthermore, the components of the Session are directly accessible
as named objects whose properties can be set by O¥S and read by OWG. New
menus, menuitems, tool buttons, status fields etc. can easily be added using OWC,
and unwanted items can be removed with JEX. Menuitems and tocl buttons can
action predefined “system” operations (such as {load] and [edit]) or can execute
any APL statement. This allows you to configure the Session exactly as you want
and you can dynamically change it (manually or under program control} to suit
particular workspaces. For example, your OLX could add special menuitems
and/or tool buttons, fully equipped with TIPS and HINTS, to run particular
functions in a statistics workspace.

The names of your functions, and variables may be displayed in a separate
dialog box and are therefore only a click away for editing, copying to the
clipboard, etc. A number of improvements have been made to the Editor and

12
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Tracer and fully CUA-compliant select/cut/paste operations have also been
implemented.

Finally, Dyadic has introduced Namespaces, a major new enhancement to Dyalog
APL. A Namespace provides the means te gather together a collection of objects
and acts as a separate “context” in which functions (including callback functions)
can be run. This means that local functions and variables can be hidden from the
rest of the workspace. The implementation of Namespaces, which encapsulate
code and data, is a further step towards Object Oriented technology and is
intended to provide major benefits for APL developers. Further information on
this exciing new feature will be available by the time you read this
announcement. Please call Dyadic for details.

To coincide with Version 7, Dyadic is publishing “Outer Products” a catalogue of
third-party tools and add-ons for Dyalog APL. Some “Outer Product” software,
such as the RAIN graphics workspace and CAUSENAY GUI design tool from
APL¢ 385, are also included in the Version 7 package.

For details concerning price and availability, please contact Dyadic or your local
Dyalog APL supplier.

Insight Systems

On the Product Front, we are concentrating our efforts on the design and
implementation of a new version of SQAPL which will support Microsoft’s Open
Database Connectivity (ODBC) specification. The primary design goal is to
provide an interface which is completely compatible with our existing product
— so that our customers will be able to take advantage of ODBC drivers to access
dBase, Btrieve, ACCESS, Paradox (or even Excel and Comma Separated Variable
text files) — plus any remote databases for which they have an ODBC Driver —
and still be able to use SequeLink without changing the application. SequelLink is
still a preferable solution for many Windows environments, and the only
solution under Unix and OS5/2 or if an APL Server is required.

An QDBC Driver is now available for SequeLink, so SQAPL users will have the
option of using Sequelink “direct” or via the ODBC driver. TechGnosis have
also announced an ODBC version of their Open Server. Once we have an ODBC
SOQAPL Client out the door, we will start work on an ODBC version of the
SQAPL Server. With an ODBC SQAPL Server, developers will be able to make
APL-Coded Databases or Analytical Tools running under Unix available to any
development environment which supports ODBC.

13
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We would also like to intentionally leak an official rumour that our ODBC
interface will probably be bundled with an upcoming version of Manugistics’
APL*PLUS HI product. Due to the relatively long lead time for Vector, we have
agreed to leak the news despite the fact that the agreement is still under
negotiation. By the time you read this, you should be able to contact Morten
Kromberg at Insight Systems or Paul Clements at Manugistics to hear whether
we succeeded!

On the APL Consulting and Education Front, the Danish market is suddenly full
of renewed interest in Graphical APL systems. It seems that many organizations
who still use APL on a Mainframe are finally ready to “Downsize” — to the
extent that APL courses have become a profitable activity! There was a waiting
list for our first “Introduktion &l Windows Programmering med Dyalog
APL/W", so we will be scheduling several courses during 1994 and will also be
“porting” the course to APL*FLUS TII.

We would like to take the opportunity to announce that Insight Systems is now
an IBM Software Partner, so we now market and support IBM APL2 and APL2-
based products (like AGSS) under OS/2 and Unix. We are also authorised
RS/6000 resellers, and thus capable of delivering complete “turnkey” systems
based on the R5/6000 and any one of APL2/6000, APL*PLUS II/UNX and
Dyalog APL/X. We loock forward to cooperating with IBM Denmark in
providing APL and Client/Server expertise to their APL2 customers!

Manugistics Inc

Manugistics Inc is very pleased to announce the commercial release of
APL*PLUS III for Windows. An Advance Release (version 1.0) began shipping
on February 25, and the general availability release {version 1.1) will be ready by
the time this issue of Vector appears. Please contact Cocking & Drury in the UK,
your local APL*PLUS dealer, or Manugistics for specific information.

APL*PLUS III is a 32-bit Windows system that runs on Windows 3.1, Windows
for Workgroups, and Windows NT. It is a completely Windows-hosted program,
with a graphical development environment that has been designed to be a
pleasure to use, whether for personal APL computing or for building Windows
applications to be used by others.

-

APL*PLUS 11T includes a graphical development environment, event-driven user
command processor, a built in graphical debugger, and a visual form editor that
allows the programmer to build a graphical user interface by drawing with the
mouse. The graphical user interface facilities are supported by fast, built-in
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system functions, and include regular and 3-dimensional versions of forms,
frames, buttons, checkboxes, scrollbars, etc. Graphics support is also built in to
the user interface, as is support for Dynamic Data Exchange. System functions
provide access to Windows libraries and any other software packaged in a
Windows DLL.

The design of APL*PLUS III reflects our views of how APL needs to evolve to
become a competitive alternative to other languages in this decade and beyond.
The GUT development facility follows a strictly object-oriented structure, using
“classes”, “events”, “methods”, and “properties”. The APL interpreter is based
on the well-proven technology of APL*PLUS I, but the heart of the system has
been replaced with an event-driven architecture. Control structures, in the spirit
of C or Pascal, provide an alternative to the “spaghetti code” that afflicts too

many APL programs.

APL*PLUS III will continue to evolve rapidly both in terms of new tools and in
enthancements to the language itself. We welcome the comments and suggestions
of Vector readers.

MicroAPL Ltd

In the previous issue of Vector, MicroAPL announced APL Level II for the new
PowerPC Macintosh computer. APL Level 11 was one of the first dozen
applications to be seen running native on the new PowerPC Macintosh. To
coincide with the launch of this important new computer, we have been
upgrading our entire family of Macintosh APLs. The details of the upgrade are
being finalised as this is written, but we have a fairly clear idea of what the
upgrade will include.

The APL programming environment has been enhanced, combining ideas from
our APL.68000/X for the RISC System/ 6000 and features found in Mac System 7
as well as improving our conformance to Apple’s System 7 user-interface
guidelines. We have added support for Apple Events — multiple workspaces
may be launched simultaneously at startup. New Print menu items allow prints
of workspace listings as well as contents of the APL window. The new Windows
menu identifies multiple APL sessions by workspace name and we have added
JIN and )OUT menu items for workspace exchange. The number of
simultaneous APL tasks supported has increased as has the number of edit
windows and user-defined windows. Improved user-preferences allow control
over such items as default workspace sizes, window positions and sizes and
default libraries.
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APL programmers can now easily access hierarchical menus and popup menus
and we have further improved event handling facilities with new event types.
Amongst the new support workspaces is the PLOTMAC workspace for high-
level business graphics. The interpreters themselves have been upgraded in line
with our latest versions for the RISC System/6000 and PowerPC and a number
of small bugs in the Level Il interpreters have been fixed.

MicroAPL was instrumental in forcing the APL world into issuing free runtime
licences and we have now included with our Mac APLs a packager to make
stand-alone applications which may be distributed royalty-free.

Pricing details for the upgrades will be announced in April but we can confirm
that we will be offering substantial incentives to upgrade to our Level II versions
of APL as well as maintaining our policy of realistic pricing across the board.

Soliton Associates Limited

Version 21 of SHARP APL for VMS, shipping in 2nd quarter 1994, offers
improved performance and operability, in particular of the SHARP APL File
System. For SIHARP ATL MVS applications requiring 24-hour 7-day availability,
Version 21 offers new functionality supporting continuous on-line operation of
databases stored in the SHARP APL File System.

Version 4.03 of SHARP APL for UNIX, shipping in 2nd quarter 1994, provides a
powerful new Intrinsic Function facility, allowing secure and efficient access
from SHARP APL for UNIX to software implemented in other languages.

Version 4.04 of SHARP APL for UNTX, shipping in 3rd quarter 1994, will support
Sun’s Sclaris 2 operating system, allowing major multi-user SHARF APL
applications to execute on large Symmetrical Multi-Processor Sun Unix
platforms.

NVSP-API, an application programming interface for Soliton’s Network Shared
Variable Processor techmology, will provide access from non-SHARP APL
software to local or remote Network Shared Variable Processors, allowing, for
example, non-SHARF APL client software te access local or remote SHARP APL
server software, including SHARP APL for MVS Auxiliary Processors. Initially,
NSVP-AP] will be available under UNIX and Microsoft Windows, and will
support access to Network Shared Variable Processors operating under UNIX
and MVS,
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Editorial

Welcome to an Education Vector with a difference! The difference is that most of
this issue is devoted to a language which is not APL. It will come as no surprise
to our readers to learn that the “intruder” is J. Indeed I am delighted to publish
the promised article by Donald McIntyre “]: A First Lesson”.

I can say without hesitation that everyone who studies this article will find new
insights and a new understanding of the language — 1 certainly did. Of course it
helps to have the ] interpreter on your computer, and for those looking for a low-
cost introductory package we hope soon to have available the interpreter,
together with papers by Donald Mclntyre, on one disk.

I am also pleased to include in this issue a delightful excursion into the world of
Prime Numbers by Ted Emms.

J. A First Lesson
by Donald B. McIntyre

It is not surprising if on your first encounter with J you should think it difficult;
this is true of most new things. As AN. Whitehead said: “Of course nothing is
more incomprehensible than a symbolism we do not understand”. The Editor of
The Education Vector says: “1 find ] very difficult. ... Even Donald Mcintyre
admitted to coming close to despair before he could write ] expressions which
did what he wanted”. Tt is true that 1 met formidable difficulties; but then I was
one of |'s first guinea pigs (August 1990) and had few examples to follow. Nearly
four years later things are different: bugs are eliminated; new features and
modified old ones make ] easier; and, thanks in great part to Vector, the literature
on } is very much expanded.

The Editor went on to say that “the articles in Vector are imperfect as the early
ones were written in early versions of ] which have been superseded”. That is not
wholly true; at ] workshops at APL93 1 distributed disks bringing all eight of my
papers on ] up to date through Version 6.2 (available from I-APL Ltd). The script
files also execute in Version 7, though not at this time taking advantage of V7's
new features. The disk includes other scripts used in my ] workshops. Together
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they constitute a book-length manual supplementing the publications of Iverson
Software, Inc. Because the scripts are extensively annotated, they execute as
dynamic tutorials. All necessary changes from the published texts are explained,
and my paper on Amendment (Vector, Vol9, No.3) explains the last major
changes to J syntax.

No reader of Education Vector should think that undue difficulty is any longer a
reason for putting off the study of J. Even more than APL, this is an executable
mathematical notation of great elegance and power. You will enjoy it.

Let's take a concrete example: the computation of a similarity table, or the
classification of objects by how close they are in a space spanned by their
measured properties. This is the basis of Cluster Analysis and is Herbert
Hellerman'’s first example in his classic texts of 1967 (using [verson Notation) and
1973 (using executable APL). (Herbert Hellerman, Digital Compuler System
Principles, McGraw-Hill Book Company, New York (1967) p.55 and {1973) p.53.)
His data are in a table:

CRNWRE NP
NWE R R
FwWwNEww
NN FE R OR

Each row represents an ffem; e.g., a student, a patient, or some object. The
columns represent measured properties; e.g., the results of tests. In this case six
items are interpreted as points in 4-dimensicnal space, and the geometrical
distance between two points is taken as a measure of dis-similarity between two
items. Following Pythagoras, the square of the distance between two points is
obtained by taking the sum of the squares of the differences between
corresponding co-ordinates.

In ] we begin by entering the data by linking the rows (with ;), which gives a
string of six boxes. When these boxes are opened (by >) the result is the required
table, which can be thought of as a collective noun. It can be given a name (using
=.) for later reference, and it is then displayed simply by entering the name. As
you read, enter what follows into | (Version 7). What you should enter will be
indented and J's response will be flushed left.

14 3 1; 2135; 114 1; 3 82m4; 2332; 0242

14 3 1|2 235|114 1|3 824|233 2|0242

hh=. »1 4% 3 1;2 1 3 5;1 1 & 1;3 8 2 4;2 3 3 2;0 2 4 2
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Space does not allow us te give Hellerman's distance functions in both Iverson
notation and APL, or mine using APL’s Direct Definition, but here are three
alternative versions in }. Spaces are for readability only; none is necessary,

DSQE=. '+/"1 *: -"tf~ y.,1:0?
dsgq=. [: +/"1 [: »: ="1/~
dsgt=. +/"1@*:@(-"1/~)

The distance-squared matrix for Hellerman's data is:

dsq hh
0 26 10 30 3 7
26 0 18 52 13 15
10 18 0 66 7 3
30 52 66 0 31 53
313 7 31 0 ¢
7 15 3 53 8B ©0

To those not already familiar with ] these expressions will appear strange and
perhaps even forbidding. My object is to help dispel the strangeness by showing
how to read and write this much J.

We can consider the expression 2+3 to be a sentence in which 2 and 2 are nouns
and + is a verb (function) that operates on its noun arguments to give a noun
result. Each of the verbs DSQE, dsq, and dsqt operates on the noun hh to give the
similarity table. Each says: sum the squares of the differences. If you can guess that
+/"1is sunts, »: is squares, and - "1/~ is differences, then the symbolism is already
less obscure.

DSQE is an explicit definition of the distance-squared verb in which y. is the
explicit place-holder of the argument. The definition for the monadic case {(one
argument) is in quotes. It is followed by a colon and an empty string. Had a
dyadic (two argument) case been needed, its definition would have replaced the
empty string and x. would have been the place-holder for the left argument.

dsq and dsqt are tacit definitions, with no explicit reference to arguments.

Before addressing these directly we need to consider some fundamentals. The
sentence 2+3 includes two kinds of objects; namely, a dyadic verb (+) and its
two noun arguments (2 and 3). Verbs like + apply also to lists and tables; i.e., to
collective nouns:

0123 +3210
3 33 3
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Atoms (single numbers) are extended for compatibility. Here are examples of the
dyads minus, times, divide, power, and the monads double, halve, square, and
square root:

0123 -2
2 _101

012 3 x 2
0246

012 3 % 2
0 0.5 1 1.5

012 3 A2
0149

+; 01 2 3
02 46

- 012 3
o 0,5 11,5

m: 12 3
0149

%: 0 1 49
0123

J uses ASCII symbols, either alone or as digraphs consisting of an ASCII
character followed immediately by either a period (.} or a colon (:). Negalive
numbers are preceded with an underbar, and numbers less than 1 are preceded
by zero as well as a decimal point. An adverb modifies the verb to its left; e.g. the
passive adverb (~} commutes or interchanges the arguments:

012 3 A~ 2
1248

A monadic verb has a single argument, to its right:

- 0123
0 _L _2 _3

The reflexive adverb (~) supplies a copy of the right argument as the verb's left
argument:

+~ 0 12 3
¢ 246

The verb 1. generates lists and tables of integers starting at zero, and the tally is
the number of items.
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The insert adverb (/) inserts its verb between the items:

0+1+2+43
6

+/0 1 2 3
-]

Verbs, like nouns, can be named and displayed:

sum=. +/
sum
+|/
sum y
[3
(sum % #) vy
1.5

Because parentheses control the order of execution, the enclosed expression must
first be evaluated. It is an entity — a train of three verbs defining a new (in this
case, unnamed) verb. How to interpret it is not difficult to guess if you know that
the arithmetic mean is defined as the sum divided-by the number of items. Name
it for future use:

mean=, sum % #
mean y
1.5

It is essential to note that a very different result is obtained if we enter the
expression for immediate execution:

sum % # Y
0.25

The reason is that no new verb is produced. Three monadic verbs are applied in
succession and the result is the sum of the reciprocal of the tally of y, which is of
no obvious use.

Display the boxed representation, or use the fix adverb (f.) to display the verb in
terms of ] primitives:

mean

sumf%|#
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Define the verb tree (jts explanation is beyond the scope of this first lesson) and
use it for a tree display:

tree=, 5}:4@<
tree 'mean'
sum

—
—— %
L

#

The display shows why trains of 3 elements are called tridents. A train of 3 verbs
is a special case, called a fork. If £, g, h are verbs and x and y are nouns, this is
how J interprets (f g h):

(f gh)y =<-—-> (£ ¥) g (h v Monadic fork
x (fgh)y =<—> {(xfy)g {xhy) Dyadic fork

Note that the root verb (here g) is always dyadic.
J has other ways of building tables:

12+/ 06123

[
3
qQ
5

[-I o =]
W N
= w N

A train of adverbs defines an adverb

+/~ 0 123

0123
123+
2345
3456
Jys=. i.2 3 &
6 1 2 3
4 5 6 7
8 9 10 11

12 13 14 15
16 17 18 19
20 21 22 23
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Right (1) is a verb that returns its (right} argument. It is used here as a convenient
way of displaying a named noun. When working with collective nouns {multi-
dimensional arrays) we need verbs that give the shape ($), the tally or number of
tems (#), and the rank (the tally of the shape):

$y3
2 3 4

#y3
2

#3y
3

The verb I call rank combines two verbs with the atop (@) conjunction:
rank=. #@s%

rank y3
3

The verb head ({.) gives the first item:

ly2=. {. y3
01 2 3
45 6 7
8 9 10 11

rank yz2
2

Jyi=. {. y2
0123

rank y1
i

Because sum and tally give the sums over the items and the number of items, the
mean of y3 is a 3 by 4 table of means across the two 3 by 4 tables. If y3 is a
budget report covering 2 years with 3 line-items and 4 quarters, then the means
over two years (3 line-items and 4 quarters) are:

mean y3
6 7 8 9
10 11 12 13
14 15 16 17

Without changing the definition of mean, we can use the rank conjunction (") to
apply mean to the rank-2 cells; i.e., over the 3 line-items for each of the 2 years
and 4 quarters (down the columns):

mean"2 y3

4 &5 & 7
16 17 18 19
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Similatly the means of the rank-1 celis are over the 4 quarters for each of the 2
years and 3 line items (along the rows):

Use a fork to catenate the means to the report:

f=. 1} , mean

f ya

0 1 2 3
4 5 6 7
B 9 10 11

12 13 18 15
16 17 18 18
20 21 22 23
6 7 8 9
10 11 12 13
iy 15 16 17

Apply this to the rank-2 cells:

t"2 y3
0 1 2 3
5 5 6 7
8 9 10 11
b 5 6 7
12 13 14 15
16 17 18 19

20 21 22 23
16 17 18 19

Apply it to rank-1 cells:

t"1 ya

001 2 3 1
4 5 6 7 &
B 9 10 11 9
3

7

1

12 13 14 1%
16 17 18 19
20 21 22 23

tnabnnenoen

N

We can reproduce these results by a hook, i.e. a train of 2 verbs. A hook modifies
a set of data by a function of the data (the monadic case), or it modifies one set of
data by a function of another set:

(g h} vy <--> y g (hy)
x (g h}y v <--> x g (h y)
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Note that g is always dyadic and h is always monadic. The required hook is:
h=. , mean

Using match (-:),a fork can be used to show that £ and h give the same result;
ie., execute (f y3) -: (h y3)

{(f -: h) y3
1

(f -: h)"2 y3
11

(f -: h)"L ¥3
111
111

Although the arguments of minus must agree, compatibility is not necessary for
difference tables:

24 -/ 123
1

1
3 1

o
2

The first step in creating a similarity table is applying minus to the rows (rank-1
cells). Parentheses are used here for readability but are not needed for execution.

12 {-"1) 1.3 2

1 1
T §
3 _3

The rank conjunction bonds minus and 1, creating a new verb that applies to the
rank-1 cells. Test this with a simple set of data; 4 points in 2-space, the columns
being the x and y co-ordinates:

Jy=. 1123 ,.1213

w NP
[

VLI

1t
PP oo
-1 !

ONRERRNT N RO

O NRN
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Now use a fork to square (s:) these differences. Because cap (L:) caps a branch
of afork, ([ g h) makes ¢ monadic.

([: *: ="1/~) ¥

F OO
£ OO

O FE
.
O F o

The squares of the distances are the sums of the squares of the differences. This is
true also in multi-dimensional space. Take the sum over the rank-1 cells (rows),
using cap to complete another fork. The result can be checked by hand.

dsg=. [: +/"1 [: »: ="1/~

To read the definition of dsq, first identify the classes of the elements: there are
four verbs ({: + =: -); twoadverbs (/ ~); and one conjunction.

The parsing rules specify that: (a) adverbs and conjunctions are executed before
verbs; (b} an adverb modifies the verb (or verb phrase) to its left; (¢) and a
conjunction has long left-scope and short right-scope. Consequently the parser
sees the elements grouped as a train of 5 verbs:

L2 ((+/)"1) [: o= ((-"1)}/~}
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dsq gives an identical display. The pattern is more obvious in a simpler case; if f
g h 1 j areverbs:

fghi]j
flg
[ [s]

The parser works from right to left. Successive elements from the tail-end of the
queue (initially the input string) are moved to the front of a stack. Executions in
the stack are cornfined 1o the first four elements, eligibility for execution being
determined by reference to the parsing table. The executions in the stack are
confined to the first four elements; i.e., it is sufficient to know that the four
elementsg h 1 j are verbs in order to decide that (h i j)is a fork. Had g been
a conjunction it would have grabbed h and prevented it from participating in a
fork with 1 and j. The J Dictionary must be consulted for full details of parsing
and execution.

A train of 2 verbs is a hook and a train of 3 verbs is a fork, and meaning is
assigned to longer trains by repeated resolution. Thus a train of 5 verbs is a fork
whose right-hand tine is itself a fork. The tree display is another way of viewing
the structure:

tree 'dsqg'

C
*

'

e, . ]

Finally take the square root (%:) to determine distances between points. The
result is then a train of 7 verbs:

dist=. [: %: [: +/"1 [: »: -"1/~
An alternative formulation is:
disti=. %:@{+/"1@(*:@(-"1/~)})

The conjunction atop (@) bonds the whole verb phrase on its left to the first
element to its right (which may be an expression in parentheses).
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Unnecessary parentheses can be dropped without affecting the result:

dist2=, %:@+/"1@*:@(-"1/~)

Though dist, dist1, and dist2 give the same results, the parser treats dist2 as
if it were written;

((((%:@+)}/)"1 Y@x:)@((-"1}/~)
dist?2

Read the expression from left to right. Because @ has short right-scope we first
have (%:@+). But the conjunction " has long left-scope and therefore takes the
verb phrase ({(%:@+)/} as its left argument; its right argument is 1. Everything to
the left of the next @ is now a unified verb phrase, which is the left argument of @,
while #: is its right argument. Everything to the left of the last @ is its left
argument, while the parenthesised expression (-"1/~) is its right argument.
Lastly the verb -"1 is modified by two adverbs (/~). Parentheses prevent (-"1)
being taken as the right argument of @ and the two adverbs being left to apply to
the entire expression.

Concluding Remarks

Omitting essential parentheses is a common error. My advice is: (a) use forks
where possible; (b) scan from left to right looking carefully at the right argument
of each conjunction (especially any atops) and remembering that conjunctions
have short right-scope; (c) write fully parenthesised sentences and use boxed
displays to make sure that the grouping is what you intend; (d} only then cut
down the number of parentheses, always verifying that the result remains
unchanged. With practice you will find that you are beginning to think like the
parser! If you check all points in this paper by reference to Iverson’s | Introduction
and Dictionary,it will become easter to use the Dictionary as the essential tool it is.

All ] expressions in this paper execute with | Version 7.
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A Note on Primes
by T ed Emms

“My barmie noeddle’s working prime.”
Robert Burns (1759-1796)

A prime number is an integer that is only divisible by 1 and itself. There are
several clever APL “one-liners” which give the first ¥ prime numbers. For
example

O«{2=+/[1]0=4c . |A) /AN F1i

The idea here is to divide the range 1-# by all the numbers in the range and then
identify those numbers which are only divisible by two numbers (1 and the
number itself). If one is only interested in the start of the series of prime numbers
then this formula will suffice. For example N=120 gives the series 23 5 ... 109113
but N=121 gives (I-APL on my computer) the dreaded #S FULL error message.
Another “one-liner” is

O+ (~AcAeo . xA) /A<1I 1N F2
and this works well up to N=120 but fails for N=121.

We can take advantage of the fact that the only prime which is even is 2. Thus we
can have the formula deal with odd values of ¥ and then prefix 2 on the list of
primes produced, Formula F1 becomes

02, (1=+40=40. |A) /A+142% 1N F3
and F2 becomes
O+2, (~Aede . xA) /A+1+2x1 N F4

and these are a great improvement. For example with N=115 formula F3 gives
2357...227 229 but N=116 fails, Similar remarks apply to F4.

1f we want the series of primes to be longer we must avoid the memory-gobbling
behaviour of the outer product (using a two-dimensional array). The first
approach is to create a vector ¥ of the first ¥ integers and drop the first. The first
term is now 2 and we enter this in an empty vector T. Then we cancel all the
terms in V divisible by 2. The first term in ¥ is now 3 and we add this to T and
cancel all terms in ¥ divisible by 3. We continue in this way until the vector V is
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empty. T then contains the series of primes. This program is a straightforward
application of the “Sieve of Eratosthenes”.

[o] I'«F5 N;V:B
1] V141N

[23 T+0pQ

[3) LP:B+~V[1i]

[u] T« ,B

[5] Ve{~0=B|V)/V
[61 +(0<pV)/LP

You might try this routine with F5 500. It gives the primes up to 500 but is very
slow. We can speed it up by only dealing with the odd numbers and prefixing
the list with the prime 2.

[o] T+«F6 N;V:B
[1] V<i+2xe L{N-1)+2

[2] T2
(3] LP:B«V[1]
C4] P+7,B

[5] V+(~0=B|¥V}/V
{61 ~+{0<pV}/LP

This is faster but we can do better. Rather than terminate the loop when the ¥
vector is empty we can terminate when the length of the I' vector equals or
exceeds the length of the V vector. Then we obtain the final list by appending the
¥ vector to the T vector.

(o) T+«F7 N;V;B
[1] V<1+2x1 L {N-1):2

[2] T2
[31 LP:B+«¥[1]
[u] I+«T,B

5] Ve(~0=B{V)/V
[e] +((pT}<pV)/LFP
[7] T«7,V

But we can still do better. The largest divisor of the biggest prime cannot exceed
the square root of that prime. Therefore we need only carry on with the loop
until the leading term of T equals or exceeds that square root. This small but
significant change now gives the fastest solution.

[0] T+F8 N;V3iB.K
[1] K«|Nn0.5

[2] Vel+2xt [(N-1):2
[al T2

[#] LP:B+¥F[1]
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[5] I~T.B

(6]  Ve(~0=E|V}/V
£71  »{B<K)/LF
ral  I+T,V

So we have arrived at a routine which will give a Jong list of primes and yet is
reasonably fast. Once having reassured yourself that the routine works (e.g. with
F8 500)you can move to F8 10000. This takes a few minutes but the reward
is the list of primes up to and including 9973. You may care to save this vector as
VP (vector of primes) for later use.

For example if you want a list (P3) of all three digit primes we can first eliminate
the primes that are too big by P3+(VP<1000)/VF and then the primes that are
too small by P3+(P3>99)/P3 We can use VP to find out whether individual
numbers larger than 10000 are prime or not. Say we wish to find if ¥ is prime.
We first find the square root of N and then the next largest integer:

K+~[N*0.5
We then create a reduced list of primes P by

P«(VP<K)/VP

and use this to determine if any of these are divisors of ¥ by +/P|N If this is
greater than 0 then ¥ is composite. We may put these ideas together to form the
heavily-contrived direct definition:

AA:{2 9p'COMPOSITEPRIME VY[140=4/0={{VP<[A#0.5)/VP) [A«w;]

I'm not sure that this qualifies for a one-liner since it does require the presence of
VP in the workspace. However the ideas contained may be employed in solving
the following problems.

1. Take all the integers 0,1,..,9 and use them to form two 5-figure primes.

2. Take the 9 integers 1,2,...,9 and use them to form three primes, one of 2 digits,
one of 3 digits and one of 4 digits.

3. Take the 9 integers 1,2,...,9 and form three 3-digit primes. The primes must be
the smallest “anagrams”. The numbers 137, 173 and 317 are anagrams
(rearrangements of the same digits) and so only the smallest (137) is available
for choice.

[Ted Emms has provided solutions to these problems, which I shall publish next issue —
together with any other contributions readers may like to submit — Ed]
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APL Product Guide — Updates

compiled by Gill Smith

VECTOR’s exclusive APL Product Guide aims to provide readers with useful
information about sources of APL hardware, software and services. We welcome
any comments readers may have on its usefulness and any suggestions for
improvements.

Pressure on space occasionally prevents us from printing the complete guide,
however updates will always be listed. We do depend on the alacrity of vendors
to keep us informed about their products. Anyone who is not included in the
Guide should contact me to get their free entry — see address below.

We reserve the right to edit material supplied for reasons of space or to ensure a
fair market coverage. The listings are not restricted to UK companies and
international suppliers are welcome to take advantage of these pages.

For convenience to readers, the product list has been divided into the following
groups (‘poa’ indicates ‘price on application”):

« Complete APL Systems (Hardware & Software)
« APL Interpreters

- APL-based Packages

+ APL Consultancy

- Other Products

+ QOverseas Associations

» Vendor Addresses

Every effort has been made to avoid errors in these listings but no responsibility
can be taken by the working group for mistakes or omissions.

We also welcome information on APL clubs and groups throughout the world.

All contributions and updates to the APL Product Guide should be sent to Gilt
Smith, at Brook House, Gilling East, York, YO6 4]J. Tel: 0439-788385, Email:
100331 .644@Compuserve.com
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APL INTERPRETERS
COMPANY PRODUCT

Insight Systems APL'FLUS/PC
Dyalog APL
AFL2

APL PACKAGES

COMPANY PRODUCT

Cinerea AB ORCHART

Insight Systems IUTILSXP
ASI
WinCem
52D,22D,X2X
SQAPL Cllent
SQAPL Servar

APL CONSULTANCY

CONPANY PRODUCT
Oogon Resaarch Consultancy

Insight Systems Consultancy

PRICES(E)
poa
poa

poa

PRICES(E)
250

20-85

95

ab

poa

poa

PRICES(S)

poa

DETAILS

AFL systems marketed and supportad ...
from: Dyadic, Manugistics, IBM
under: Windows, CSf2 and Unix

DETAILS

Crganization chart packags for IBM APLZ/PC. Full & haavily
commented source code Included - free integration inte othar
applications. NB: ASCIl cutput with line-drawing (semi-graphic)
charactars for boxes.

Cross-platform utility library Incdluding simple OS calls (DIR,
COPY, DEL, RENAME) and DATE functlons, For APL*PLUS |1,
AFL.2 and Dyalog APL under Windows, OS2 and Unix,

APL Spreadshest {ntefface, *Device-independent” spreadsheet
driver supparting Excel, 123 and Quattro-Pro for Dyalog APLW

Asynchronous comms package for Dyalog APLIW

Advanced APL syntax analysls and converslon packages from
Sharp and APL2 to Dyalog, and between any two APLs

Intertace from APL*PLUS Il APL2 and Dyaleg (Windows, QS/2
or Unix) to most SCL, databases over most natworks.

Makes APL*PLUS I, AFL2 or Dyalog APL (Unix) avallable as
SequelLink setvers. Can be called from SQAPL clients or othar
applications such as Excel, C++, Smalitalk, Visual Basic.

DETAILS

APL Systems consultancy, design, Implementation, support,
documantation and malntenance. All dlalects with special
emphasls on APL2 and Dyaiog APL/W.

Expents in APL conversions between any comblnation of:
APL*PLUS. APL2, Dyalog APL and Sharp AFL. We are also
experlenced right-sizers, comfortable with netwarks and
relational databases (that also means when NOT %o use SQL)
and cllent/sarver development in APL, C and Visual Basic.
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Overseas Associations and
Vendor Addresses

Compiled by Gill Smith

Acknowledgement

Thanks to Marc Griffiths, who has done a great job collecting names and contact
points for APL groups worldwide. We will do our best to keep this list current,
but please let us know of any errors or pending changes as socn as possible.

Vendor Addresses

This is the complete address list, including Email where known. I will contact
everyone on this list in good time, so that we can publish a fully up to date and
comprehensive Product Guide and address list in the July Vector.

Please note that our phone number has changed! Vector production is now at:

0439-788385 (UK)
+44 439-788385 (International)

Our Compuserve number is:

100331.644@compuserve.com

Please use electronic mail where practical!
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OVERSEAS ASSOCIATIONS

GROUP LOCATION JOURNAL OTHER SERVICES Ann.Sub,
ACM/SIGAPL International Guote Quad

APL Bay Area USAN. Calfomia APLBUG Monthly Meetings (2nd Monday) $15
APL Club Austrla  Austria - Quartety Meetings 200AS(indiv), 1000AS(corp)
APL Club Germany Gemany APL Journal Semi-annual mestings DMB0
Ass, Franccphone pour

la promotion d'APL France Les Nauvelles d'APL

BACUS Belgium APL-CAM Conferences & Seminars £18 {$30)
Chicage SIG Chicago

Hartford Group Hartford, Cannecticut, USA

CPC UG APL SIG Washington, D.C. Capltal PC Monthly meetings,

(Capltal PCUG) Monlter occasional classes free
Danish 8IG Depmark

Dutch APL Assoc.  Holland - Minl-congress, APL ShareWare Initiatve

FinnAPL Helsinki, Finfand ~ FInnAPL Newsletter Seminars on APL. 100FIM({private), 30({student}, 1000 (Ca)

Japan APL Assos. Tokyo, Japan
Melboume APL Grp Melbourne, Australia

New York SIG New Yark, USA

Polomac SIG Washington DC, USA

Rochester APL Rochester, New York

Rome/italy S1G Roma, taly

SE APL Users Grp Atlanta, Georgla ~ SEAPL Newsletter

SOCAL Los Angeles, CA  Newsletter

SovAFL Cbninsk, Russla

SwedAPL Sweden SwadAPL Nytt Semi-annual meetings, seminars SEK75
SWAPL Texas, USA SWAPL $18
Swiss APL {SAUG) Bem Part of Qtly Sl-Infa SF60 (SI) + 5F20 (SAUG)
Sydney APLUG Sydney, Australia  Epsilon Monthly Meetings

Toronto SIG Toronto, Canada  Gimme Arrays!

VENDOR ADDRESSES

COMPANY CONTACT ADDRESS & TELEPHONE MNo.

ACM/SIGAPL Donna Baglio ACM, 1515 Broadway, New York, NY 10036 USA Tel: (212) 626-0608

Active Workspaca Lid Ross [ Ranson

Adaptable Systems Lols & Rishard Hili
Adfae Bernard Smoor
APL-385 Adrian Smith

APL Bay Arga Users Group

APLBUG Lewis H. Robinson (Sec)

Erich Gall
Dieter Lattermann

APL Club Austria
APL Club Germany

Email; baglio@acm.org

Moulsham Mill Centre, Farkway, Chelmsford, Essex, CM2 7PX.
Tel: (0245)-498647; Fax: 0245-496646.

Malbourne, Austelie. Tel: +61 3 585 5578 Fax: +61 3 589 3220

Derpsstraat 50, 4128 BZ |exmond, Netherlands.
Tel: 31-3474-2337, Fax: 31-3474-2342

Brook House, Gilling East, York. Tel: 0439-788385 Fax; 0439-785184
Email; 100331.644 @ compuserve.com

1100 Gough St, Apt 14A, San Francisco, CA 94109, USA
Tel: (415) 928-2058 Emall: frgp21a@prodigy.com

IBM Gsterreich, Cbere Donaustrasse 95, A-1020 Wien, Austria

Rheinstrasse 23, D-69190 Walldort, Germany.
Tel: (49} B227-2003

36




VECTOR

Vel.10 No.4

The APL Group Inc

APL People { Software

Stuart Sawabinl

Jill Moss

Assoclation Francophone pour

la promotion d'APL
Atlants Software
BACUS

Camacho

Ray Cannon

Paul Chapman
Chicage SIG
Clnerea AB

Cocking & Crury Lid.

COCEWORK
CPC UG

David Crosslay
CYBEX AB

Peter Cyriax Systams
Danlsh User Group
Datatrade Ltd.

Dogon Research

Dutch APL Assoclation
Dyadic Systemns Lid.

E & 5 Associates
FinnAPL

Gensral Software L
Graymantle Assoclates

Hartferd CT Group
H.MW. Trading Systems
HRH Systams

Michael Hughes
IAC{Human Interfaces

I-APL L

IBM (APL Products)
Impetus Lid

iNFOSTROY

DCr. Gérard Langlet
Arthur Whitney
Joseph de Kert
Anthony Camacho

Larry Mysz
Rotf Kprnemark
Romllly Cocklng

Maure Guazzo
Lynne Startz

Lars Wentzel

Pater Cyrlax
Par Glarlot
tan Tomiin

Dick Bowman

Bernard Smaor {Sec}
Petar Donnelly

Frank Evans

M.E. Martin
George MacLeod

Bob Pomaerpy
Stan Wilkinson

Dick Helt

lan A. Glark

Anthony Camacha
(for queries, order ferms)

J C Business Services
{lor pre-paid ocders only)
Nancy Wheeler

Cedric Heddle

Alexel Miroshnikev

644 Danbury Road, Wi LTON, CT 06897 USA.
Tel: (203) 762-3933 Fax: (203} 762-2108

The OId Malthouse, Clarence St, BATH, BA1 5NS. Tel: (225-462602

SCM, C.E. Saclay, F-91191-Gif sur Yvelte, France, Fax: (33) 169087963
1105 Harker Avenue, Palo Alto, CA 64301 USA
Rooinberg 72, B-2570 Duftel, Belgium. Tel: +32 15 31 47 24

11 Aubum Road, Redland, Bristol BS6 ELS, Tel: 0272-7300386.
emall: acamacho@dx.compulink.co.uk  Reutemet (Sharp): ACAM

21 Woodbridgs Rd, Blackwater, Camberley, Sutrey GU17 0BS
Tel: 0252-874687

41 Lambs Conduit Street, London WG1N 3NG. Tel: 071-931-3762,
836 Highland Drive, Chicage Heights, (L 50411 Compuserve:73040,3032
Skyttegatan 25, 5-193 00 Siguna, Sweden. Tel & fax; +46 592 55 421,

180 Tottenham Court Road, LONDON, WP SLE
Tal: 071436 8481 Fax: 071-436 0524

Corso Cairoli 32, 10123 Torln, ltaly, Tel: 011 885 168 Fax: 011 8122-652

Capltal PC User Graup, 61 Manroa Sirest, Sule PE-2, Rockyllla,
Maryland 20850, USA. Tel: 301-762-9372.

187 Le Tour du Pont, Quartler Le Mourre, 84210 ST DIDIER, Frence
Yel: 90-85-03-87

Gruvgatan 358, 5421 30 V. Frolunda, Sweden,
Tel: (46) 31-45 37 40, Fax: (48) 3145 24 23,

22 Hereford Read, Londen W2 4AA. Tal: 071.228-5344
Emall: df3per@vm2.uni-c.dk

1 & 2 Sterllng Business Park, Salthouse Road, Brackmills, Nosthampton,
NN4 OEX. Tel: 0604-750241

2 Dean Gardens, London E17 3QP Tel: 081-520-6332
Emall:bowman@apl. demon.co.uk

Postbus 1341, 3430BH Nieuwegeln, Tel: +31 03474-2337

Riversida View, Basing Foad, Cld Basing, Basingstoke, Hants RG24 QAL
Tel: 0256-811125 Fax: 0266-811130

19 Homesdale Acad, Orpington, Kant 8RS 1J5. Tel; 0688-824741

Suomen APL-Yhdistys RY, FinnAPL RF, PL 1005, 00101 Helsinid 10,
Finland

22 Russell Road, Northhalt, Middx, UBS 4GS, Tel: 081-854-8537

Bartrum House, Ravens Lane, Berkhamsted, Herts, HP24 20Y
Tel: 0442878065

Mass Mutual Lifs, 1295 Stata St, Malldrop F465, Springfleld, MA 01111
Tal: +1 (413) 788 B411x2638

Hamilten Housa, 1 Temple Avenus, Vistorla Embankment,
London EC4Y OHA, Tel: 071-353-4212; Fax: 071-353-3325

3802 N Richmond St, Suite 271, Arlington, VA 22207 Tel: (703) 528 7624
internet: dick.halt @ acm.org

28 Rushtaon Road, Witbarston, Market Harborough, Leles., LE18 8QL
Tal: D536-770298

9 Hill End, Frosterley, Bishop Auckland, Co. Durham DL13 28X
Tel; 0388-527190. Email: clark./@applelink.apple.com

11 Aubum Road, Redland, Bristol BS6 6LS, Tel; 0272-7600356
amall: acamacho@clx.compulink.co.uk Reuternat (Sharp): ACAM

56 The Crescent, Milton, Weston.super-Mare, Aven, BS22 BDU

APL Products (M46V/D12}, IBM Santa Teresa, PO Box 49023, 555 Balloy
Avenua, San Jose CA 85161-9023, USA, Tel; 1-408-463-APL2

Rusper, Sandy Lane, vy Hateh, SEVENQAKS, Kent TN15 0PD
Tel: 0732-885126

3 8. Tulenin Lane, St Petersburg 191186 Russla.
Tel:+7 8123111611 Fax:+7 §12-3153321 Email:aim @Infosiroy.spb.su
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Insight Systems ApS Morten Kromberg
Interprocess Systems Ing,  Stalla Chamberlaln

intelligent Programs Ltd Mike Bugknall

Ivarson Software inc. Erlc Iverson
Japan APL Assoclation
Kestrel Consulting Mark Harris

Linge Allegro USA Inc. Steven .J, Halasz

Melboume APL Group
Mercla Software Ltd.

Harvey Davies
Gareth Brentnall

MicroAPL Lid. David Eastwood
Eliis Morgan

New York SIG APL Nestor Nelson
Optima Systems Lid Paut Grosvenor
Potomac APL SiG John Martin

QB On-Line Systems Philip Bulmer

Renaissance Data Systems Ed Shaw

Tha Rochester Group fne.  Robert Pullman

Rochester APL Gary Dennis
Romefitaly SIG Marlo Sacco

SE APL Users Group John Manges
Shandell Systems Ltd. Maurica Shanahan

SOCAL (South Califernia)  Roy Sykes Jr

Soliton Assoclates Lewrle Howard

SavAPL Alexander Skomorokhov
Rex Swain

SWAPL Stuart Yarus

SwedAPL Glan Madr

Swiss APL User Group

Sydney APLUG Raob Hodgidnson
Toronto SIG Marc Griffiths

Unlware Eric Lescasse

Wickilffe Computer Ltd Nick Telfer
Warwick University Prol. Jeff Hanlson

Zark Incarperated Gary A. Bergguist

Nordre Strandve| 119A, DK-3150 Hellebzek, Denmark
Tel: (48) 42 10 Y0 22 Fax: (45} 42 10 75 74 Emall: insimkr@uts.uni-c.dk

11660 Alpharetta Highway, Sulte 485, Roswall, Georgia 30078, USA
Tal: (404} 4101700, Fax: (404) 410-1773

9 Gun Wharl, 130 Wapplng High 5%, London E1 9NH Tel: 071-265-1120

33 Major Street, Torento, Ontario, Canada M55 2K Tel:(416) 925-6096
Fax: (416) 488-7559

23-2-302 Hiromichl, Adachl-ku, Tokyo 120, Japan

Business & Technolkegy Centre, Bessemer Dilve, Stevenage, Heris
SG1 20X Tel0438-310155 Fax:0438-310131 E:kestrel @apl.demon.co.uk

203 North LaSalle St., Suite 2100, Ghicago IL 60501 USA
Tel: (312) 558-1342 Fax: {312) 346-9603

CSIA0 Div Atm Res, Private Bag No.1, Mordialloc, Victoria 3195, Australia

Holt Court North, Hepeage Sirest West. Asten Science Park, Birmingham
B7 4AX. Tet: 024-355-5096, Fax; D21-359-0375

Seuth Bank Technopark, 9¢ London Hoad, LONDON SE1 6EN
Tel: 071-822 BB66 Fax: 071.928 1006

Myrile Farm, Winchester Road, Straud, Petersfield, Hants.
Tel 0730-263843

PO Box 138, NY 10185-0002, USA

Alrport House, Purley Way, Croydon, Surrey CRO OXY Tel: 081 781-1812
Fax: 081 781-1999

Computer Sciences Corp, 1100 Wast St, Laurel, Maryland 20707-3587
Tel: +1 (301} 497-2658 Fax: +1 {301) 498-8260 Email;jam@acm.org

& Surrey Heusa, Portsmouth Rd., Camberley, Surrey, GU15 1LB.
Tel: 0276-20789. Fax: 0276-683427. Moblle; 0831-307548

P.O. Box 20023, Park West Finance Station, New York, NY 10025.1510,
U.S.A, Tal: (212)-B84-3078

50 S.Unlon &t., Rochaster NY 14607-1828, L.S.A.
Tel. 716-454-4360. Fax:716-454-5430

Saoliton Associates, 1100 Unlversity Avenua, Rochestar, NY 14607
Emal!: gsd@Ipsalab.tor.sollion.com

Casalla Postale 14343, 00100-Rema Trullo, (taly
Email: marsac @ vnet.lbm.com

991 Creekdale Drive, Clarkston, GAJ0021 USA

Chlitern Houss, High Streat, Chalfont St. Giles, Bucks., HPB 4QH,
Tel: 02407-2027, Fax: 02407-3118

Sykes Systems Inc, 4649 Willens Ave, Woadland Hills, CA 91364-3812
Tal: +1 (818) 222-2759

Sollton Associates Lid, Groot Blankenberg 53, 1082 AC Amsterdam,
Nethartands Tel: +31 20 570 8733 Fax; +31 20 570 B758

PO Box 5061, Cbnlnsk-5, Kaluga Reglen, Russia
Emall:askom @ apl2,0bninsk.su

8 South Straet, Washington, CT 08793, U.S.A. Tel: 203-868-0131

PO Box 210367, Bedford, Texas 76095, USA Tel. (917) 577 D165
Compuserve: 73700,2545

Bax 16181, 5-103 24 Stockholm, Sweden Tel:+46 (8) 96 €9 47

Swiss APL User Group, CH-300%, Bern 1, Switzerland
Email: sl @Hi.unizh.ch

PO Box 1511, Macguarle Centre, NSW 2413, Australla Tel:+61 2 257 5313

PO Box 384, Adalalde St Post Office, Torente Ontarle M5C 245, Canada
Tel: + (416) 532.08043 Emall; mareg @ utcc.utoronto.ca

15 Rue Erlanger, 78016 Paris, France,
Tel: (1) 45-27-20-61, Fax: (1) 45-27-20-74. Telex: 648348F UNIWARE

76 Victorla Rd., Whitshaven, Cumbria, CA2E 6JD, Tel: 0945-632588

Dept of Statistics, Unlversity of YWareick, Coventry, CV4 TAL
Tel: 0203-523369

23 Ketchbrook Lens. ENngton CT 060289, USA. Tet: (203) 872-7806

38




VECTOR Vol.10 No.4

“Calculus” by Kenneth E Iverson

reviewed by Keith Smillie

Iverson, Kenneth E., 1993, Calculus. fverson Software Inc., 33 Major Street,
Toronto M5S 2K9, Canada. 130 pp., $25.00 + 7% GST. (US Dollars)

Anyone visiting a university bookstore cannot help but notice how large,
expensive and even pretentious many of the mathematics texts, and indeed texts
in a variety of other disciplines, have become. At the University of Alberta, for
example, the main text in one of the introductory calculus courses has almost
1100 pages and costs $71.75. Since there is also a 400-page solutions manual
costing $27.65 and a 150-page laboratory manual costing $8.65, a student would
have to spend over one hundred dollars for more than sixteen hundred pages of
material for this one course which would be for many students only one of five
courses being taken in a term. Whether the present-day student receives a fair
return on such a large investment of money, reading time and the physical effort
in handling the texts is of course another matter. (By contrast this reviewer’s first
calculus text was an unassuming, even drab, little book of some four hundred
pages costing less than four dollars although these were immediate postwar
prices.)

The above thoughts have been prompted by an examination of Calculus, Kenneth
Iverson’s latest monograph from Iverson Software Inc., which because of its size,
scope and price stands in sharp contrast to the present-day texts just mentioned.
Its content might best be judged by the following paragraph in the Preface:

The scope is broader than is usual in an introduction, embracing not only the
differential and integral calculus, but also the difference calculus so useful in
approximations, and the partial derivatives and the fractional caleulus usually
met only in advanced courses. Such breadth is achievable in small compas$
not only because of the adoption of informality, but also because of the
executable notation employed. In particular, the array character of the
notation makes possible an elementary treatment of partial derivatives in the
manner used in tensor analysis.

The Preface concludes with the staterment that

The text is paced for a reader familiar with polynomials, matrix preducts,
linear functions, and other notions of elementary algebra; nevertheless, full
definitions of such matters are also provided. The text, then, consists of the
following eight chapters: Introduction, Differential calculus, Vector calculus,
Difference calculus, Fractional calculus, Properties of functions,
Interpretations & applications, and Analysis.
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There is one page of references, and a one-page Language Summary given on the
last page of the text rather than more conveniently on the outside back cover as is
usual with most 151 publications,

The author has written Calenlus in his characteristic terse style which is described
very well by the following sentence beginning at the bottom of the first page of
Chapter 1:

To aveid distractions from the central topic of the calculus, we will introduce
the necessary notation with a minimum of comment, assuming the reader can
grasp the meaning of new notation from conlext, from simple experiments on
the computer, from the language summary in Appendix A, from the
Introduction and Dictionary, or from the study of more elementary texts such
as Arithmetic.

This is followed by two pages of simple examples illustrating some of the main
features of ] and a further two pages of exercises to reinforce these ideas. The
remainder of the chapter consists of an overview of some of the topics to be
developed in the remainder of the text, together with the introduction of a
number of verbs for handling script files, constructing graphs, and defining some
basic mathermnatical concepts such as circular and hyperbolic functions, matrix
products, polynomials and complex numbers.

As would be expected the text makes considerable use of the recently introduced
general derivative adverb D. where u D n is the nth derivative of u, and the
scalar derivative adverb D=. ("0){D.1) such that the expression f D x gives
the derivative of the function f evaluated at x. Iverson also uses the integral or
anti-derivative adverb 1 such that f I x gives the area under the graph of t
from o to x. Whereas the adverb D is a primitive in Version 7 of ], the adverb I is
defined in terms of a sequence of verbs which, for the parameters used for the
examples and exercises, is equivalent to approximating the function by four
groups of a polynomial of order ten. Persons wishing to obtain some idea of the
style and presentation might read the discussion of these two adverbs in the first
eight pages of Chapter 2. As an example of the use of D and 1, consider the verb

N=. (%:@0.@2:)} (%~) AGB~-@-:@x:
for the probability density function of the standard normal distribution. Then
N D 1 which has the value _0.241971 is the value of the first derivative of the
probability density function evaluated one standard unit from the origin, and

N I 1 which is 0.341345 is the area under the standard normal distribution
from the origin out to one standard unit. Also the expression

.1 8.5 8.5 ": (J,.N,"0 (N I)) x
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gives a formatted table of ordinates and areas of the standard normal
distribution for any appropriate list x.

As another example, the verb

ChiSg=. ((Ja{-:@<:@<:@[})*(~B(-@-:@]))} % ((2: ~» -:@[) =
{(t@(<«:e-:@l})))

is the probability density function for the chi-square distribution, and the
expression 108Chisq I 18.3, where 18, 3 is the 5% critical value for the chi-
square distribution with ten degrees of freedom, is ¢.9498391.

At the end of Chapter 4, Difference Calculus, Iverson introduces the verb

w=, _18a % (i. J i. - J)@>:"0Q

for finding the weights required for calculating successive differences, and, for
example, v 3 is equalto _1 3 _3 1, the weights for third differences. Then we
may define the verb

Diff=., ' ; '(>:x.) mp&{vw X.} \ v."'

where mp=. +/ . * is the matrix product, which gives differences of an
arbitrary order, and, for example, the expression 2 Diff A3 1. 8is equal to
6 12 18 24 30 386, the second differences of the cubic function. Finally we may
define the verb

piftTable=.(1,.{],.{.,18diff)@x:}

which gives a three-column table with argument values in the first column, their
squatres in the second column, and the first differences of the squares in the third.
(We might note that one of the programs demonstrated at a conference held at
the University Mathematical Laboratory, Cambridge, in June 1949 to mark the
inauguration of the EDSAC tabulated the positive integers from 1 to 32, and the
squares and first differences. Persons interested in the evolution of programming
languages since that time might compare the flow diagrams and program listings
for the EDSAC program given on pages 395 to 401 of Randell (1975) with the
expression DiffTable>: 1. 32 for the same calculation in J.)

The origin of some of the ideas in the present monograph may be found in the
last chapter of the author’s earlier Arithmetic. Indeed, Iverson states in the Preface
to Calculus that the subject is introduced in the same informal manner as
arithmetic was in the earlier work. However, in this reviewer's opinion, Calculus
is a much more difficult, even formidable, work which may well deter many
readers. Indeed, Tverson’s quite valid comment in the Preface that “introductory
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courses often succeed only in turning students away from mathematics, and
from the many subjects in which the calculus plays a major role” may well apply
to the present monograph. At the APL93 conference Iverson gave a tutorial
“Teaching Calculus” in which he introduced the ideas and many of the details
given in Calculus. The diskette distributed at that time contained a number of
scripts used during the presentation, A careful study of these scripts could be a
most helpful introduction to the present work. After a further study of Calculus,
the reader could then, as the present reviewer has done, have the pleasure of
approaching some old problems in a more general and satisfying manner than
has been previously possible.

References

Iverson, K. E., 1991. Arithmetic, lverson Software Inc., Toronto.
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RECENT MEETINGS

This section of Vector documents all British APL Association meetings, and any
other events of interest to the APL world. If you have recently attended any
gathering which you feel would be interesting to Vector readers, please let the
Editor have a brief note, and we will include it here.

In this issue, we document Donald MclIntyre's | Workshop, Gary Littlejohn’s visit
to the APL centres in Russia, and the February British APL Association meeting.
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J at Greenock

reported by Norman Thomson

On the 1st of March, Donald Mclntyre gave the latest of his justly acclaimed
workshops at the IBM plant education centre in Greenock. The emphasis from
the start was on the various forms of function composition about which more
appears elsewhere in these pages. Version 7 of ] was used, in which caps (I :)
used in a fork provides an alternative to @.

Donald has now assembled a vast library of scripts which illustrate the many
facets of J. These he selects with considerable flair and enthusiasm to construct
individual sessions based on single problems, each of which highlights a
generous variety of what most needs to be understood by the beginner.
Construction of similarity matrices and of Markov chains are two such examples.

Donald also described the evolution and history of J, and the astounding
capacity of the | interpreter to produce interesting results beyond what even its
designer and author conceived — a new interpretation perhaps of artificial
intelligence.

Visit to APL Centres in Russia
November 1993

reported by Gary Littlejohn
Department of Social and Economic Studies, University of Bradford

Tjoined the BAA in 1992, and soon discovered through Vector that APL was also
being used in Russia, and that I had just missed a conference in St. Petersburg.
By emailing Erkki Juvenen, T was able to get email addresses for contacts in
Russia. 1 was interested in this for two reasons: firstly T had a long-standing
interest in what was then the USSR, having written various books and articles
about it; secondly my colleague at Bradford, Gavan Duffy, who had introduced
me lo APL, was working for 6 months of each year in South Africa, contributing
to the construction of a family of models of the South African economy using
Dyalog APL. In Bradford we were also working in ] to build an elementary
demographic model of South Africa, displaying the results in a Geographical
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Informaton System. T was very keen to find out what the Russians were doing in
the field of economic modelling, as well as in other areas.

I received a grant from the British Council for Gavan and me to visit Moscow
and Obninsk to explore the possibilities for collaboration between Bradford and
the APL communities in these cities. However, at the last minute, Gavan was
recalled to South Africa and was unable to accompany me.

Moscow

The Computer Centre of the Russian Academy of Sciences (RAS) is well known
as the place where the original Sputnik calculations were done. It is also where
the game Tetris was invented. T was received extremely warmly, and was
delighted to discover that the approach o economic modelling was
complementary to that being used in South Africa. There is a very real basis for
cooperation, in my opinion. We drew up a draft agreement for funders. 1 was
told that Professor Igor Pospelov and Dr. Andrei Buzin had been prevented from
attending Toronto because of delays in receiving visas, and that they expected to
be at Antwerp.

The experience of modelling goes back about 20 years, and APL seems to have
been used since the late 1970s. The approach to modelling is quite original,
compared to British techniques which tend to rely on a lot of data. In Moscow,
the technique is to do thousands of iterations before deciding on the parameters
of the model, which can then be run with a fair degree of confidence on a
relatively small amount of data. They have a similar philosophy with regard to
the transparency of the model to that held in South Africa, namely that the
assumptions should be as clear as possible and that the model should be used as
a basis for debate on economic policy, rather than function as a black box from
which unchallengeable conclusions are drawn.

They have been modelling structural changes in the economy since long before
Perestroika became a term known in the West. The behaviour of economic agents
is described explicitly, and the macro-economic model is built up from the
“microdescription” of the behaviour of economic agents. The development of
maodels was done in three stages, beginning rather surprisingly with three
models of a market economy. Then a model of a centrally planned economy was
developed. The features of this model were extremely interesting to me since
they indicated problems which Western economists were beginning to detect in
the Soviet economy in the late 1970s. Clearly these problems were being
addressed at that time, at least by these modellers. Was anybody listening? A
model of an economy undergoing radical reform was then constructed,
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apparently late in the period of Perestroika. This predicted the hyperinflation
which occurred two years later under the Gaidar reforms. Such a prediction was
also being made in May 1990 on analytical grounds, without the benefit of a
model, by Professor Hanson of Birmingham, surely one of the best British
economists in the field of the former Soviet Union. I understand that now the
RAS Computer Centre teamn has the chance to obtain more recent data from the
Ministry of the Economy in Russia.

In addition to the models, the other most interesting work consisted of GRAN, a
GRaphical ANalyser, which is an interactive graphical manipulation package,
unlike anything that I had encountered. Tt means that many statistical methods
and well known economic models can be graphically interpreted in an
interactive mode. 1 see it as a useful complement to the APL Statistics Library
work based at Swansea. Most interesting of all to most APL users is the work
being done on a compiler. 1 know that they have had what they call a pre-
compiler for some years, but they have been working on a full compiler.
Realising the significance of this I did my best to make sure that we were not
losing something in translation. We may get a paper on this at Antwerp. 1 have
since received an email communication saying that further progress has been
made on the compiler.

Thope to return to Russia to explore these matters in more detail in future. I also
sincerely hope that they give a paper in Antwerp, since the Vector discussion of
their work at the St. Petersburg conference does not really show how interesting
it is. A final point is that a commercial company is using Dyalog APL to
construct data bases. A discussion of the relative merits of such data bases and
Paradox for Windows was held on the train to Obninsk.

Obninsk

Obninsk was a closed city, with a closed Zone inside the city, until December
1991. The reason is that it was and remains the heart of the Russian nuclear
industry. The world’s first nuclear power station started generating on 27th June
1954. 1 was taken right into the reactor core by Sasha Skomorokhov, who will be
well known to participants at the 5t. Petersburg and Toronto conferences. 1 had
read his Toronto paper on adaptive learning networks, as well as those of other
Russian Toronto participants, most of whom I met in Obninsk. Apart from such
work which can be found in Vector and APL Quote Quad, there is also very
interesting work going on in APL in the fields of Computer Assisted Learning
(CAL), statistics and personality profiling. f found this out when I met staff from
the Obninsk Training Centre.
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This is the main training centre for the Russian nuclear industry, with its own
hotel (where I stayed) and dedicated training building. The Centre is suffering
from the fact that outside agencies now have to purchase their training, and
many are now unable to do so in a situation of hyperinflation. Nevertheless, they
are continuing to work on, for example, CAL material for training nuclear
engineers. I had never seen APL used in this manner before, with moving
diagrams of the flows within a power station. Having just received a detailed
lecture on the design of the first such power station, I was able to follow the logic
of the lessons. The statistics work is unlikely to be discussed at Antwerp, because
the person concerned does not feel sufficiently confident in English. We
discussed the relative merits of SPSS and APL for exploratory data analysis.

The personality profiling for nuclear power station engineers was very
interesting, using a panel method for assessment by colleagues and a member of
the management, which is then analysed using APL statistics programmes and
discussed with the subject. Again, unfortunately, the language barrier makes it
very unlikely that a paper will be presented at Antwerp, despite my attempts to
encourage those concerned to do so. I feel that the work would be of interest to
management in the West, being of quite general applicability, but with
interesting differences from some Western staff appraisal methods, because of its
emphasis on safety. One might see this work and that of Sasha Skomorokhov as
part of a post-Chernobyl attempt to improve safety in the nuclear industry.
While I discussed Chernobyl with Sasha, 1 did not at the time think to link these
aspects of the work in Obninsk.

I also gave a lecture in English at the Atomic Energy Institute (with Sasha
translating, except when I forgot at one point and spoke in Russian, which he
translated into English!)} on current problems in the British economy. T spoke to
various economists and received papers on monetary theory. T also met two Vice
Rectors of the Atomic Energy Institute and signed an agreement on research
collaboration, not only in the area of APL, between it and Bradford.

Conclusion

I am now seeking funds for further research collaberation with both the RAS
Computer Centre and the Obninsk Atomic Energy Institute. Apart from the
extremely interesting work which I encountered, T had an unforgettable time
with a warmth of hospitality that is hard to describe. For that reason alone, I
want to return, but T also feel that the work going on there is very important for
the APL world community. The hyperinflation is having very adverse effects on
the APL work there, and financial support is needed. T hope that a way can be
found to augment the existing fund.

47



VECTOR Vol.10 No.4

British APL Association Meeting
4th February 1994

David Eastwood and Peter Cyrinx, reported by Adrian Smith

Introduction

Two contrasting talks, both interesting! David Eastwood gave us an overview of
the Toronto AFPL Toolkit (now 11 years old, and still going strong) and Peter
Cyriax took us carefully through the steps needed to improve the performance of
large APL systems.

As a reporter (and a member of the Vector working group) I would be very
interested to hear readers” reactions to the following proposition: 1 feel that we
may be rather neglecting the mainframe, because it is old, boring and just
generally part of the scenery. However, what Peter made very clear in his talk is
that, on the mainframe, APL is still unique. It is one of the very few interactive
environments available, it is pretty good at spreadsheets, it does very competent
graphics, it can handle reasonably large amounts of data very quickly, and it is
better than COBOL at doing hard sums (particularly if the sums involve floating
point). If you are stuck on the mainframe (because that is where your data is),
and you want to do any of the above, you will very likely use APL.

Does the mainframe readership of Vector feel alienated by all this Windows and Gui
stuff? 1 think that there’s life in the old dog yet, and we should probably make a
positive effort to get better mainframe coverage. Please let any of us know if you
agree,

The Toronto Toolkit
outlined by David Eastwood

Essentially, this consists of generic VS APL code, freely distributed in electronic
form for more or less every APL you can name. It has been running for 11 years,
originally in book form, and has been available on disk since 1992.

Why use a Toolkit?

Sometimes you just need to cover a gap in the interpreter. If you are used to
ODPBR (delimited blank removal) on AFL.68000, or {J55 (string search) on
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APL*PLUS/PC, and you move to Dyalog ATL (which has neither) you need
functions to fill the holes.

Sometimes you want to do something hard, like subtracting two calendar dates,
which is a problem that has been solved many times before. An old (=reliable)
utility will save you plenty of thinking and testing.

Platform independence has its attractions! Bulletin boards are well clogged with
“how do 1 get this code from here > here?” questions.

It helps to teach you good APL. The people who wrote this stuff knew what they
were at, and knew that it was going into the public domain. They cared about
quality, and clarity, and readability. In answer to the question “where do I learn
about good APL” you can reply “look at the toolkit functions, then copy and
modify”.

Observations

Setup is easy. Everything is (10 independent, so all you need to do is add your
own error trapping and set up one global ACR to tell the functions what your
‘end of line’ character is.

From this point, everything worked, and some of the functions are already out
earning their keep in real systems. Two small points to note (for users of more
modern AFLs) are that there are no ‘default’ left arguments (i.e. no ambivalent
functions), and that your particular APL may support many of the 158 supplied
utilities already, so don't just copy them all!

Some Examples

There is a lot of stuff, so why not use its own ‘workspace browser” code to
explore ...

pONL 3

158 15
5 matacross ONL 3 R to see a columnar 1ist
thax' nl 3 A wildcard list (3 across)
explain 'nl! n documents function 'nl!

You will find lots of handy stuff:

- a function lister which exdents comments and labels to order

+ a global reference finder which tracks down rogue variables which should be
local and aren’t
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- something to put your locals into alphabetical order, and remake your line
labels (if vou like the L10, 1.20 variety)

- something to browse the entire workspace for a string or proper APL name. It
will also replace (but unfortunately it does it within quoted strings) on a
proper namne basis.

- something to show the bracket balance within complex lines of code.

That is just one section of the Toclkit. There is plenty of other geod stuff, for
example the coverage of date conversion is quite comprehensive, allowing you to
work on Julian dates internally (the number of days since 4712BC), find out
when Easter will be in 2025, and so on. It is definitely worth having a copy on
your system, and making sure someone knows about it and can publicise it.

Performance of Large APL Systems
by Peter Cyriax (working at Commercial Union)

What do I mean by a “large system”?

+ many workspaces, many users, so ...

+ no informal method of finding out what is going on any more!

Where do you look to improve performance? Most pecple can optimise a piece
of code, but what should you optimise? A tool like the APL*PLUS compiler is
useless on its own; you need a large range of teels, of which the compiler is only
one.

Background 1o Commercial Union’s Installation

There are two coupled mainframes, each of which consists of &6 CPUs, each rated
at 45 MIFS (approximately equal to a 300MHz PC). Provided the entire cluster is
run below 84% load (which it always is) each APL user has a 300MHz PC
available for his sole use! What he sees is a 3Mbyte workspace, a 4Gbyte local
disk, and an enormous ADABAS database accessed via “hot batch’ using the
“Natural” query language.

Performance, as the user sees it, is dominated by line-speed. Everyone has
enough CPU, so local users (like Peter) see better than ¥ second response, while
remote users out in the branches can be down to 3-10sec when the network is
busy. However in general terms:

“It's not as pretty as a PC, but it is as fast, and for some jobs il’s better”

50




VECTOR Vol.10 No.4

Why Care about Performance?

Two reasons: (1) Cost, (2) Response time. In general, cost is what people on
mainframes care about; PC people are more concerned about response time. So
— the DP charge to the CU Life Department is the thing to attack! Moving out to
PCs is not an option, because the mainframe is where the data is, and the system
is in constant use out in the branches answering real questions like “... if 1
terminate this policy, how much is it worth to me now?”.

Roughly 10% of the total machine load is APL, so there is plenty there to attack!
In round terms, it costs the guy who holds the budget for APL £5M p.a. We look
for 20% improvements in code efficiency — I only wish they'd paid me what I'd
saved them!

Aside — "I believed that it was not possible to write code so badly that it would
affect response time — [ was wrong, it can be done!”

The Tools

There are four subjects you need to address if you want code to go faster:
1. Attitude. You have to CARE!
2. Analysis. The workspaces are too big to browse by eye.
3. Design. If the logic is sufficiently bad, no coding efficiency will help.

4. Coding Techniques. For things which are computationally subtle. For example
to find “*hi*ho* in a big text database. The routine we have will search the
Bible in 1 CPU second — but it ook a week to THINK about it!

First, the correct attitude to optimisation:

+ Don'tdoit

+ Do it tomorrow

« Go for speed

- Correct results? Worry later!

Do one job af a time!

As soon as you start mixing “getting things to go quickly” with “getting them to
run right” — you fail. Keep trying algorithms as long as they come out
somewhere near.

Aside — the rate at which volumes of data are increasing is still outrunning the
increases in CPU power. Typically, when you process data you compare one set
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with another, so the processing time goes up as the square of the data volume.
The true price of resources is still going up.

Next, the analysis tools you will need. In particular we would like to know:

+ which users use the CPU (easy)

- which applications use the CPU. This is much harder, {unless you organise
some Trojan Horses in advance)

- which functions use the CPU (across 200 applications)
- what functions exist in any application

- which lines are doing the damage!

What you are trying to do is construct a pair of graphs:

-~ Users ~-=>
e EE s Gr —umsEE e >
|
| +o——— +
A | How much |
pi | How often |
P o +
s |
!
!
I =-=-=- Functions ---»
| e it >
I |
! Frmm e ——— +
A | CPU used |
P | } in each |
p i R T +
s |
!
|

Remember — if you can hit 1% of the CPU, that’s an ongoing £5,000 ongoing
cost-reduction every year.

Aside — in an insurance business your central operation requires data lifetimes of
20-30-40 years. You must process where the data is!

How do you figure out what to hit (i.e. how do you make those two charts)? It is
impossible without a degree of system and code management which will:

+ record cumulative CPU on entry to and exit from each workspace
+ switch on OMONITOR within applications on demand

+ record which utility funclions are present in each workspace
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- maintain master copies of utilities, which are shipped automatically when
updated. There is an appalling function called G0 in every workspace — it has
nasty names and contains lots of horrid code, but it does the business!

Unless you do these things, you might be able to optimise a workspace; you will
never optimise the whole system.

What can you do about Design? A huge portion of all applications is utility code,
so if we optimise that we can write highly optimal applications without having
to think. Don’t optimise applicaticn code, it is too subject to changes in the
specification.

Optimising Code - the last stage.

- you do need a reliable CPU moniter.
» learn by experience.

+ THINK! You want the biggest element is a big numeric vector; 1+A[4A47]
may look neat, but it will not be fast (why?).

- when you need scalar looping code (which is sometimes unavoidable) get into
some language which is tuned to do this. This is where the APL compiler fits.

- use assembler FASTFNS if you have them, but hide them in your own
utilities and make sure everyone is using them.

Some Examples

Here are five systems which have been attacked at various times over the years:

1. PTP — which writes a few letters. Finding out what to attack!

2. "unnamed” to protect the guilty. The design was so bad that it had to be
rebuilt.

3. IPSZ, a utility to take a long list of +ve numbers and break them into clumps
such than none exceeds a given value. A classic use of this is wrapping text
into a given page width. Just what you need a compiler for.

4. Making a useful [IF'T for column matrices.

5. Various methods of reading files, particularly the variable-length kind.

First, let's look at PTP. The first thing to do was to uncompile it and run it again.
The system as a whole remained balanced, but the CPU increased by 65%. This
was interesting because the data velumes were small, and typically the compiler
roughly halves CPU. Was it GDDM? This came out at 30ms per screen access,
and GDDM calls accounted for only 25% of this — not a major issue. Now let's
look at print generation — aha! 3 seconds of CPU to run 3 pages — appalling!
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With some serious work this should improve at least 10 times, so now we know
where we should concentrate our efforts.

Now let's take a look at “unnamed”. This runs around 900 times a year. Up to
June it averaged 13cpu sec per run; from August it is down to 2.5 sec and disk
1/0 is also down by a factor of 4 — so what was it doing!

tocemmm—————— +
| Big }

{ Flat | o»e>s > Component file
i Flle | =>

e T +

Basically, it submitted a batch extract and split out 50 fields into 50 separate file
components, with some selection and ordering as it went. As originally written it
read the flat file 50 times, compressing and indexing using the same criteria at
each pass. With a little cunning and a scratch file, you compress and index once
only, and {more to the point) read the original data once only!

Aside — you really would not believe what end-users get up to!! There was no
spec (OK, we're used to that), and the logic was uniformly distributed across the
functions! In the end we synthesised a new structure from the code, and when
we had finished over 90% of the code had simply vanished!

Text wrapping with TPSZ. This is quite a simple loop: chop off what fits, write a
line, chop off what fits, write a line ... etc. All the sensible APL algorithms are of
the n2 variety, so here is a great opportunity for the compiler. However you do
need to do lots of horrid things to your code to keep the compiler happy:

N«'tppL A Force N to be (clearly) scalar

5+ 1 n Unnecessary initialisation outside the main loop
R«Np ... A Alvays prebuild result
Loop:

R{I+ ... A Use indexed assignment into result
End:

R<ItR A ... and clip it at the end!

However, the resulting function does still look quite like APL, and it is a damn
sight easier for an APL person to do this than to rewrite functions in C (and then
work out how to call them!).

Data validation with QUADFI. This executes character matrices on the
assumption that there is one number per row. It is a little more expensive than
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OFI, but does more work, as it correctly handles blank rows and other gunk in
the data. A useful trick:

Be—~1' MAPTOTA CHMAT
CHMAT«+B#CHMAT A Finds blank rows rast

... and only do the O¥T where the data is legitimate.

Finally, reading IBM files. Some of the tricks are old chestnuts, but just in case
you don’t know about RECFM=U, I'd better tell you!

The obvious leop: “open OSV0, read, check, read, check ... close” is SLOW,
horribly slow, so what can you do? Well, checking the control variable takes the
same time as reading the data variable, so don’t do it (after the first time}. As far
as anyone can tell, the time to read a record is totally independent of record size,
so read blocks (up to 32K bytes) instead of 80-byte records and you get an
immediate 400-fold reduction in CPU time. Oddly, this is what the TSO file AP
does if you tell it you don’t know what your record format is — so do that and
just trim the tail and reshape afterwards ('cos you knew that they were really 80-
bytes, didn’t you!)

The fun starts if you have variable-length records! We gave up (wrongly) on
these for a long time, then someone built a little sample file, pulled it into APL
and examined it carefully. Tt turns out that there is a 4-byte length counter
embedded at the start of each record, so you can just grab the whole file (as
above) and chain down the records. Clearly, there is no way of doing this in
parallel, but it works very well with compiled code — and saves us £1,000 per
week in CPU costs.

Reprise
Attitude (you have to care), analysis (you need to know where to look), design

(don't even try to optimise if the structure is too bad), and coding techniques
(exploit the compiler if you have it).

If you do this intelligently and thoroughly, a year-on-year reduction of 20% in
the CPU cost of current systems is quite within your grasp.
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(GENERAL ARTICLES

This section of Vector is intended for articles about the applications of APL, and
non-technical (i.e. having a minimal content of actual program code) material
about the development of the language.

In this issue, we have a plea from Kromberg and Gfeller for standardisation in
the APL environment, and a proposal from Smith and Pearson which at least
offers some hope that access to the Windows GUI can be common across all
major APLs.

We also have two applications: the paper from Sylvia Camacho addresses the
tricky problem of finding matches in a database of names, given mis-spelled or
confused information; the paper from Thomas Olsen is a complete example of a
Windows application programmed in J.

Finally, George MacLeod explores the limitations of Windows as a high-quality
graphics engine, and suggests some solutions.
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Standardization Beyond the Language

by Martin Gfeller and Morten Kromberg
mgf@rmx.risk.reuter.de / insimkr@u ts.uni-c.dk

Introduction

As APL professionals working with several APL and non-AFPL systems, we have
become increasingly frustrated by the Jack of standardization in some ancillary
areas of the APL language and system. This lack of standardization leads to
duplication of human effort and computer resources, sometimes to the point
where more standard non-APL solutions become more feasible, despite APL
being inherently easier for the task.

Standardization should increase the portability and inter-operability between
different APLs, and between APL and non-APL software. The areas to
standardize concern language pragmatics, rather than language fundamentals.
Hence, they should be easier to standardize, since fewer design beliefs are
involved.

While APL should adopt common industry standards established in its
environment, there are two broad APL-specific areas that need special
consideration: character set issues and array representation.

Character Set Issues

APL's use of special glyphs is an asset, but carries quite a high cost.
Standardization attempts to minimize this cost.

Character Set Encoding

Different APL products use different ways of superimposing the APL character
set onto the operating system’s character set. A standard mapping would allow
easy exchange of APL text files and fonts, as well as easier mixing and matching
of language systems with session managers and user interfaces.

Three distinct mapping schemes are needed, according to the width of the
underlying system’s character representation. The most important character sets
of different width are 7-bit ASCII, 8-bit ASCII, and Unicode.
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+ 7-bit ASCIL 128 character positions cannot accommodate alphabets,
nurmerals, punctuation, control characters, and the APL glyphs. APL uses
overstriking to solve the problem, and represents the second alphabet by
overstriking the first with the underbar character. It also discards some ASCII
characters not used in APL. Fortunately, this encoding has been standardized,
and hence most APL terminals or terminal emulators are usable with most
ASCII based APL systems. The industry standard is called APL-ASCII
Typewriter-Pairing [ISO 86, in annex].

- 8-bit ASCII. With 256 characters, all APL glyphs could be represented, in
addition to all standard 7-bit ASCII characters. However, 8-bit ASCII was not
invented for the benefit of APL; and most of the 128 additional positions have
been used for additional European language glyphs, and for various useful
symbols (such as smiling faces).

APL vendors superimposed their character set on 8-bit ASCII by removing
some ASCII glyphs. Some vendors occupied parts of the first 32 positions,
which are defined to control devices. While this is acceptable on PCs, it makes
handling of asynchronous devices difficult. Even more severely, most vendors
implemented a different mapping scheme. This makes the transfer of APL text
and the exchange of tools very difficult. For example, each APL product
generally requires its own screen and printer font (plus different fonts for each
printer type).

+ Unicode, Multi-byte schemes such as Unicode (UCS-2 in [SO 10646) with
more than 65000 positions allow the representation of all APL glyphs,
including overstrikes used in any system, without affecting other character
positions. The Unicode standard [Unicode 91] contains all the APL characters,
but products must become available to support it. An implementation for
APL2 is proposed by [Brown 93], which alse discusses many considerations
and trade-offs related to these issues. Basically, the 8-bit ASCII character set
should be a defined subsequence of Unicode, including all ASCII characters
and APL glyphs. Conversion between 8-bit (short) characters and 16-bit
(Unicode) characters must be handled automatically by the interpreters.

Action Points

A standard for APL representation in 8-bit ASCII is most urgently needed.
Vendors should incorporate the standard, and provide migration tools toward it.
The standard should be defined by designating a subsequence of Unicode with
256 distinct elements.

APL products implementing Unicode are required for Unicode to unleash its
potential benefit to APL.
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Keyboard

The variety of APL keyboards is bewildering. Some differences stem from the
requirements of the underlying operating system (such as Windows reserving
the use of the Alt-key to invoke menus), but some are plainly unnecessary.

The keyboard issue is largely independent from the character set encoding, but is
complicated by different national keyboard layouts. We suggest that
standardization should begin with the US keyboard, and national APL user
groups should transform the US APL keyboard to their national layout. To allow
this, the APL keyboard handlers must be flexible encugh to handle problems like
“dead keys”; table driven finite state translators fit this requirement.

The primary requirement for APL keyboard design is to leave the ASCIH
keyboard undisturbed. This means that all keys issue their standard glyphs, and
APL glyphs are only generated with otherwise unassigned key states (Ctrl,
Shift+Ctrl under Windows). Since all keys retain their default behaviour in the
unmodified and shifted state, the alphabetics map to minuscule and majuscules.
Since APL names should be enterable easily, without using Caps-Lock, this leads
naturally to the union character sef convention |Gfeller 86].

Action Points

Design a standard US ASCII APL keyboard that works with Windows. Let
national APL user groups adapt the keyboard to the layouts of their countries.

Human-readable Keywords for ASCII

There will aiways be devices that cannot be used to enter or display APL glyphs.
While they might not be used for extensive APL programming, there is no reason
for not making them available for APL use. The most common solution for this
problem is keywords, but again, there is a large variety of keyword schemes, and
none of them is popular across APL implementations.

Keyword schemes should be designed for human readability. They do not need
to mimic the terseness of symbols, because the result is often cryptic. They
should be easy to remember or discover, because many users will resort to them
infrequently, when no APL device is available. Longer words can be more
descriptive and may be easier to remember; on input, they could be abbreviated
as long as they remain unique.

Keywords should map one-to-one to glyphs; adoption of different keywords for
monadic and dyadic use involves syntax analysis and makes the transliteration
too complex.
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Action Points

Standardize on a simple, readable keyword scheme, and adopt it in all language
implementations.

Array and Code Representation

APL workspaces, functions, and arrays are more structured than objects in many
other languages in that they cannot be represented as simple text files.

Workspaces need a static representation for transfers between systems, whereas
arrays need a representation for dynamic exchange between processes.

WSIS Transfer Standard

A Workspace Interchange Standard (WSIS1) exists as an annex of the ISO Standard
APL [150 86]. Tt does not extend to derived functions and user defined operators
(nor to APL2 or SHARP APL packages), and it is not widely supported.

An extended WSIS should be defined, encompassing at least nested arrays and
user-defined operators. Precise rules on how the various dialects should import
border-case nested arrays (transferring enclosed scalars from a grounded to a
floating system) should be defined.

The WSIS standard should be based on the standardized 8-bit ASCII character
set encoding, so a complex translate table mechanism will not be necessary (since
the representation is static, it can always be passed through suitable reversible
utilities such as uuencode to convert to a 7-bit or any other desired encoding).

Action Points

Create an updated WSIS. All vendors should support it. A test workspace in
WSIS should be provided for vendor conformance testing.

DDE/OLE Interchange Formats

DDE (Dynamic Data Exchange) and OLE 2.0 (Object Linking and Embedding) are
Windows standards for inter-application communication. Other standards exist
or are emerging in other operating system frameworks, but many representation
issues are common amongst them. (XDR is an important representation
description standard in the UNIX environment; it is used to describe RPC
parameters. OMG’s CORBA IDL is a new standard to describe objects.)
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There are DDE and OLE format conventions for common structures such as bit
maps, text strings and spreadsheet cells, but not for multi-dimensional nested
arrays. Such a format would be useful for communication between APLs of
different vendors, between APL and ancillary services (e.g. session managers,
network shared variable processors, or array editors), or between APL and other
applications using array structures.

There are two kinds of formats, a native format and a presentation format. The
presenlation format is a text representation of the information, and is equivalent
to APL’s display form. The native format is useful for further internal processing,
and can be used to exchange arrays between processes that understand their
structure.

Both formats should be standardized. The deseriptor part of the format (the
“header”) must not make use of APL glyphs. The array contents may be
character data based on standard 8-bit ASCII or Unicode, as indicated by a flag in
the descriptor.

Action Points

APL array DDE/OLE native and presentation formats should be defined. APL
implementations under Windows should make them available through their
respective interprocess communication mechanisms (Shared Variables, native
function calls}.

Foreign Function Descriptor Format

Many APL interpreters are able to call functions written in another language.
Often, this facility is implemented by an APL system function (Ona) that
associates an APL function with a description of a foreign function. However, the
format used to describe the foreign function (its signature; e.g. parameters and
their types) varies between dialects. The descriptor format should be
standardized, and a format that can be automatically generated from C and Ci+
header files should be preferred.

Foreign functions may need to access APL workspace structures; however, this is
an area that realistically cannot be standardized due to the different internal
formats of workspaces for different interpreters and architectures. Portable
applications should instead use the inter-application communication methods
described above to access data in foreign APL workspaces.
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Action Points

Create a standard descriptor format for foreign functions. Build tools to
transform C and C++ header files into this format.

Martin Gfeller Morten Kromberg
Reuters SA Insight Systems ApS
Risk Management Software Nordre Strandvej 119a
Kleinstrasse 6 DK-3150 Hellebak
CH-8008 Ziirich Denmark
Switzerland
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A Common Approach to the Windows GUI

proposed by Adrian Smith and Duncan Pearson

Abstract

This is the first of a set of three papers which together outline a common
approach to programming the Windows User Interface from APL. The base
utility set is now complete for Dyalog APL, and will quickly be ported to
APL*PLUS I1I now that we have a beta-release of the interpreter. This will be
freely available at no charge (other than handling and postage) from APL-385 or
the British APL Association.

This paper covers the background, specifically:

+ why we feel that a common approach to GUI development is a good {(indeed
necessary) thing for APL.

+ the philosophy behind the design, particularly the idea that what you see and
manipulate on the screen is simply the visible manifestation of some APL
variable.

» some of the pretty things you can do, and some idea of how fast it is to do
them in this environment.

The second paper will be a detailed technical walk-through of the code that
forms this basis layer. All the major functions will be listed and discussed, and
the commonality of approach across Dyalog and PLUS 111 will be highlighted.

The third paper will focus on two particular features of the environment:
printing and high-quality graphics. It will also introduce the ‘developers’ kit’ for
use by any skilled APLer in producing (and maybe even selling) objects which
go far beyond the base functions shown in today’s proposal.

Why a Common Approach?

The basic answer is very simple — because it greatly increases the life-expectancy
of your APL code. At Rowntree, we have always built our mainframe systems on
a layered set of utilities; screen handling went through FSM from the early days
of AP124. This allowed us a simple migration to AP126 and GDDM (and hence
we could exploit colour and graphics) while the Nestlé systems which we have
recently inherited are still firmly stuck on AP124 and look old and cranky by
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comparisen. The FSM approach transferred easily to the APL*PLUS/PC
environment, and allowed us to train new graduates on a single set of utilities,
regardless of the platform they were working on. This not only reduces training,
costs, but it allows the OR manager far greater flexibility in deciding who can go
on holiday when! In the end, it is things like this which determine whether an
old system lives on, or whether the business cannot face the cost of a rewrite, and
reluctantly abandons something useful.

There is an important, indeed crucial, difference between the simplistic ‘cover
function’ approach taken by the consultants who built the Nestlé systems, and a
true platform-independent layer which is designed from the outset to be
portable. Simply hiding all your []SV0 calls under 1-line utilities may make you
feel better, but it takes you nowhere. You are still structurally tied to one
particular way of (in this example) writing data to the screen. You may just move
your code to another mainframe system (AP124 to AP126, say) which is closely
related, but you will never move it to a Vax or a PC which handles the display in
a fundamentally different way.

Of course there is another (usually unspoken) reason to make sure your code is
portable: the vendor from whom you bought your interpreter might either go out
of business, or might just decide not to bother with APL any more. If T was
dependant on Vax APL, or even APL2/PC I would be seriously concerned that
both Digital and IBM have bigger fish to fry, and I might without any warning
get ‘stabilised’ and eventually de-supported. Both Manugistics and Dyadic are
small companies, and one or both might simply curl up and die sometime over
the next 10-20 years. T am proud of the fact that [ still have code running with
1982 timestamps on it — can I rely on both of the above still to be there in 2006?
The odds of at least one of them being there are very considerably higher, but
which one?!

However, portability isn’t just about paranoia! If you build your utility set from
the perspective of what the application needs, rather than what the subsystem
provides, you just get a much better utility set. The Visual Basic design toolkit [1]
is a classic example of how not to do it — it simply offers you everything
Windows has thought to provide, and it is your problem to work out which of
the multifarious elements you must combine to make a sensible application.
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The first thing I found I was doing in APL was making something which looked
like this:

name+'Adrain Smith’
Gui_call samplel R A utility fn to call 'samplez’

Sample 1
%

name
Adrian Smith

The text field is just the wvisible manifestation of a variable! If that variable should
change for any reason, the visible text will automatically update to show the new
value. If I make a change to the visible text, as soon as I quit the field, the
variable is assigned to match what I can see on the screen, and any other objects
which might happen to be linked to it get updated automatically and immediately.

How many cbjects can you see? Including the form itself, I can see four:

» asimple form with a caption of “Sample 17
» an OK thing (no caption needed here) which will close it
» a Cancel thing (ditio) which will abandon it

+ atext thing, with a caption of “Name...” where 1 can type something. In this
example, it has been linked to the APL variable name.

More or less every dialog box will have some combination of OK, Cancel, Close,
so I should be able to add one of these to my form, and it should already know
how to behave (e.g. OK should close its form, and return 1 to whatever called it
up). Virtually every edit field has a caption, and I generally want it just above,
left aligned. I have spent enough frustrated minutes watching our PowerBuilder
developers trying to line up their labels with their edits to realise that there had
to be a better way!
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I want a matrix object, which will take an array of numbers, sling it on the screen,
let me type all over it, and ensure I get something sensible back! And so on, and
S0 o1,

numbers+23 12p11000
Gui_call testmat

Matrix Editer Example

numbers
1 2 123 5
13 1y 15 186 va. €@teo.

This is APL after alll Windows offers you one or two quite good vector controls
(like the list box) but is quite hopeless at arrays.

To summarise: a common approach should give you two things: insurance
against future change, and a development platform that started life with the APL
application developer in mind. How well Duncan and I have achieved that goal,
itis up to you to judge.
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Design Philosophy: 1 - Direct Manipulation

The first thing we must do here is to acknowledge our joint debt to lan Clark. We
first saw APLombl[2] at an APL vendor forum just a year ago, and independently
came to the conclusion that, if there was a right way to do it, this was it.

The key concept to grasp is that what lan offers is direct manipulation of APL
variables by the Windows objects. By this, I don’t mean fancy stuff like dragging
lorries across the map to move goods from factory to depot (although it does this
too), but much more mundane things like editing text and setting numbers to
values.

Now look at this:

cooktime«Zz0
gasmark«y
Gui_call samplez

Sample 2 ! = Sample 2 N

ok 3o P}

kS ”7.:‘1—20;5 *

i)

TR R TETTT I TR,

... dragging the scroll bar changes the number to its right; typing over the
number shifts the scroll. I can spin the cooking time {in 5-minutes units} or just
type it in. When I close the form:

cooktime gasmark
30 7

The example above nicely illustrates our first design objective: it requires
absclutely no APL code, and it took me less than 3 minutes to make it, test it,
and copy it from APL to the printed page. I simply assigned the variables (as
above), drew the form, added a ‘Close’ thing, a ‘Spin’ thing, a ‘Parameter Bar’
thing and a ‘Number’ thing, linked the spinner with cookt ime and the other
two with gasmark, and ran it. Naturally it worked first time, because there was
almost nothing to go wrong!
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Design Philosophy: 2 — Forms follow Functions

What we mean is that we like the way APL functions call other functions {(with
arguments) and get results back. We also like the way functions can have local
variables. In short, a function can behave strictly as a black box, and execute with
no side effects in the workspace. This makes for reliable applications, easy
maintenance, and facilitates the evolutionary design process that is one of the
great strengths of APL, Something a bit like this ...

[+'Adrain Smith' Gui _call samplel
Adrian Smith

The form definition is held in matrix
samplel. Itis called with ‘Adrain Smith’
as fits argument by utility function
| Gui_ call, which returns the corrected
{ value ... assuming ] typed correctly and hit
the OK button.

The form keeps a local copy of the original text so that if I type incorrectly and hit
<Cancel> it can return the original value. In the old days, I would have made a
simple function such as:

vV new+fix name
[1] mew+name
[2]) rame«input 'Enter new name’
[3]1 =(pname}+0
(4] new«name
v

My form is really just another way of achieving the same ends: it takes the old
name as argument, copies it (so we can cancel), and returns what you did. To do
something as simple as this, I should not require a function as well as a form! All
normal APL rules apply, so that if you have a button on a form which makes
another form, it can pass arguments and get results in just the same way. Code
executing from the child form can see (and modify) local variables defined by its
parent, and so on down to the globals in the workspace.

To summarise: we like the APL approach to functions, arguments and results
because it lets us build complex systems from simple {tested) components with
no unexpected side effects. We want the same behaviour from our Windows
systems, which may be a lot more complex than anything we have yet built.

69



VECTOR Vol.10 No.4

Design Philosophy: 3 ~ Events Trigger Actions

This idea follows on quite logically from the way we always used to program our
old mainframe systems! How many of you have written code like this ...

Wait:PF+GDDMAWAIT
~(Add,belete,Save,Error)[1 2 31PF]
Add: do this ¢ -+Wait

Delete: do that o =Walt

Save: Savelit ¢ -=Done
Error:sGDDMABEEP o +Wait

The only “events” you needed to handle were 12 Pfkeys, <Clear> and <Enter>,
so a simple multi-way branch was fine. Under Windows, life is far richer, but
potentially far more complex. Trying to write similar code which unscrambles
the results of a “wait’ {in Dyalog this is a JD@ '. ') results in an enormous and
unreadable main function, which could easily run to several hundred lines [3].
The alternative is to specify, for each object in your dialogue box, a table of
events that interest you, and the APL code to be executed when each of them
occurs. Here is samp 1 e 1 again, slightly modified to illustrate the idea:

Sample 14 Bl You can guess what happened when I hit

: the ‘Flip’ button! Well, buttons only report
| a couple of interesting events, and in this
case all we want to hear about is a ‘Select’.
The dialogue-box defines an entry which
| flips name, and also lets the edit field
know that its linked variable has changed.

show samplela

Ty|Caption Pos Size Sty |Ref|Data|Zisten |Event-Action Table

FM|Sample 1A|320 156|120 272|{Dbx}

TX|&Name ... |44 20 25 136 name

AC|&F1lip b4 188 |z8 72 { ¥

ISI]name+¢name|{name}|
EN|OK 84 20 z8 72
QTiCancel 84 104 |28 72

Once again, no programming is needed, or at least you could say that the
dialogue-box is the program!
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Design Philosophy: 4 — We Define the Objects that WE Need

When I say “we define” what [ really mean is “Microsoft did not get everything
right”. Nearly every Gui-builder package that we have seen slavishly follows the
Microsoft lead and has three sorts of buttons, but functionally there is almest no
similarity between ‘Push’ buttons, ‘Check’ buttons and ‘Radio’ buttons. Here is
what might be useful to an application builder:

Sample 3 The ‘Push’ button is the same as the
Windows kind ... it reports a ‘Select’ event
when pressed, and I should execute a
piece of code. Easy.

The ‘Check’ is typically linked to a boolean
scalar. They rarely trigger actions, so have
very little to do with the first kind.

Radio buttons only make sense in groups, so why not just make a ‘Radio Group’
object which is linked to two variables: an option vector ('First' 'Second!
"Third* in this case) and an integer which tells it which one is selected (2 in
this case). Quite soon, you run out of screen space, but this is no problem, as you
simply switch from a radio-button group to a ‘drop-list’. In the same way, you
quickly find that the closest relative of a check-box group (like a multi-select
radio-group) is actually a list:

Sample 4 Both of these objects naturally link to
' ; {i the same type of data: a vector of
names to choose from and a vector of
integers (1 3 in this case) which marks
the picked elements. It is simple for the
programmer to choose the most
appropriate way of representing the
data — without making any changes to
his APL code.

We could go on — Windows offers you an apparently innocuous choice between
‘single’ and ‘multiline’ edit fields, yet there is a difference in kind between
simple text entry (such as I used a few pages back) and a ‘notepad’ which is a full
scale word-wrapping editor, and naturally watches a vector of text vectors! Let’s
make a collection of objects sensibly classified by what they do, and the kind of
data they watch:
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Just to give you a flavour (the appendix lists the full range of objects) here is a
screen-shot of our designer, offering to add an item from its range of ‘texts”:

OK Butt

Cancel Button

o

Close Button

Buttons

Text objects_

Selectors
Decorati

Label
Text entry

Special

| quumn ]

Numeric Field
DateEdit

Text Annotation
Spin Box

@

The designer does the obvious things - you can add and delete objects, drag
them around, stretch them and shrink them and snap them to the grid of your
choosing. It also does some less obvious things, like anchoring objects to a given
edge (so you can stick your “Close’ button to the bottom right corner) or to the
height/width of the form (so your notepads grow when the user resizes the
form). It is good at aligning, cloning, framing, and just generally making the
finished product look professional, all with the minimum of effort!

Here is the dialogue box it drew:

show samplez

Ty|Caption Pos Size Sty Ref Data Listen E.4.T.|Id
FM|Sample 2 320 156|112 272 {Dbx}
5P|&Cooking time:|12 108 [z5 51 {side} cookt ime
P4 |&Gas mark 76 8 Z4 196 ({ } |1 9|gasmark
sozmact ]3]
M 76 212 J2u ug gasmark
premec]]
CL|&8Close 12 192 |28 72
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One final example, which is really just showing off:

e Bit s and

Simple Bitmap Viewe

Surfav Flot

Have a lock at the object table in the Appendix, and see how many of these you
can identify. I suppose I should repeat (because [ still find it hard to believe) that
this entire screen requires almost no code, other than schoolboy APL such as
bits+¢bits which is what the << Flip >> button does when you hit it. Fancy
stuff (like the recessed label which tracks the colour value as the mouse moves
over the bitmap) was almost too easy; note the ‘Mouse-Move’ action which sets a
local variable to the row/column position of the mouse (in a co-ordinate system
which matches the bits in the bitmap). All the label needs to do is link to a simple
expression which reports these numbers, and the (ccoord)=abeach.

DISP dbx_pshklsel; 1l 2 9] n Selected abjects only!

FM Bitmaps and Chartsg;chr;cell
CR|cht+1 o cell«1 11{)_!

BxiSimple Bitmap Viewer
[HM]CEII-—LH(S 4] aw is the message i{ceﬂ)i

AC|<s Flip »»
Is.l:l Abeacbﬁonbeacbl {abeack} I

AC|EBrawse
I.Sl:ltmp-[lrr:[a] scsvtanr axpgx,scht o ted a:mpnl{)l
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A Practical Example: Building Windows Help Files

Just as a way of rounding this off, here are a couple of screens from a genuinely
useful application that took all of a Saturday morning to build:

APL Helpmaker - CADATA\HLPANEW

Introdection

Romance

Catalan

Egyptian

Coptic

Language :
Lingulstics Linguist |3
Latin Latln B

demaonstrates beyond doubt the utter superiority of
APL in constructing Windows-friiendly systems. it

uses text from Encarta to demonstrate how easy it
is to construct a simple, yet eflactive, help system.

I finally got sick of trying to make help files in Winword (keeping track of the
jumps quickly covers your screen in Post-It notes) and spent a couple of hours
understanding what it actually wrote to that .RTF file. Then [ made a Ilittle
function to convert APL data to .RTF (easy) and I thought a little about how I
wanted my help files organised. Then I got hacking. The screen above shows the
overall structure of the help system ... you can add, remove, rename and group
topics. Here is the Contents page it made for me:

E Adrian's Language Lessons ﬂﬁ
Elle Edit Bookmark Help
ontenis] Search | “h‘Eﬂg"]fﬁfmﬁ"

|

Contents

This is a really useful application which demonstrates beyand doubt the utter K
superiotity of APL in constructing Windows-friendly systems. It uses text from Encarta |
to demonstrate how easy it is 1o construct a simple, yet effective, help system. E

Western European Languages
A General Intzoduction

Romance Langu

Other Languages

The Enyplian Language
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Double-click on a topic in the APL Helpmaker and:

g Topic - Egyplian
et ] e,

\{bml egypt hrnp\} i\seaps \fs25 gyptian} L{\scaps \f528 anguage] 1anguage nf Egypi frum
ancient times until about the 14th century ad. The sole mamber of the Egygtian subfamily (S ®

.. the funny stuff in the text is what you need to put there to make your RTF turm
into a nice help file! It was all inserted for me by the buttons above and below.

Run the output from this through the SDK help compiler, hit Egypt, or search for
‘Egypt’ or ‘Semilic’ and hey presto:

'_, AFrA anguage F 0
Fite Edit Bookmark Help
‘odnis ] Sumrch 17 Haok =) Tisiory il e

The Egyptian Language

EGYPTIAN LANGUAGE, language of Egypt from
ancient times until about the 14th century ad.
The sole member of the Egyptian subfamily of
the Hamito-Semitic languages, Egyptian has a f
longer recorded history - almast 5000 years -
than any other language. As in other
Hamito-Semitic languages, words in Egyptian
tend to be formed from roots typically
consisting of three consonants; the basic
meaning of the root is altered by different vowel
. patterns. Egyptian verbs, however, developed
forms and syntax that vary markedly from
verbs in the other Hamito-Semitic subfamilies.
Spoken and literary Egyptian differs
considerably. Mast of the formal inscriptions
on tombs, temples, pillars, and statues were written in an archaic style, and
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What does this tell us about GUI design? The fact that I built the guts of itin a
day (and I am slowing down, unlike Duncan) says a lot for the ergonomics of the
designer, and for the choice of objects in that list a few pages on. The fact that it
virtually all worked first time (once the typos were cleared) and has been utterly
reliable during some pretty tough use, suggests that the basic idea of objects
which watch data and trigger actions is the right way to build things.

What else might be important? Perhaps it runs a touch slower than the same
screen built in raw OWC, but I would never have built something that looked that
good in a week, never mind a morning. For simple dialogues, I can honestly say
that speed is not an issue, and that is running on my dear old P5/2-70 at work,
not my super-whizzo Elonex at home!

Coming in Next Issue

How it all works. The dialogue-box matrix defined in detail, and every nut and
bolt of the object-prototype matrix laid out before you! The mechanics of
localisation, and a blow-by-blow account of exactly what happens when you
change a value on a form over here, and the same variable is linked to three other
things on another form over there!

Yes, it was hard going, but it feels like the best APL environunent we have ever
had, and it may just give us a fair run against the Visual Basics and Power-
Builders which all claim to do this sort of thing, then let you down badly when
the going gets tough.
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Appendix: the Object Catalogue at 18th March 1994

Id

™
AU
EN
QT
AC
CL
vC
SB
PB
LB

AN
TX

NM
DT
SP
NP
YN
GR
CK
LS

8L
cB
oc
PA
IG

BM
AT
PS
BK
Pl

Gv
PL
MA

Description
Parent Form
Roll-up toolbox

OK Butten

Cancel Button
Action Button
Close Button

VCR Buttons

Scroll Bar

Piclure Butten
Label

Text Annotation
Text entry

Numeric Fleld
DateEdit

Spin Box

Notepad

Yes/No choice
Radio Button Group
Check Box Group
List Box

Crop-down Selection
Comba selector
Drop-edit Combo
Parameter Bar

lcon Holder

Bitmap Holder
Artistic Text
PostScript Graphics
Backeloth

Progress Bar
Grooved Rectangle
Plinth or Recess
Matrix

Primary Data

lcon (bits amay or 'file’)

Bitmap backclotk {file name)
{unused)
{unused)

Bitmap fo placa on bution
{unused)

Current index

Thumb (integer 1..max)

Bits array or ‘bitmap file'

Label value

Panel centents

Text variable

Daia {single number)

Data variabie {integer date}

Data {number, or index to Iist)

Data (vector of text vectors)

Data (boolean singlston)

Data (sefected indices)

Data (picked values)

Data (selected values)

Data {Index}

Data (text)

Data {text)

Data {rumber}

Bits or 'fila name’

Bits or file name'

Text to show

Data to draw {PostSeript code)

Bits aay

Progress to date {current,max)

Depth {negatives give ridges)

Depth (negatives give plinths)

Numeric matrix

Reference Data
Menu structure
{unused)
(unused)
{unused)
{unused)
{unused}
Reference list to step through
Range, step, large step
{unused)
{unused)
(unused)
Format {’XXXX' is w/c 4 long}
Format Picturs {e.g. 'ZZ9.99'}
(unused)
Increment or Reference List
{unused)
{unused)
Reference List {button labels)
List {butten labels)
List (listbox contents)
List {drap-down contents)
Reference List (alphabetic)
Referenca List (alphabetic)
Reference (min,max)...
{unused)
{unused)
Fent Spacification
{unused)
Placement (Tile,Stretch)
{unused)
{unused)
{unused)
Format (as APL tharn, default is 8 2)

This is the most readable part (columns 1,2,10) of our class table, which is used
by the designer to prompt for data, make Cue-cards and offer the choice of
objects shown on the previous page. The rest of this table has the code to make
them, update what you see on the screen, and retrieve what you typed, or
clicked or dragged. This is what we shall be locking at in the next issue!
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What's in a Name?
by Sylvia Camacho

The problem of finding a record by name is familiar to anyone who has set up a
system to manage a membership or a customer list. Names are not unique and
are often misheard and mis-spelled. Finding the first match and then presenting,
successive recotds to allow a choice to be made on the basis of the other details is
an easy way to handle common names but the onus is on the keyboard operator
to get the name exactly right and to crosscheck with other details until
completely satisfied that a match has been found. T am sure mine is not the only
family with several members having accounts at the same branch of a bank to
have found we are paying each others’ standing orders.

A more challenging case is to find a record which is believed to be in the
database but an exact match for the supposed name cannot be found. The
member or customer may not be on hand, may not speak good English or may
not have legible handwriting. In such circumstances the operator could make
successive guesses or try to set up a search on another field for which some
details are known like address or post code. Even better would be to be given a
list of near matches.

I found myself in need of some such retrieval functions recently when setting up
a customer database for a shop selling TV and white goods on hire purchase or
rental. Many customers do not know their account number and a facility to enter
the first few characters of their surname and retrieve a list of near matches allows
a quick response. The database holds the list of names as a matrix and uses it for
sorting before printing. I decided, therefore, to use the sort matrix to control the
sequence in which records would be put to the screen according to the "goodness
of fit" of the matrix name to the name input, which might be only the first few
characters.

My first attempt was the function mat ch below which compares the key input
with the same number of columns down the matrix of names and returns the 2
decode of the resulting booleans. This gives more weight to a match closer to the
beginning of the names but, of course, the sequence of the key must be an exact
match over those columns selected by the length of the key. It is probably faster
to confine the decode to those names having the correct initial letter as shown.
One would normally hold the names matrix as upper case to save conversion on
retrieval. The result is a numeric vector which is used to re-order the database
index before the records are displayed. By this function Smith is more closely
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matched by Smythe than it is by Smillie but the column positions of characters
must be the same for a match to contribute to the weighting, and most spelling
variations do not have this property.

Tmatch(D)V

¥ r+names match key,boo;s
[13 w returps welghted match
[23 names+ucase pames
[ s+pkey+clip ucase fey
£4] hoo+pnames[;0Diol=1tkey
C5] r+names[boo/ipboo;1si=({+/boo),5)pkey
[&] r+boo\2:r

v

names[¥names match '"camache';)

camacho
Camacclio
comacheo
Comanche
the remalning hames, Faving a zero welght, are not shown

names[Ynames match 'mafkomet’ ;]
Mahon
Mahmoud
Maclecd
MaclIntyre
Mohamet
Mohammed
Hecloud
McIntire
Maoon
and after this zero wvelghted

Then I remembered reading in a Zark Newsletter about a coding system based
on the sound rather than the spelling of names. It was devised to resclve
problems with early US Census returns where the large immigrant population
Anglicised their names with very variable results, It has also proved useful for
doing genealogical research where spelling is less standardised and varies over
the generations. The principle is to group the letters of the alphabet according to
similarity of sound, Those familiar with Pitmans shorthand will recognize this
idea. The set of vowels and near-vowels is assigned to Group 0 and are only
taken into account as spacers during the assessment of consonants, being omitted
from the final code. The grouping is as follows:

AEHIOUWY
BFPV
CGJKQSXZ
DT

L

MN

R

T G R O
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To obtain the code for a name, case is ignored and spaces and non-alphabetic
characters are compressed out. Then the group number is substituted for each
character. Contiguous duplicate numbers are compressed out and the first
number is dropped and the first character of the name is restored in its place.
Finally all zeros are compressed out and the code truncated to the alpha plus
three digits with trailing zero fill if necessary. The result is called the Soundex
Code for the name. Applying this algorithm to my list of names and using the
upgrade of the result to order them should bring names close together which are
similar in sound although not in spelling. Thus Macleod will have the same
Soundex code as Mc Cloud. However the initial alpha has an overriding effect as
shown by the second of the namelists below. If as is seen in the third column the
initial digit is retained instead of substituting the first character then Feezy can
be matched with Pheasey.

Of course one has to accept that many more possible matches will be thrown up
by the use of Soundex and this may be difficult to manage for a large database.
Zark suggests that the return from the soundex function should be made
numeric by using the index of the initial character in the alphabet as the start of
the Soundex code. The Zark article was presented as a competition to find the
fastest version which my attempt below will certainly not be. Has anyone seen
the winning one?

Vsoundex[O1V
v codes+soundex names;vector;alph;nums;s;ab
[1] ~n see Zark News 1993 Quarter 2
£21 names+ucase leftjustify(1 0 [ 2tpnames)}pnames
[al vector+<, '*!' names
fu] alph+ ' AERIOURYBFPVCGJKQSXZDTLMNR !
[5] nums<'0000000011112222222233U556x!
{6] vector+(vectorealph}/vector
[7] codes+«numslalphivector]
[8] codes+{codes= 1écodes)/codes
[9] codes+,'~', 0 1 ¢'0' vim codes
[10] s<«1itpcodes+'0' vim(codes='0'}/codes
[11] codes«names[i0iel,(s,3)tcodes
v

vim is a slightly amended version of the Sharp vtom
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alphabetic Soundex Soundex, no alpha
Barclay Barclay Be2n Feezy 1200
Berkeley Berkeley Be2n Pheasey 1200
Braun Braun B550Q Barclay 1624
Brown Brown BGECQ Berkeley 1624
Camaccio Camaccio €520 Braun 1650
Camacho Camacho €520 Brown 1650
Comacho Comacho c52¢0 Shaksper 2216
Comanche Comanche C552 Shakespeare 2221
Feezy Feezy Fz00 Camaccio 2520
Graeme Graeme G650 Camacho 2520
Graham Graham G650 Comache 2520
Macleod Kacieod M243 Smith 2530
MacIntyre McCioud M2u3 Smythe 2530
Mahmoud MacIintyre M253 Smiley 2540
Mahon Mclntire M253 Smilllie 2540
McCloud Mahon M500 Comanche 2552
Mcintire Moon M50¢ Graeme 2650
Mohamet Mahmoud M530 Graham 2650
Mohammed Mohamet M520 Yates 3290
Moon Mohammed M530 Yeats azoeon
Newell Newell N4oo Maclecd 5243
Kewhall Newhall N4oo McCloud 5243
Pheasey Pheasey P200 MacIntyre 5253
Reiter Reiter R360 McIntire 5253
Rider Rider R360 Newell 5400
Ryder Ryder R360 Newhall 5400
Shakespeare Shaksper 5216 Mahon 5500
Shaksper Shakespeare 5221 Moon 5500
Smiley Smith 5530 Mahmoud 5530
smillie Smythe 5530 Mohamet 5530
Smith Smiley 5540 Mohammed 5530
Smythe Smillie 5540 Reiter 5360
Yates Yates Yazg Rider 6360
Yeats Yeats Y320 Ryder 6360
Wildcard Matching

The method of searching against an incomplete key which is included in DOS
uses * and ? as wild cards. This technique is available as an ISIATL toolkit
function called wildcard which returns a boolean vector showing the rows of the
matrix for which a match is found. The search argument is summarised below.

x Select exact match on x.
X% Select names starting with the sequence X.
X Select names ending with the seguence Xx.

Xy Select names starting with x and ending with y.
AX* Select names containing the sequence x.
* %elect all names.,

In summary, ‘¥ matches an arbitrary sequence of any length, including 0. Also,
the special character *? is permitted within <x> or <y>, and has the significance
of matching any single non-blank character.
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{nam
Camacho
Comacho

{nam
Camacclio
Camacho

{nam
MacIptyre
McIntire

es wildecard 'Cscho')#names

es wildcard 'Cam')/names

es wildcard '»Int=+')}#names

There is a very similar and somewhat more flexible facility in Microsoft Access:
see the specification below. Of course this only allows one record at a time to be
found so one has to step through the file using the Find Next button. In order to
pull out all matches one would have to write some SQL and that involves
reading the manual!

The asterisk (*), question mark (?), number sign (#), exclamation point 0,
hyphen (), and brackets ([ ]} are wildcard characters. You can use these
characters in queries, commands, and expressions to include all records, file
names, or other items that begin with specific characters or match a certain
pattern. You can also use wildcard characters and matching characters to further

refine a search.

Is anyone prep

wh* finds what, white, and why.

*at finds cat, bat, and what.

Like the M5-DOS asterisk (*) wildcard character, this asterisk
matches any number of characters. But unlike MS-DOS, it can be
used as the first or last character in the character string,

b?ll finds bali, bell, and bill.
Like the MS-DOS ? wildcard character, this symbol matches any
single character.

1#3 finds 103, 113, 123.
Malches any single digit.

blae]ll finds Pball and bell but not bill.
Matches any single character within the brackets,

b[!ae]li finds bill and bull but net bell,
Matches any character not in the list.

bfa-c]d finds bad, bbd, and bed. {
Matches any one of a range of characters.

ared to amend the Sharp wildcard function to meet the MS Access

specification? Or maybe, of course, to better it? Happy hunting!
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Drawing the Line
by George MacLeod

As T proceed with the developments of my business graphics system which is
now called Entropy Business Graphics (the Trade Mark process is in motion) [
realise the serious limitations on drawing lines using the Windows graphics
tools. There are essentially two problems:

1 — Limitation on Line Styles

A Windows polyline is drawn with a “pen” and a pen has one of six different
styles. These are solid, dash, dot, dot-dash, dot-dot-dash and null (or invisible).
A pen also has a width in pixels. Unfortunately if the width of the pen is greater
than one pixel then only the solid line style is available. This is an annoying
limitation on the screen but colour can be used to give line variety.

Printing is really the problem. Most people use monochrome printers and so
colour is not available for printed output. A line that is only one pixel wide at 300
dpi is very fine and when dotted can be lost during any photocopying of the
output. Different thicknesses of solid lines can be drawn to differentiate lines but
this is rarely satisfactory.

T therefore set out to create APL functions that would calculate and draw the
filled circles and polygons necessary to produce the five visible styles at any
width. This requires some rudimentary trigonometry and a little coding effort.
Very soon | came to the question of what do you do at the end of a line segment?
Sometimes the segment will finish with part of a dash. Windows is quite clever
in that it starts the next segment (if there is one) with the rest of the dash giving
the effect of the dash being bent at the data point. This is effective with a one
pixel wide line but would be an added complication with a wider line.

2 — Line Caps

The problem of segment joins exists even with solid lines. When you draw a
number of Windows polylines of different thicknesses you find that their ends
suddenly become crudely rounded for lines greater than five pixels wide. This is
because all Windows polylines have Line Caps. For lines whose width is five
pixels or less the line caps are square and above five pixels they are round or
semi-circular. The purpose of line caps can be seen in the following three
squares.
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Solid Lines 1, Solid Lines 3.

_—| | —_——

LSTYLE 0 DASHENDS Ignored LSTYLE 0 DASHENDS !gnored
CAPS D DASHSIZE Ignored CAPS 2 DASHSIZE Ignored
SQUARE Ignored GAPSIZE IGnored BQUARE Ignarad GAPSIZE IGnored
This combination Is usually unsatisfactory because of the This combinalicn has round caps which are good for all joins,
noiches where the line segments join. It i usefl for
single seg where itis y for the segment to

be the specified length.

Sofid Lines 2. . . -
Each square is drawn with lines of the

same length and width. The first square
é—P is drawn with lines with no line caps,
resulting in the notches at each corner.
The second square has round line caps.
The line is drawn to the specified
length but a semi-circular cap has been
added to each end of the line producing
a square with rounded corners. This
kind of cap produces a gooed join
regardless of the angle between
adjacent segments. The third square has

square line caps. Each line is extended
LSTYLE ¢ DASHENDS Ignored by half the width of the line at each end

g:ZiF:E ored z‘:i:fz'ﬁ[:’::r":" and the result is a very good square.

This technique is less effective if the

This combnation has square caps which are very good for jojn between line segments is Oth_er
90 degree jokns but are less satisfactory for [oins at other angles. than at Tlght angles.

The type of cap required and whether one is required at all depends on the object
being drawn, and the Windows approach is very limited. Joining solid lines
requires control of line caps but joining broken lines has other possibilities.
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Changing the Gap Size.

If a dashed line is used to join two points it seemed to me initially desirable that
the line should start and end with a complete dash. This can be engineered by

slightly adjusting the size of the gaps between dashes.

Dashed Lines 3.
P - O O O O . . 4
r===-n" A
] 1 It
1 1 (2}
I\
1 LI B
1 1 1 ~
1 e
1 1 ~
1 I I o
1 -~ D
~ ashed Lines 5.
| I I | ~
- T T - P—————-—q
LSTYLE 1 DASHENDS 1
CAPS O DASHSIZE 3 r===1 'Y
SQUARE Ignoted GAPSIZE 2 1 1 n
i1
1 1
Setting DASHENCS to 1 causes there 1o be a complete dash 1 1 P
ot each eid of & ine segment. This maans that round and 1 i ] \\
squBTE caps are possibie. ~
1 0 ! hlS
1 ] -~
This cambination has no caps which causes nolches al segment ! 1 \\\
joins and means that A usually unsatisfaciory. L - — -' ! -
LSTYLE DASHENDS 1
CAPS 2 DASHSIZE 3
SQUARE igniored GAPSIZE 2

Setting DASHENDS to 1 causes there to be a complete dash
&t each and of a lne segment. This means that round and

Stuare caps are possible,

This combination Nas rund capa which makes R generaly

acceptable.

If the segment is to have square line caps then the line is drawn half a width
longer at each end. This may mean an additional dash and possibly a shrinking

of the gap size, or alternatively the gap size can be expanded to extend the line.
The better alternative each time is the one that requires the least tampering with

the gap size.
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A Realisation

Dashes are easy to comprehend but what about dotled lines? A dot can be a
circle or a square. If the line is not very wide it does not matter too much which,
but if the line is wider then circular dots look better. Windows graphics tools
include an ellipse but no circle. Happily Dyadic have provided a circle amongst
their graphical objects. (A circle differs from an ellipse in that its shape is

preserved when the object containing it is re-sized.)

Doited Lines 2.

Dotted Lines 1.
® & & * 9 & ¢ & v 8 B e 4 { * & & & & ¢ & & " s +
st s rE b e . R .
. . - - 0 v
: R . .
. . e D . .
N . v - . . . s
- '. - » - - -
. T . N
. * .. . * M . Te .
- * - " - - L - - .
- * . *a . . . .
. - . - - - K L
- e % 2 a &« p g ¥ - - - LI I I B I ) - -
LSTYLE 2 DASHENDS ignared LSTYLE 2 DASHENDS Ipnored
CAPS 0 DASHSIZE Ignored GAPS 1or2 DASHSIZE Ignored
SQUARE 0 GAPSIZE 2 SQUARE 0 GAPSIZE 2

fn this example SQUARE is sel ko Zero causing the dots 1o

be round,

This combination bas no caps which means that tha dots at
cach end of the segment are hol ¢entred on the data points.

in this example SQUARE is set to rero causing the dots to

be round.

This combination has caps which means that the dots al
cach end of the segment are centred on the data points.

There is a small problem with the circle and that is the centre is always on a
pixel. This can sometimes have the effect of making a line consisting of dashes
and round dots look as if the dashes and dots are not lined up properly. This
only happens when the line is only a few pixels wide, in which case a square dot

is more satisfactory.

86




VECTOR Vol.10 No.4

The idea of a line of round dots having square caps is rather daunting until we
realise that the definition of square caps is the extension of each line segment by
half a width at each end and it does not matter what the line comprises. If we
adjust the gap size of a dotted line to ensure that it has a complete dot at each
end, and we extend the line by half a width at each end, then the dot at the end
of a segment will be in exactly the same place as the first dot in the next segment.
This is good if the dots are round but not if they are square (the squares will

usually have a different orientation).

Dolted Lines 3. Dolted Lines 4.

P HE A A N EEENREENEENEEN * + HE B N EEEEEEEREERDN +
midasawEnn ” E A EE 8IS0 -
- = - L3 L] -
a L} 0. ] ] . *
- L] - * [l N - ®
- L] . * ] ] - *
- . .
L] b hy - u L] -
[] - : S - - : e .
. = . *e ] [ . .,
[ = = M) . L] n 0 .,
L] - * L] [ ] - -
. . . «
" = . T, - = S,
R NN NENNE) L] - " s aswwmasn L3 -
LSTYLE 2 DASHENDS ignored LSTYLE 2 DASHENDS Ignored
CAPS 0 DASHSIZE Ignored CAPS 1or2 DASHSIZE Ignored
SQUARE 1 GAPSIZE 2 SQUARE 1 GAPSIZE 2

in this example SQUARE is set to one causing the dots to

in this example SQUARE Is set to one causing the dots lo
be square.

be square.
This combination has no caps which means that the dots at This combination has caps wi¥ch means that the dots at
each end of the segment are not centred on the dala points. each end of the segmenl are cenlred on the data peints.

This problem is solved if we omit the first dot in the subsequent segment. This

shows up another difficulty. If the polyline we are drawing is closed, i.e. it is a
polygon, then the first segment can be thought of as subsequent to the last
segment and it too needs to have its first dot omitted.
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Dot-Dash and Dot-Dot-Dash Lines

These are interestingly different. We want a line to start and end with a complete
element, either a dot or a dash, and perhaps to be extended to form square caps.
In this circumstance where elements at the join may not be the same a different
technique is required. We would also like the pattern of dots and dashes to
continue unchanged into the next segment. We cannot therefore omit the first
element of a subsequent segment but must instead indent the first element. 1
have tried different sizes of indent and the one that works the best seems to be an

indent equal to a gap plus half a width.

Dot Dash Lines 1. Dot Dash Lines 4.

¢ BEN & EEN 4 MO ¢ Nan ¢ mm H t H s B S N e m MmN BN j
¢ BAE & P o mm e l ey m o A oy om L
1 1 1 ] 1 -1
. T A . A
. .
1 L I I
- - - " [ ] a . -‘
! P ! RN
- - ~ ! 0\
] 1 .' "~ I | - ‘N
. b | ‘o . L | ‘N
. -

i 1 - ~, I I - ~,
PRI | ~ "o ommn

LSTYLE 3 DASHENDS Ignored LSTYLE 3 DASHENDS Ignored

CAPS 0 DASHSIZE 3 CAPS 1or2 DASHSIZE 3

SQUARE 0 GAPSIZE 2 SQUARE 1 GAPSIZE 2

In this example SQUARE Is set o one causing the dots to

In ihis example SQUARE is set to zero causing the dots to
be square,

be round.
This combination has ro caps which means that the segments This combination has caps which means that the segment
appear nol to be long enocgh. Is extended by half the widih al each end.

Dashes at the End

I have described this topic in the sequence in which 1 developed the code
omitting the cul-de-sacs that I visited on the way, including for instance drawing
part-dots at segment ends which looked very nasty. There was however one
facility which 1 had before 1 solved the problem of joining broken lines, and that
was the facility to force dashes at each end of a dashed line and apply traditional
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square or round caps as if it were a solid line. This is good for drawing
rectangles, for instance axis lines, so I made provision for this facility.

Dot Dot Dash Lines 2.

Dot Dot Dash Lines 3.

i = e =

" EE s e mm e Em

- e e mm ¢

LSTYLE 4
CAPS 1or2
SQUARE ¢

I
I

DASHENDS Ignored
DASHSIZE 3
GAPSIZE 2

In this example SQUARE s set to zero causing the dots o

be round.

This combination has caps which means thal the segment
fs extended by hall the widih at each end.

The Implementation
Having got all the lines working I then thought it would be interesting to make it
look like a new graphical object in Dyalog APL/W. So T invented a compound
graphical object consisting of up to four real objects and which has the properties
of a POLY object plus five more, These are CAPS to control line capping
behaviour, GAPSIZE to specify the size of the gaps between elements (prior to
any adjustment), DASHSIZE, to specify the length of any dashes, SQUARE to
control whether dots are round or square and DASHENDS which can be used to
force a dashed line to have dashes at each end. GAPSIZE and DASHSIZE are

specified as integer multiples of the line width property.

hll-ll—ll-llq

LSTYLE £
CAPS 0
SQUARE 1

DASHENDS Ignored
DASHSIZE 3
GAPSIZE 2

in this exampte SQUARE is set lo one tausing the dots to

he square,

This combinatian has no caps which means that the segments

appear not to be long enough.
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This object | called an Enhanced Polyline with a TYPE of EPOLY.
The four objects of which it can consist are as follows:

1. An invisible polyline which is used to contain any filling (solid colour,
hatching or bitmaps) specified by the FSTYLE property. This object uses its
DATA property to keep all of the specified properties of the EPOLY object
together with any specified user data.

2. An optional solid line drawn without caps in the specified background colour
of the EPOLY line. If none is specified then this line is not drawn.

3. An optional POLY object consisting of, sometimes many, rectangular
polygons. These are solid lines, or the dashes and square dots which comprise
the EPOLY line. If none of these is required the line is not drawn.

4. An optional CIRCLE object consisting of, sometimes many, filled circles.
These are round dots and round caps. !f these are not required the line is not
drawn.

Performance

Performance can be a problem. Obviously a great deal more work is involved in
computing all the rectangles and circles compared with just drawing a specified
line. There is also a surprising amount of work involved in parsing the Dyalog-
type syntax and this can be eighty percent of the effort in drawing a single
segment line. It is less significant with disjoint lines with a number of segments.

The implementation consists of three user functions QUAD_KC, QUAD_FG and
QUAD_WS which behave like their system counterparts plus QUAD_EX which
can be used to expunge the constituents of an EPOLY object.

1 am now working on a simpler and more limited syntax which speeds up the
process. The situation is that the performance is OK on the screen using my 486
machine, 1 developed the EPOLY object for the purpose of producing high
quality printed cutput and in this circumstance the time taken to send the
bitmap output to the printer far outweighs the processing time and so
performance is not a problem.

Resolution

The relatively coarse resolution of the screen can have some odd effects. Because
of rounding problems segments of a line at different angles can have different
thicknesses when drawn on the screen. This does not happen on a laser printer as
the resolutien is so much greater.

90




VYECTOR Vol.10 No.4

Dragging
As the EPOLY object consists of a number of real objects it cannot be dragged
around the screen. The LOCATOR object can be used to provide similar facilities.

Using the Clipboard

We can use the Clipboard to transfer pictures using the EFOLY and other
graphical objects into Windows-based word processors but the interface is not as
good as it might be. The graphs have to be drawn on a BITMAP object (perhaps a
very large one) and then placed on the Clipboard. It can then be pasted in by the
word processor and will appear on the screen. The difficulty is that when the
page is printed the word processor (or perhaps the printer driver) makes the
bitmap have the appropriate resolution by replicating pixels. This results in a
loss of quality in the printed output.

This problem could be resolved if APL/W were to have a METAFILE object and
the CLIPBOARD were to have a METAFILE property. This would enable the
word processor to produce the picture at the appropriate resolution without
pixel replication. It would also remove the necessity of having sufficient
workspace to hold large bitmaps.

Conclusion

This development was a good example of APL being used to build something
where the design developed throughout the time the code was being written.
When I started this task I had not realised the nature of the problems that would
arise and how some of my ideas would look scruffy when seen on the screen or
when printed.

Since writing this paper I have talked to Adrian Smith whose mind has also been
dwelling on these matters. One of his concerns was dealing with very short
dashed-line segments where, for example, the segment is shorter than a dash, or
perhaps shorter than a dash plus a gap. The simple solution for the former
situation is to either make the segment blank (which is what I do) or to make it a
solid line. The trouble with leaving it blank is that if there is a series of short
segments, then nothing appears on the page! Adrian’s view, which [ think is
probably best, is to use part-dashes, so that the same dash may be split between
two or more segments (which is what PostScript does). I will probably adopt this
thinking, having worked out how it works with lines including both dots and
dashes.
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AMORTIZE: a Windows Application in ]

by Thomas M. Olsen

Abstract

A simple application for Windows is described, assuming some previous
exposure to ]. The message loop verbs are explained and may serve as a
departure point for further development. Execution speed is compared for tacit
and explicit definition of the numerically-intensive part of the program.

Program Description

AMORTIZE was written to gain experience with the Windows version of ] and to
provide a useful but simple demonstration of utility: people often borrow money
or consider an annuity, The program produces an amortization schedule for a
specified present value and total number of fixed payments, Multiple values of
compound interest are allowed. In Windows fashion, it has an About Box,
appropriate Message Boxes, and User Help.

The program is implemented as script files, for easy inspection and editing by
the reader, and can be downloaded from CompuServe (GO CODEPORT, Library
3 (C Language), filename AMORTIZE.ZIP; PKUNZIF d-option). At the expense
of brevity and with administration overhead, but consistent with object
orientation, defined vocabulary could instead be encapsulated by saving locally
([x1 21:2 y)and copying in when needed. Where practical, ] sentences appear
both tacitly and explicitly.

Message Loop

The script in Fig. 1 is run silently (¢1:3 y) from J to start the application. If the
interpreter would accept a command at invocation, this could be attached to a
custom icon, via the Windows Properties feature. A double click on the icon
would then suffice to start the program.

To understand the verbs WinExec and WinRet in Fig. 1, consider a typical n by 2
array returned by the wait command. See Fig. 2. Row zero indicates ENTER was
pushed; row one the parent window, row two the menu item or child window, If
the Windows program, or subprogram, has no wait command, the result is:

»type| 2 nowait
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Here and in Fig. 2, a « indicates a system result. When given the n by 2 array, the
verb WinExee extracts the name of the menu item or child window and exectites,
with null argument dq (double quote), a verb by that name. Any remaining
1-cells (rows} of the n by 2 array from wait are ignored until later. See Fig. 3.

NB. c¢:\jhamortize\amortize.js
NB. Amortization Schedule. TMO 7 June 1993
NB. J PC386 Vers 6.1.0¢ was used for Windows 3.1 application
NB. Interpreter: 1SI/33 Major Street/Toronto, ONT M535 2K9/Canada
KB. Initialize to application vocabulary:
dir=. 'amortize\’
01:3 <dir,'initial.js? NB. S5ee Appendix A
NB. Execute "child name” from Wait:
WinExec=. ".@(,2dg@{(;@({.®(2 1&}.@]}))) NB. ".dq,:{. 2 13}, v.
NB. Respond to menu select, ENTER, and ALT F4.
NB. '$.=, 0' is not equivalent to '$.=, start’
NB, A message box doesn't need a wait loop.
m=. 'start} ". y. NB. Name parent window!
m=. m;'loop) a=; wwait dgq NB. Ignores 1ist ENTER!
m=. m,<'NB., wwait result: 4-menu; 6-c¢lose; 7-ENTER'
m=. m,<'$,=. ; (114671, 1{;1{,a){menu;quit;menu;loop’
m=. m,'menu) a=: WinExec a';'%$.=, loop!

m=. m,<'quit} 01:55 dq RB. Immediate exit?
WinRet=. m : !
WinRet 'wpd '"'main.wp'' 1! NB. Open parent window

Fig. 1. Main script including message loop verbs.

*Lype 7 enter

xparent jamortization parameters

x1id inpsval

inpoval|1000

inpival |6+1.86

inpz2val |12

inp3val|3eo

inptval|s

Fig. 2. Typical array returned by wait command.
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,|&2fdg s @

Fig. 3. The J-verb WinExec.

WinRet (from Fig. 1) is the message loop:

start} ". y. NB. Name parent window|:
loop)} a=: wwalt dg NB. Ignores ist ENTER

NB. wwalit result: 4-menu; 6-close; 7-ENTER

$.=. (46771, 1{;1{,a){menu;quit;menu;loop
menu) a=: WinExec a

$.=. loop

quit) 0!:55 dg NB., Immediate exit

Parent and Child Windows

When AMORTIZE is launched via the last line in Fig. 1, WinRet ‘'wpd
ftmain.wp!'' ', the start) sentence executes a Windows program:

rem c:\j\amortize\main.wp;
pc Amortize;
menupop "&File";
menu main_fileo "&Enter Input"; menu main_filel "&gQuit";
Menupopz;
menupop "EHelp™;
menu main_helpd "&About Amortize®;
menupopz;
pmove 6 15 300 200;
pshow;

where two menu commands map three menu items to corresponding ] verbs in
Appendix B; J locative names here and in Appendix B correspond to the three
parent windows in AMORTIZE: main, input, and output. Here, main has the
alias “ Amortize”. There is no wait command in main.wp and control returns to
the J-interpreter; WinRet rests at the loop) sentence wwait command.
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Assume the user now selects “Enter Input” from the popup menu, so the WinRet
menu) sentence executesmain_fileo:

wvpd 'input.wp!
ShowInp 'PV!
Showlnp 'APR?
ShowlInp 'PPA!
Shewinp 'TNP!
ShowInp 'PNTS!

Fwhnpo

where the first sentence opens the input window, defined in Appendix C under
the alias “Amortization Parameters”, with its own popup menu items.
Corresponding J-verbs for input.wp are defined in Appendices A and B. This
parent window, input, uses two child windows for each input noun, one for a
static descriptive label and the other for an edit box:

Amortization Parameters

Elle Help

Present Value: !I[I[ll] _.,_.mE
Interest Rates {%):  16+1.6 E

Periods per Year: ;?E E

Total No. of Payments:

Displayed-Cell Limit:

Fig. 4. Input window with data.

The first four default values in Fig. 4 would only appear if the user had entered
them during the current session. ] sentences can be used here for compact
specification of input. Remaining sentences shown above for main_rileo
display these default nouns via the verb ShowInp. Appendix D defines it:

[$.=. (2=41:0 <y.)#1
wd Tcsel inp',{(":x.},tval;ctext "1,(".y.),"";?

where the suite $. is nuill unless the noun exists. The second sentence focuses on
the corresponding child edit window and writes the formatted value. Finally,
since main_file0 has no wait command, control again returns to the loop)
sentence of WinRet.
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Input Validation and Error Messages

Pushing ENTER in the window shown in Fig. 4 returns the 8 by 2 array shown in
Fig. 2. The cursor could have been in any of the five child windows, inpoval
thru inpuval, but the corresponding J-verbs are all synonymous with InpEval.
See Appendix B and the definition of InpEval in Appendix D. WinRet passes the
8 by 2 array to WinExec, which executes InpEval:

NB. ExecChk left arg sets n for err msg
start) b=. 2 1}.a
$.=. (4x0 ExecChk 'PlusChk ',PV=: ,>1{b}}.%.

$.=, (3«1 ExecChk '0 _100 LimChk ',APR=: ,>2{b)}.$.
$.=. (2%2 ExecChk 'IntChk ',PPA=: ,>3{b}}.%.
$.=. :(3 ExecChk 'IntChk ',TNP=: ,>u{b)}.%.
$.=. ;{4 ExecChk '3»',PNTS=: ,»5{b){ok;error

errgr} a=. WinRet 'FieldMsg '.q,(":n).,q
$.=., start
ok) WinRet ' *'calsched.js'? Output *'*SCHED!'' '

wherte the supporting verbs are again defined in Appendix D. In brief, the five
sentences which conditionally redefine the suite $. each extract an input value
and test it. The second sentence in ExecChk guarantees a result by returning the
left argument of ", on syntax errors:

FieldMsg opens an appropriate error message box:

wd *csel inp',y..'val; cfocus; beep 3;7 |:
wpd 'inpmsg',y.,'.wp"

where the two child commands select the offending field and move the cursor to
it, respectively. The various message definitions are shown in Appendix E.
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The user must respond to the message box:

Present Value must be a positive, scalar
number

OQutput Display
If the amortization parameters pass all tests, InpEval proceeds to calculate and
display a schedule:

ok) WinRet ' !''calsched.js!'! Output ''SCHED'' *

where the verb Output defined in Appendix D is:

NB. Left refs script to make text named Iin right
01:3 {.a=. (=<dir},8.» x.;'output.wp'

wp {:a

wd ('ctext "'E.,@(}.@,@(cr&,"1@(,2"";")@(".@1}}))Y.

With the dir defined in Fig. 1, sentence one produces two file names,

amortize\calsched. js|amortize\output.wp

and silently executes the file named by the first atom, defining a pronoun, SCHED.
See Appendix F. Sentence two produces the output parent window, with alias
“ Amortization Schedule”:

rem c:\j\amortize\output.wp;

pe "Amortization Schedule";

menypop "BFile™;
menu output_filed "&Save";
menu weclose “EExit*;
menupopz;

menupop "&Help";
menu output_help¢ “&Items";
menupopz;

Xxywh 0 0 267 96; cc results listbox ws_thickframe ws_hscraoll

ws_vscroll; pas ¢ ¢; pcenter; pshow;

csel results; cfoem; cfocus;
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Here, the window style ws_hscroll is included but does not produce the
horizontal scroll bar when needed. Sentence three of Output formats the result,
SCHED, and writes it to the child window, “results”:

Amortization Schedule

File Help
6 6.00 Vx; 6.65 Bx; 7.34 9x; B.B85 1@x; B_78 1ixf
8.89
a.67

999.33
6.67

i b

8
41.54
958,46
346.02

@.15
190.22
899.78

Characteristically, the user is not limited to a single output window, but can
focus on the input window (Fig. 4), change the data, and push ENTER again.
Thus, multiple schedules can be compared side-by-side. However, no special
code is included to detect such operation and, if Exit is commanded from any of
the windows, including the input window, the last output window opened is the
first window closed.

The amortization schedule algorithms in Appendix F are straightforward and
can be illuminated by executing them individually. Students are encouraged to
display the defined verbs.

Tacit vs. Explicit Execufion

The tacitly defined algorithms for SCHED were interchanged with their explicit
analogues, which appear as comments in Appendix F, yielding an alternate
script: xplsched. js, shown in Appendix G. Recall that tacit definitions in ] are
pre-parsed. Using the sample input of Fig. 4, average times for SCHED only, on
an IBM PS/ 2 77 (B0486DX2, 66 MHz) are:

tacit definition: 286 ms (calsched.]js)
explicit definition: 275 ms (xplsched.js)

The sentence 10 ({6!:2} *'0!1:3 <dir,''____sched.js'' ' was used to
execute the two cases. The conclusion that it doesn’t really matter here is
qualified by the style of programming in Appendices F and G; only four of the 22
algorithms use the defined verbs payment, subset, and twofix,
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Thus, the sentence defining Interest Factor is, e.g..

tacit definition (App. F): IF=. I (>:@[ A/ -@]) K
explicit derinition (App. G): IF=. (>:I1)a/-K

Moreover, the advantage of pre-parsing is masked in the example, because of the
array dimensions: nine rows by six columns; parsing occurs only once for each
algorithm. A slight reduction of execution time would result from reworking the
tacit-definition algorithms to avoid, in Appendix F, deeply-nested right
compositions and unneeded use of @].

Implementation Notes

The Codewright (Premia Software, Inc.) text editor was convenient in developing
the program. J includes Windows Visual Edit (foreign conjunction 111 : 1), useful
but limited to adjusting size and location of existing child windows. The multi-
line message box text shown in Appendix H had to be centred left-and-right by
trial and error. Hopefully, ISI or an enterprising user will eventually add a GUI
development environment with toolbar icons for Windows widgets, to putJ on a
par with Dyalog APL/W, Visual Basi¢, and Visual C++,

Documentation Notes

The editable manuscript file, not printout, for this paper was composed with
Windows Write, using the Arial TrueType font. On an IBM PC, the boxed items
used here for illustration were cut-and-pasted from the ] window and mapped
directly to the MS Line Draw font using WRITE Character. Microsoft
scrupulously removed all other ASCII characters from MS Line Draw and these
appear as dots. But they can be highlighted and mapped immediately into True
Type Courier New font. On a given boxed item, Character must be applied to
each contiguous string of common-font characters.

Inclusion of illustrations requires only the Windows Clipboard. For best contrast,
select the Monochrome colour scheme for the Desktop.
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Appendix A — Initialization

NB. c:\jiamortize\initial.j=
NB. Initialize to applicaticn vocabulary:
cr=: {. crlf=. 13 1ip{a.
eof=: 26{a.
dq=: 2#q=. T
read=: 1[:1
wd=: 121:0
vp=: wd@(-.%eof)@read
vpd=: wp@(<@(dirk,el1))
vvalte: vd@('wait; "2[)
wvclose=: wd@('peclose;’ &[)
vreset=: wd@('reset; ' &[)
NB. Define child name returned by wvait command:
0!1:3 «<dir,'children.js"'
NB. Define verbs referenced in child pame from walt command.
01:3 «<dir,'chdverbs.js’

Appendix B — Verbs Mapped from Menu Items

HB. c:\j\amortize\children.js
NB. Child name returned by wait command points to verb:
m=, <'wpd ''input.wp'’
m=. m’lu ShDVInp IIPV!! l;ll shuulnp QIAPRUI L]
m=. m,'2 ShowInp ""PPA"' ';'3 Showlnp ''TNP'' '
m=. ®,<'4 Shewlnp ''PNTS'® °
main_fileb=: m : '*
main_filel=: ('wclose dq';'0!:55 dq’) : '*
main_helpo=: wpd'about.vp'z,q]
input_helpC=: wpd'parmdefs.vp'%,@)
input_helpi=: wpd’parmnavi,wp'Z,@)
inpoval=; InpEval : '
{npival=: InpEval : 'r
fnpzval=: 1npEval : 'f
inp3val=: InpEval : "'
inp4val=: InpEval : *?
m=. "fn=, <dir,’’amortize.txt’’ *
output_fileg=: (m;'FILE_TXT 1!:2 fn'} : '" NKB. Replaces old file
output_helpo=: wpd'outitems,.wp'2,@]

Appendix C — Input-Window Definition

rem c:\jlamortize\input.vp;

pe "Amertization Parameters”;

menupop "&File”; menu wclose "ZExit";
MENUPOPZ;

menupop “&Help"; menu input_help0d "EDefinitions";
menu input_helpi “ENavigation";
MEenupopz;

pmove 60 1 198 90;

pshow;
rem Vertical size of 10 unlts allews space for _ underscore:;
Xywh © © 194 70;cc inp_background static wvs_border;cn “
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xywh 6 3 77 10;cc inp0 static ss_right;cn “Present Value: ";
xywh 87 1 38 13;cc inpOval edit es_autohscroll ws_thickframe;cfocus;
xywh 6 16 77 10;cc inpl static ss_right;ecn “Interest Rates (%): *;

xywh 87 14 100 13;cc inpival edit es_autohscroll ws_thickframe;
xywh & 29 77 10;cc inp2 static ss_right;cn "Pericds per Year:
xywh 87 27 17 13;cc inp2val edit ws_thickframe;

xywh 4 42 77 10;cc lop3 static ss_right;cn "Total No. of Payments: ";
xywh &7 40 17 13;cc inpaval edit ws_thickframe;

xywh 7 55 77 10;cc inp4 static ss_right;cn "Displayed-Cel! Limit: *;
xywh 87 53 17 13;cc inptval edit ws_thickframe;

Appendix D — Verbs for Input/Output Windows

KB. c:\j\amortize\chdverbs.js
¥B. Define verbs referenced in child name from wait command.
NB. Display input noun I1f it exists:
PNTS=: 19! NB, default fills output page

m=. '%.,=. {2=41:0 <y.)#L"
m=. m;'wd ''csel inp'',(":x.),''val;etext "' (",y,), 00
ShowiInp=: '' : m

NB. Report error conditian:
m=. 'wd '‘csel inp'',¥..''val; cfocus; beep 3;'' !
m=. m;'wpd ''inpmsgt’,y.,"'.wp'" '
Field¥sg=: m : 7
NB, Boolean zero if positive scalar:
Scalar=: 1&=08#@,
PlusChk=: Scalar »: {(»,./@{08<)) NB. Monadic fork
NB. NB. (1=#,y.)w:ix./0B<y,
NB. Boclean zerao if atoms bounded by left arg:
LimChk=: (+./@,)@{>"1(,"0-)) RB. Verb @ dyadic hook w/monadic hook

NB. WB. +./, x. *"1 y.,"0 -7.
NE. Boolean zero if positive, scalar integer:
Poslnt=: »,/@{{=>.)w».{08<)} HB. Mcnadic hook in monadic fork
IntChk=: Scalar =»:; Poslnt RB. (1=#,y.)x:ix./(y.=>.y,}»,0<y,
NB. Validate content of an input field:
ExecChk=: "' : ("a=: x,';'''r=. 1"V ", ir=, 77 y,")

NB. Validate all input fields:
m=. 'NB. ExecChk left arg sets n for err msg';'start) b=, 2 1}.a’
m=. m,<'$.=, (4«0 ExecChk ''PlusChk '',PV=: ,>1{b}}.%."
m=., M,<'$.=. (3rx1 ExecChk ''0 _100 LimChk '',APR=: ,»>2{b)}.%.’'
m=, m,<'%.,=, (2«2 ExecChk '"IntChk '"',PPA=: ,>3{b)}.s.°
=, M,<'%$.=. ;{3 ExecChk '"IntChk '' ,TNP=: ,>4{b)}.%$.°’
=. M,<'$.=. ;{4 ExecChk ''3>'?,PNTS=: ,>5{b){ck;error’
m=, m,'error) as. WinRet "'FieldMsg '',q,(":n),q’;'$.=. start’
=. m,<'0k) WinRet '* ''*tcalsched.js"'"'* Output '*FTESCHED''1' ¢
T
InpEval=: m : "'
NB. Open parent windew for output and format the text:
m=. <'NB. Left refs script to make text named in right?
m=. m,'01:3 {.a=. {«<dir),&.> x.;'Toutput.wp'' ';'wp {:a’
m=. m,<'wd ('’ctext "''&,@(}.@.@(crg,"18(,2"'"; T )@(".@l1)))}y.’
Qutput=: "' ' m
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Appendix E — Error Message Programs

rem ¢:\jramortize\inpmsg0.vp:

mb “Input Error" “Present Value must be a positive, scalar number”
mb_iconstop;

rem c:\j\amortize\inpmegi.vp:

mbk "Input Error" "Rates must lle betwveen zero and 100"

mb_lconstop;

rem c:\j\amortize\inpmsgz.vp;

mk "Input Error” "Periods per Year must be a positive, scalar integer"
mb_iconstop;

rem c:\j\amortize\inpmsgd.wvp;

mb "Input Errer” "No, of Payments must be a positive, scalar integer”
mh_iconstop;

rem c:\j\amortize\inpmsgi.vp;

mb “Input Error”™ "Displayed-Cell Limit must exceed two"

mb_iconstop;

Appendix F — Mostly Tacit Algorithms for Amortization Schedule

NB. c:\j\amertize\calsched.js

NB. Numerical values:

A=. ™. 2.> PV;APR;PPA;TINP;PNTS

NB. Interest each period:

I=. 0.02B«,@8{%A>/9{1 28{8]))aA NB. 0.01w,%&>/1 2{y.

NB. Fixed payment from present value, Interest per period, and periods:
payment=. ({.@]) #&> [ % -.@8(>:@[ A~ -2»8(3%2{@]1))

PMT=. I payment A NB. {({.y.)*&>%x.%-.(>:x.)n-&>3{y.
NB., First, last, and sufficient intermediate perlods for display:
subget=. /:~@~.@(«<:@8[ , 13,@&([ <. ([ ».@% 1) * (»:@(1.@11))}

NB. NB.

AL - EPFEE RS PO I-I0 PR & SEIN L AP0 LR SN

NB, Right arg limits number of amortizaticn points:

K=, {(>@{32{) A) subset _22+>{42{A) NB. (>3{A) subset _2+»>4{A
NB. Interest factor:

IF=. I {~:@[ »~/ -€@3) K HB. {>:1)r/-K

NB, Balance after K payments:

BAL=. J:IF%~({.A)+&>PMTI«I%—<:1F

NB. Payment between amortlzation peinkts K:

tvofix=, 28(+\}@]

PAY=. A {-/"2@twolfix@(>&{.@{,7)} BAL NB. -/"2 twvofix(>2{.A).BAL
NB. Cumulative payment against principal:

PAID=. +/"28(+\@]1) PAY NB. +/"2 +\PAY

NB., Cumulative interest on principal:

INT=, PAID--K=*/PMT

NB. Fraction of payment to principal:

FPTP=. PAYRPMT ([ /- 1%.@{-@(-/"19twofix@1}))) X

NB. HB. PAYEPMT#/-1,--/"1 twofix K
NB. Width of formatted result columns:

B=. FPTP,. PAID,. BAL,:"t INT

vi=, 6.,28+@(>.@{102~,@(>./8(;@1)))) B NB. B.2+>.10A.>./:B

NB. Width of formatted payment number:

C=. 4({{."2)@(":a@{,."_18(,.9]))) K NB. 4{."2 ":,."_1,. K

vz=, 2&{@(3G9]) C HB., 2{%y.

NB. Interezt rate forrmatted for column headings:

D=, '%; '&(,"1~)@{":&,.@{~E(12{)@]))A NB. '%: ',"1-":,.>1{A

NB. Payment formatted for cclumn headings:

E=. 0.28(":"0D)8) FMI HB. 0.2":"D PMT
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NB. Width of column headings:
w3d=, 1{$ F=., ' *,"1 D "1 E
Wis. Wi+0».Ww3-<,w1

NB. Payment aumber and payment cells:

G=, C,"1 wi":B

NB. Table header, right-justified:

H=, (-2{$G){.&,(-w3>.<.wl}{."L F

NB. Table for list box:

SCHED=: H ([, '&,@(,/@(58(."_1@])))G NB. H," ', ,/58{."_1 G

NB. Text ready for flle save:

T=, 'Schedule for Amertizing ',PV,' under Compound Interest',crlf

T=. T,'At payment on left: fptp, ¢um pald, balance, Iinterest',yBscrilf
FILE_TXT=: T,2&}.@,crlf,"1 SCHED WB. T,2}.,crlf,"1 SCHED

Appendix G — Explicit Algorithms for Amortization Schedule

NB. c:\Jhamortize\xplsched.js

NB, Rumerical values:

A=. ". &.> PV;APR;PPA;TNP;PNTS

NE. Interest each period:

I=, 0.01=,%4>/1 2{A NB, 0,01&+,@(%&>/@(1 22{@J)

NB. Fixed payment from present vatue, interest per peried, and perlods:
payment=. ** : f{{.y.)*E>x.%.(>:x.)A-Bx3{Yy,’

PMT=., I payment & NB, {({.@1)+3%>[%-.@(>:@[~-E>@(38{@]})
NB, First, last, and sufficient intermediate perieds for display:
gubset=. "' : T/~ (<iX.), 1, Ko< (Kor @Ry )emriyLT

NB. /:-@-.@(<:@[,12,@{([<.{{>.8% 1)»{>:@{1.@]))))
NB. Right arg limits number of amortization points:

K=, {>3{A) subset _2+>u4{A NB., {»>8(3E{) A) subset _2E+>(4E{A)
NB. Interest factor:
IF=. {>:1)A/-K NB, I (>:@[ A/ -@]) K

NB. Balance after X payments:
BAL=. [:IF%=({.A)+E>PMT»1%~<:IF
NB. Payment between amortization points K:

twolix=. *2(+\}y.' : ' NB. 2&8(+\)@]

PAY=, -/"2 twofix{>&{.A),BAL MB. A (-/"2@twolfix@(>2(.@[,]}} BAL
NB. Cumulative payment against principal:

PATD=. +/"2 +\PAY NB. +/"2@(+\@]) PAY

KB, Cumulative interest on principal:

INT=, PAID-~K=/PMT

NB. Fraction of payment to principal:

FPIP=. PAYUPMEx/~1,-~/"1 twofix K NB., PAYRPMT([~/~1Z,@(-@{-
/ri@tvolfix@1) ))K

NB, Width of formatted result columns:

B=. FPTP,. PAID,. BAL,:"™1 INT

wi=, G.2+>,10n.>./3B NB. 6.28+@(>.@{10&~.A(>./@{;@1)))) B
NB. Width of farmatted payment number:

€=, t4{,"2 ":,,"_1,, K NE, sE({."2}@{":@(,."_1@{(,.@1})) K
vw2=. 2{3%C NB. 22{@(%@1) C

NB. Interest rate formatted for column headings:

D=. '%; ","1~":,.-1{A NE. '%;

A(,"1v)@(": &, a@{>E(18{)al)}a

NB. Payment formatted for column headings:

E=., 0.2":"0 PMT NB, (0.2&(":"0}@}) PMT
NB, Width of column headings:
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w3=, 1{% F=, ' ',"1 D "1 E
Wiz, wi14+0> .w3-<. W1

NB. Payment number and payment cells:

G=, C,"1 v1":B

NB. Table header, right-justified:

H7e (-2{3G}{.&,{-w3>.<.w1){."1 F

NB. Table for list box:

BCHED=: H,' ',,/58{."_1 G NB., H ([, '&,@(,/@(58{."_1@]1))) G

NB. Text ready for file save:

T=. 'Schedule fer Amortizing ',PV,’ under Compound Interest',crlf

T=. T,'At payment on left: fptp, cum pald, bhalance, interest',4iscrif
FILE_TXT=: T,2}.,crlf,”1 SCHED NB., T.2&).@,crlf,"1 SCHED

Appendix H — Help Text

rem c:\j\amertize\about.wp;
mbk "About Amortize" " A schedule 1s displayed from your input.
Not copyrighted; mot liable for your results.
Thomas M. Clsen
71303,3615@compuserve.,.com
Karsten Mfg. Corp.
12 July 1993
mb_{coninformation;

rem c:\j\amortize\parmdefs.vp;
mbh "Parameter Definiticons™ " Present value: amount of
loan/annulty
Interest Rates: annual percentage rate
of compound interest;
multiple values alloved;
e.g., 6+i.7
Periods per Year: payments per annum
Total No. Payments: payments to retire
loan/annuity
Displayed-Cell Limit: default of ¢ f1{lls one page
of saved output:; includes
first, last, and penultimate”
mb_jconinformation;
rem ¢:\j\amortize\parmnavi.wp;
mbk "Navigation™ "Push ENTER to display amertization schedule”
mb_iconinfermation:
rer c:\j\amortize\outitems.vp;
mh "Items" * Heading: compound interest,
fixed payment
left margin: payment number
Cell items: fraction to principal,
cumulative paid,
balance,
cumulative interest"
mb_iconinformat.ion;
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TECHNICAL SECTION

This section of VECTOR is aimed principally at those of our readers who already
know APL. It will contain items to interest people with differing degrees of
fluency in APL.
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Technical Editorial: in Search of Contexts

by Adrian Smith

The Workspace is one of the great joys of APL, and it has served us remarkably
well from the early days of 28K, through the VSPC days, when we had a whole
120K (or maybe 450K if we pleaded) to romp in, through to today’s multi-
megabyte machines. It gives you the freedom to call things by any name you
choose, and to assemble a handy collection of working tcols in one convenient
place, where you know where they all are, and where no-one can change them
under your nose.

For the sake of this freedom, we have forced ourselves to adopt a whole set of
annoying conventions, or have risked losing vital functions and data with a
single misguided ) COPY. Typically we name our utilities with unnecessary
prefixes (like my own FSMAthis, DRANAthat set from AP126 days), or just
hope that our names are sufficiently improbable that no-one else will have
chosen any of them (the APL Statistics Library approach).

This approach was just about tenable when workspace sizes kept us down to a
reasonable working set of functions; typically an application was made up of
several workspaces, maybe cne or more to maintain the base data, one 1o do the
clever stuff (like building a production schedule), one to do the reports, and one
to manage the import/export to mainstream systems. On the front of all this
would be a tiny MENU workspace to switch between them. If an application
broke, almost anyone could hack their way through to the point of failure with a
quick check of ) FNS and a look at the ILX,

Consider what happens as the workspace size increases, not by the odd factor of
two or three, but by an order of magnitude. The universe of names may be large,
but the odds of a clash shorten dramatically in a world where there are 10 times
as many names!

Consider how you would react when faced with someone else’s broken system
where you type ) FNS and the listing goes on for page after page after page. 90%
of that stuff is ancient, rock-solid utility code — you want to see the 10% that
makes this application what it is. It probably fits on 4 or 5 lines.

Consider the awful possibility that there really is a bug deep in the core of that
ancient utility code! There may be hundreds of workspaces out there, all falling
over just because Easter is in March this year, Mainframe folk know well enough
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the necessity of infecting each and every workspace with a little piece of virus
code that will go and check its utility timestamps against some central library,
and automatically upgrade everyone with the latest versions of everything. But
hang on a minute ... this is my application, running in my workspace! T don't
want it falling over just because some cretin in the back office has ‘fixed” a utility
with the latest whizzo assembler code. I want to check it all out first, then ship
that upgrade when I know it works. Anyway, viruses have got rather a bad
name of late.

Under Windows, things get a whole lot worse. You kave to program with a raft
of small functions, because you have lots of objects out there, and the user may
interact with any of them at any time in many different ways. Bach combination
of object/event usually needs a function to handle it, often a one-liner. Many
objects really need little functions of their own, ranging from a simple upper-case
mapper (for a text entry field), through date conversion (a date box), to a
significant subset of PostScript (the RAIN graphics viewer).

Now, | want to call the APL function that does the PostSeript ‘'moveto’ operation
moveto, and similarly for 1 ineto, show, curren tpoint, and so on. These
are not particularly improbable names, and 1 can’t imagine anyone would use
my workspace more than once if they did a )COPY RAIN and their show
function was promptly obliterated!

To a limited extent, clever progammers have found ways of fudging round the
problem. APL*PLUS/PC does some amazing things with local OFX to
implement JUCMD, and with Dyalog you can do a bit of fancy footwork with
OSHADOW and OOR. This is how Duncan & | implement local variables on forms
— we just stick them in the object’s DATA property, and shadow and execute
them when required. Yes, it works, but it is a monumental kludge we would be
better off without.

What we need to do now ...

J has “locales”, Manugistics have promised us “capsules”, Dyadic are working
on “namespaces” and APL2 has ONA. Please let them all know that we need this
stuff, and that we need them to get it right. It must take away for ever the need
for pointless prefixes on function names, it must offer us a sensible way of
managing utility upgrades, and it must above all cut JFN.S down to something
that fits easily on one screen. If it does all that, and includes the Windows objects
in a tolerably consistent way, then I, for one, will be a lot happier about the
future of APL.
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Hackers” Corner:
Flying Windows

by Jonathan Barman

A little while ago I was shown how to edit the file that produces the screen saver
Flying Windows. Windows is supplied with Flying Windows displaying the
Windows logo which is actually defined as the very last character in the
WingDings font (" 1+0av).

The screen saver program file SSFLYWIN.SCR includes this character just before
the word DISPLAY. It is very easy to edit SSFLYWIN.SCR using Write with the
no conversion option, and to paste the character of your choice from Character
Map. 1 got fed up doing it this way because there was always the chance that |
might muck up the file, and 1 found it difficult to visualise what the WingDings
characters looked like at large font sizes.

For a bit of fun 1 wrote an APLIWIN function to allow me to select the character
from a list of big WingDings, and eventually came up with the following:

V wingdings;a;s;C;V;0io
[1] Oio+0
[2] C+«avi156] ¢ V+[Jav[255]
[aj a«~'pc menu;pn Hingdings;!
[u] a+a,'xywh 30 ¢ 35 200;!
[5] a+a,'ece 11 listbox ws_border ws_vscroll 1bs_notify;!
[6] a+a,'cfopt -35 0 0 0 QO 0 0 0 2 3 2 1 2 "Wingdings”;'
7] ava,'ctext ',V,(,{Otoapl 33+ 140av}),[0.5] €),V,':!
[8] a+a,'Xywh 10 200 30 15;'
[a] a+a,'cc Ok Buttonm;cn "R0k";!
[10] a+a,'adjw 10;cci Cancel;cn "&Cancel";!
[11] a«a,'csel li;cfocus;!
[12] a<a,'pmove 0 0 100 230;'
[13] awa,'pcenter;pshow;ptop;wait;"'
[14] s+ 130wd a
[15] -fwd 'pclose;!
[16] +{(s[6 71#' 7')+0
[17]1 »(0={0toascii ~1it+s) Qhfwritex '"\windows\ssflywvin.scr 11762')/0
[18] ‘'File write problem'
v

I wanted this to be a completely self-contained function, so there are no sub-
functions, nor any global variables. Also, it is tailored for my screen size of 800
by 600 pixels. T had to muck about a bit with the numbers on lines [4], |8} and
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[12] to get the list box about the right size on the
screen. To get the numbers for the argument for
cfont, on line [6], I ran "*data' wdy wd
‘mbfont;', and selected a suitably sized
WingDing font. I let the results splat out onto
the APLIWIN session manager, and then just cut
and pasted them into my function.

I found the magic number on line [17] by
reading in the entire file and searching for the
word DISPLAY;

Dic+«0
a~[Jhfread '\windows\ssflywin.secr!
T1+{'DISPLAY'e0tvapl a)/pa

11762

1 quite like the snowflakes, but there are lots of
other possibilities.
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At Work and Play with ]

by Eugene McDonnell

What is the 10,000,000,000th prime number? This column tells a story, and it has
a moral, It does not concern itself directly with ], the ostensible reason for these
columns, but it can be justified because one of the direct antecedents of ] is the
language A, developed by Arthur Whilney while he worked at the investment
banking firm of Morgan Stanley.

It was one page of C code for an A-like interpreter, written one afterncon by
Whitney at Ken Iversen’s Kiln Farm in Ontario, that gave Roger Hui the direction
he needed to start work on what was to become ]. Roger exhibits this code in
Appendix A of “An Implementation of J’, published by Iverson Software Inc.
Whitney no longer works at Morgan Stanley: he has set out as a freelance and is
developing a language called K, which has some affinity with A and J. Hui now
works at Morgan Stanley, and it is his adventure hunting down a large prime
that the story is about, and Hui used A as the weapon with which he targeted the
large prime.

The story begins when Hui's boss at Morgan Stanley challenged him by saying,
"You think you're smart, but you don’t even know what the 10-to-the-10-th
prime is.” Hui's immediate response was, “Do you start counting from 0 or 1?7
The boss was so taken aback that for a minute or so he didn’t understand Roger’s
question.

The boss’s challenge seems to have been meant as an example of a theoretically
attainable but practically impossible computational task. This article tells how
Roger went about achieving the impossible. T look on it as a triumph of the
client-server technolegy. This column is not so much an article about
programming as it is about computer logistics, The programming, aspects, while
important, are secondary to the story of how Roger went about organizing the
solution.

The germ of Hui’s solution was to envision a Boolean vector p of length k such
that the ith element of p is 1 if i is prime, and ¢ otherwise. Just sum-scan this
very long vector and look for the index of 1e1¢ in it. How long should such a
vector be? The Prime Number Theorem says that the number of primes less than &k
is roughly x%(log k). Solving for k in the equation 1e10=k%(lag k} gives a
value for k about 2.63e11, Roger, out of prudence, used the value z.7e11. A
vector of 2.7e11 elements is unrealizable in the present state of computer
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memories, especially since A doesn’t have a Boolean type: Boolean vectors
require the same space as integer vectors. A vector of 4#2.7e11, or 1e12 bytes
long is simply not on the cards. Even a Boolean vector taking just 1 bit per
element would have to be more than 3e1¢ bytes long, so it was clear that the
problem had to be partitioned.

Hui’s central program computes the primes between m and n, using the sieve
method, eliminating multiples of 2, 3, 5, 7, 11, 13, 17, ete. This can be done
independently in parallel on many small intervals that make up the larger
interval of interest, and, if portioned out to computers that can communicate
with a common central file, will permit the problem to be sclved in a shorter
time than if only one computer were to tackle it.

The method of partioning was suggested by the presence of more than 150
workstations on the floor in Hui's part of Morgan Stanley. They are all
interconnected Unix machines, and any machine can be used from any other
machine. With relatively small effort a multi-processor sclution could be set up,
using these machines in parallel. The machines are not heavily used at
weekends, and it was on a weekend that the experiment took place.

The strategy was to let the machines tackle the problem a billion integers at a
time. Hui's colleague at Morgan Stanley, Seth Breitbart, suggested creating 271
files, named 0, 1, 2, ..., 270, each denoting the named interval of 1e9 consecutive
numbers, and each one empty.

What a machine would do once it was set going was to look at the list of files,
pick one at random (named m), erase it, work on the interval (1es+m)+1i.1e3, a
million numbers at a time, and after finishing, write a file containing a record
giving the number of primes in each of the million-number intervals within that
1e9 (there are a thousand of them). After finishing, it repeats that process,
stopping only when the list of files/intervals is empty. The machines were set up
to process a million numbers at a time since the smallest machine available had
enough memory to handle that many numbers at once. Roger notes that there’s
no great harm if two machines accidentally happen to pick the same
file/interval. In the flexible Unix universe additional machines could be brought
on stream at any time.

If one is a Unix system superuser it is possible to take all sorts of liberties with
these machines, like finding the ids of all other machines, but Hui prefers
(wisely, I think) not to be tainted by such capabilities, so to get the machines’
names he went about the floor reading the names of the machines from strips of
paper affixed to each one, then sat down at his machine and made inquiries
about the state of each machine on his list,

111




VECTOR Vol.10 No.4

If it was idle, he set it going on the problem. As he was doing this, there was a
nice dilemma to resolve. Should his time be spent improving the algorithm
before launching more machines, or should he spend time looking for additional
machines? He favoured the latter approach for the novelty of it, and ended up
using about 15 IBM R5/6000s and 60 Sun Sparc 2s and Sparc 10s.

After 20 hours, he had 271 files, each with 1,000 records. From these he made a
271,000-element vector of the number of primes in the intervals 1e6+i.271000.
By sum-scanning this he knew the interval containing the 10s10th prime. His
function psieve returns a Boolean list selecting the primes between m and n.
Applying this to the magic interval gets the actual 10+ 1¢th prime.

Some details about his program “psieve”:

If a number q is not divisible by any number less than or equal to sqrt{g), then
q is prime. Therefore, to test a number less than 2. 7e11 for primality one
need only use trial divisors less than sqrt(2.7e11) or roughly 6e5,

In practice, Hui precomputed a list of all the 78,498 primes less than 1e6
recursively, bootstrapping up from 23 5 7. (This only takes a few seconds.)

1t was then a routine matter to determine for any number less than 1e12
whether or nol it was prime: just see whether ifs residues with respect to each
of the primes less than a million was nonzero; if so, it was a prime.

For the curious, here is a condensed list of the first 10,000,000,002 primes, with
their 0-origin ordinal numbers.

FOUNPO
Ho~nwn

1e10-1 252,097,800,623
tel0 252,097,800,629
iei0+1 252,097,800,637

After doing this, Hui found that there is a table in William Judson LeVeque's
" Fundamentals of Number Theory”, section 1.1, giving the number of primes less
than 1043+1i.8. Hui's table agrees with LeVeque's for 1043+1.7. For 10ai0,
however, LeVeque says 455,052,512 and Hui says 455,052,511. It turns out that
LeVeque is wrong, Hui having checked his resulits with some help from Lee
Dickey at Waterloo University. Dickey tells Hui that his colleagues speculate that
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LeVeque may have gotten his numbers from lists that D.N. Lehmer compiled,
which included 1 as a prime, and LeVeque may have slipped in not subtracting 1
from that particular count. (1 isn't a prime since it doesn’t satisfy the definition of
a prime: a positive integer n with exactly two distinct factors, 1 and n.)

Now for the moral of the sfory: Hui tells me he has also since found some work that
would have made it much easier to discover the nth prime, for any n. E.D.F.
Meissel, a German astronomer, found in the 1870s a method for computing
individual values of pi(x), the counting function for the number of primes <:x.
His method was based on recurrences for partial sieving functions, and he used
it to compute pi{1e9), where pi is a function that computes the number of primes
less than or equal to its argument.

D.H. Lehmer simplified and extended Meissel’s method. Recently, further
refinements of the Meissel-Lehmer method which incorporate some new sieving
techniques have been reported by Lagaria et al [1]. In this article the authors give
an asymptotic running time analysis of the resulting algorithm, showing that for
every e>0 it computes pi(x) using at most O(x(2%3)+e) arithmetic operations
and using at most O(x ( 1%3 } +e) storage locations on a computer using words of
length 1+<.2.x bits.

The algorithm can be further speeded up using parallel processors. They show
that there is an algorithm which, when given M parallel processors, computes
pi(x) in time at most O((%M)*xa(2%3)+e) using at most O(xs{1%3) +e) storage
locations on each parallel processor, provided M <: xa%3. A variant of the
algorithi was implemented and used to compute pi(+e16).

They report that pi(te16) took them 1730 minutes on an IBM 3081K; pi(2e12)
took 3 minutes; pi(3e12) took 4 minutes. Had he known about this method, Hui
could have used a binary search technique to find the 1e1oth prime, using an
O(2 log n) technique, after narrowing the interval to be searched in by a
reasonably generous use of the Prime Number Theorem. The value Hui
computed was pi(2.52e11) and it took him 20 hours on 60-70 workstations.

Brains win again over brawn: a well-designed, mathematically knowledgeable
algorithm beats brute force!

Reference

[1] Lagaria, Miller, and Odlyzke, in “ Computing pi(x}: Meissel-Lehmer Method”,
Mathematics of Computation, Volume 44, Number 170, 1985 4, pages 537 - 560
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APL - a Client-Server Language?

by Morten Kromberg (Insight Systems)
Iniernet: insimkr@uis.uni-c.dk

It is becoming increasingly difficult to sell a product if the magic words
Client/Server are not clearly visible on the package. As a rtesult, the term has
become broadened by marketing departments to mean everything from dumb
terminal emulation performed by a PC, through remote SQL queries, to
applications using the most sophisticated peer-to-peer networked messaging
systems or Object Request Brokers,

What's New?

Is there any reason why the pragmatic APL user, intent on solving real problems
(sorry, 1 mean pursuing real opportunities), should take notice? After all, many
APL programmers were writing Client/Server applications back in 1980. Page 97
of the original SHARP APL Reference Manual by Paul Berry (copyright L.P.
Sharp Associates, 1979), contains a complete coding example (almost an entire
page) of a multi-user server mechanism based on an “object-oriented”
communications mechanism called Shared Variables (if 1 may allow myself the
liberty of widening the term object-oriented a bit).

The data processing community has succeeded in reinventing Shared Variables
in 2 number of guises, some of which are now supported by a critical mass of
applications and development tools. The driving force behind most of the market
interest in these mechanisms is that they make it practical to split an application
into independent Client and Server modules. Even when both modules run on
the same machine, this strategy can simplify the architecture of complex systems.
When client and server can run on two different machines, it becomes possible to
“downsize” applications and move the presentation layer, plus some
computation to workstations, which have superior price/performance ratios
when compared to mainframes. In the current economic climate, this is the
immediately attractive aspect of client/server computing — but in the long term,
the ability to “upsize” applications is also important. When the usage of an
application increases, or data must be made available to other parts of an
organisation, it is often necessary to upgrade from a local or LAN-based database
to a more secure or robust multi-user server environment,
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Client/Server is just what APL needs

Modern workstation operating systems are perfect environments for APL. APL’'s
hunger for CPU and memory resources can easily be satisfied by modern
workstations; APL's performance is often better on a workstation than on a
shared mainframe. By succumbing to Client/Server, you can finally make the
managet of data processing happy and remove your APL code from his or her
mainframe — and still maintain access to all that corporate data!

The evolution of tools for software development has resulted in a number of
extremely useful tools and powerful paradigms for organisation (QO),
distribution (SQL and Client/Server) and presentation (GUT). APL retains most
of its competitive edge with respect to general-purpose manipulation and
analysis, but this advantage is of little value if we cannot deal effectively with the
other aspects of application development and delivery.

The APL vendors have come a long way in providing the mechanisms that we
need to aitach ourselves to standard tools available under workstation operating
systems. Support for Dynamic Link Libraries (DLL), Dynamic Data Exchange
(DDE) and the Clipboard have made it possible for us to plug straight into
thousands of tools and applications written by people who had never heard of
APL.

We need to extend this capability across the network using Client/Server
techniques. The immediate requirement is to enable APL as a c¢lient, so that we
can make use of all the servers that are available to users and developers using
other tools than APL. But we should not forget that the unique capabilities of
APL also make APL interesting as a Server — especially if we can just make APL
applications available in the same way as any other service such as a database,
ticket sales, or mail server — without anyone having to know that we used APL
to write it!

Client/Server Models

We all know what Client/Server means, so rather than bore you with repetitions,
let us take a look at how Client/Server products are marketed to the non-APL
community (the so-called Information Technology Markefplace). The Client/Server
product vendor will tell you that his or her product supports #n distinct
Client/Server models.
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This means that the physical split between client and server can be inserted in n
different locations in the simplified application model below:

End User
User Interface

Functionalty

Data Access

The split can be inserted between two layers or in the middle of a layer. Four of
the most common models are described in a little more detail below:

Distributed Presentation

The X-Windows systemn has become relatively popular in the Unix environment.
With X-Windows, the split is inside the user interface layer. Some presentation
code is embedded in the application on the host {(X-Windows terminology calls
this end the Client, just to confuse you}, and the rest is in the X-Windows Server
which runs at the user’s end and provides presentation services to the application.
Although this mechanism can be used to offload an important part of the
presentation from the host CPU, a good deal remains, and the network load is
rather heavy. The main advantage is that administration and coding is still as
simple as it was on the mainframe, since the entire applicaticn is still running on
a single machine.

Remote Database

With the current state of the art, Client/Server tends to mean the use of a remote
SQL database. The split is between the functionality and data access layers. Despite
the fact that this is the most common form of Client/Server computing, and that
it is still rapidly growing, it is not the final solution. The problem is that SQL is
an awful language for describing transactions. As the name implies, it was not
designed for that. It is a guery language. Performing all but the most trivial
updates using SQL over the network is painful, inefficient and will always be a
fragile mechanism.

Remote Transaction

The split is inserted in the furnctionality layer. Client and Server communicate
using transactions that correspond to logical events in the application. The
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conversation might consist of messages like “Debit the amount X from account
Y”, or “Give me the latest forecast for currency X”. In the first example, the steps
required to implement the transaction might be:

1. Check whether account Y exist
2. Check credit limit
3. Register transaction

4. Update balance

Using Remote Database, each step is likely to require at least one network
transaction. With Remote Transaction, all the logic is embedded in a portion of the
application running on the server, which is much closer to the database in terms
of turnaround tme, bandwidth, and reliability. This is potentially the most
complex solution in terms of coding, but with good modular coding techniques
{and that includes object orientation}, it is the most flexible solution.

Distributed Database

Some database systems are able to distribute the data itself, so that different
parts of it reside on different computers. The management of a relational
database that is split in this manner is complex. No matter how sophisticated
your mechanism for ensuring the data integrity (often referred to as Two Phase
Commit mechanisms) is, you will have to deal with worst-case scenarios such as
restoring a distributed database from backups of different machines. To be safe,
you will have to write code that is tolerant of small failures of integrity.

Next Year's Model

The state of Client/Server is evolving in a direction where it is becoming easier
to implement Remote Transaction systems. The first step in this direction is the
implementation of added functionality in many commercially available SQL
servers. You can now use stored procedures, or triggers, which means that the
server has a simple procedural language which makes it possible to perform
complex updates in a single call. Unfortunately there has been no
standardisation of these new features, so applications that use them are not
portable between different SQL databases.

The architecture of the future may be something like CORBA — the Common
Object Request Broker Architecture, which enables dedicated servers to reside on an
intelligent network, and allows applications to issue high-level calls on the
network without knowing where in the network any particular service resides. A
lot of work needs to be done to make this practical; for example, vendors must
agree on a cross-network security system which makes it possible for you to log
into the network once, and then use facilities under multiple host operating
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systemns using the privileges assigned to you by a common security system —
but there is little doubt that these systems will become commonplace during the
next 5 to 10 years.

What is Available Now?

Let us assume that your goal is to develop applications that make use of the
cheap memory and processing power available on workstations, to provide your
users with a nice, easy-to-use graphical user interface,which can be integrated
seamlessly with other applications on the desktop. You should buy a workstation
running Macintosh System 7, Unix, OS/2, or Microseft Windows, and one of the
excellent new APL interpreters which provide access to all local services and
applications available in the selected environment.

Access to Remote Databases
The remote service you are most likely to need is an SQL database, This access
will be available to you in at least four different ways:

1. A Proprietary APl Extender from database vendor

2. An AP] Converter, such as the Q+E Library

3. ODBC: Open Database Connectivity (or ODAFI)

4. A Generic Middleware product such as SequeLink

Application Programme Interfaces for SQL databases tend to have almost
identical functionality. Typical calls are:

LOGON ... .You must LOGON to the service

OPEN . . ... Open a database cursor

PREPARE . . .Prepare a particular SQL statement for execution
DESCRIBE . . Return column names and data types of resuit set

BIND ...... Transfer values for variable parts of the slatement
EXECUTE . . Doit
FETCH . ... Fetch results

COMMIT . . .Make the effect of a sequence of executes permanent
ROLLBACK . Discard changes (opposite of COMMIT)

CLOSE . . . . Free resources allocaled to a cursor

LOGOFF . . . Disconnect from the server

How do the four delivery mechanisms differ?

1. Proprietary AP] Extenders

All databases make their API available in the host environment. AP127 for
APL2 or SHARP APL, and the Oracle Inlerface for Dyalog APL under AIX are
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examples of products which hook APL interpreters up to database managers
running on the same machine as APL itself.

Almost all database vendors provide an extension of the database API, which
is available to programmers on workstations. Examples are SQL/NET from
Oracle, INFORMIX-NET from Informix, and the DOS/Windows Application
Enabler for O5/2 Database Manager. These APl extenders simply make the
same API which is available to programmers on the host available on a remote
system.

The problem with these proprietary extenders is that they are all different,
despite the fact that the functionality they provide is almost identical. Each
API will use calls with slightly different parameters. If you use one of these
tools, you must rewrite your application if you need to use another database.

The database vendors often provide modules which make the APl easily
accessible from within selected development tools; either their own, or tools
from vendors with whom they have strategic partnerships. As long as you
stick to these, and your network provides the (often limited) list of protocols
which the API Extender supports, you are OK.

API Converters

The “API confusion” caused by proprietary APl extenders has been the
driving force behind the development of products such as the Q+E Library.
The Q+E product provides a single APL, which bolts on to a large variety of
proprietary APl extenders. Q+E converts your calls and your data to the
formats required by each proprietary APL The DB+ product from TMT-Team
is an interface from APL to Q+E, which in turn provides access to all database
servers supported by Q+E.

Note that you still have to have a proprietary APl Extender present in order to
use these converters. Simultaneous access to multiple services may be
complicated, since all required APl extenders must be loaded simultaneously;
they may have different requirements with respect to network protocols, etc.

ODBC

Instead of writing more API Converters, Microsoft provided a specification for
a common API called Open Database Connectivity (ODBC), in the hope that
database and middleware vendors would write compliant ODBC drivers, and
that development tool vendors will deliver tools which can use these drivers.
Microsoft has declared that it will provide ODBC drivers for its own database
managers and that development tools such as Visual Basic and Microsoft
Access will be able to use ODBC. The only piece of code provided directly by
Micrasoft is the ODBC Driver Manager, a switching station which loads
ODBC drivers when applications request connections to them, and passes
ODBC calls to the drivers after performing a small amount of validation.
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It is important to note that Microsoft and Borland primarily see tools like
Access and Paradox (respectively) as development tools rather than database
servers. Support for access to remote databases using ODBC or ODAPI —
Borland and [BM’s alternative standard API (the best thing about standards is
that there are so many of them!) was provided at an early stage, but there
were no ODBC or ODAPI interfaces giving access to data stored in Access and
Paradox until recently.

The database vendors are scrambling to provide ODBC-compliant versions of
their proprietary APl extenders, and ODBC is rapidly reaching critical mass.
This will eventually do away with the need for products like the Q+E
Dalabase Library, and Pioneer Software, the company behind this product, is
moving on to the business of providing ODBC drivers on behalf of the
database vendors. Providing a fully functional ODBC driver is no simple task,
since the full ODBC specification is far richer than most database AFs. In fact,
very few drivers support the full API, and one of the most irritating aspects of
using ODBC is that you need to inquire about the level of functionality
provided by a particular driver, and possibly adopt alternative strategies
depending on the answer you get back. The result is that quite a bil of AP[
Confusion remains, and one of the points made by recent Q+E advertising
material is that they provide a “consistent set of ODBC drivers”(1?).

Examples of additional features of ODBC not usually found in other APIs are
calls to translate SQL statements between ODBC SQL and the native SQL
supported by the server; scroll backwards; do cellwise or columnwise fetches;
or even retrieve columns that were nol specified in earlier fetches. Many of
these ODBC calls make sense when dealing with a loca] database such as
Access or dBase, but are very hard to implement efficiently for a remote
database,

The ODBC Suppori provided by tools such as Visual Basic or Excel tends to be
at a much higher level than the ODBC API itself. For example, Visual Basic
provides the concept of a Dynaset, which is created by naming a Table or
View, The Visual Basic ODBC interface copies data into local storage, and you
can make il easy for the user 1o browse or medify the data with a minimum of
programming efforl. However, it is often hard to control the resources used to
implement this functionality, and solutions which run extremely fast when
tested using a dBase driver with almost unlimited bandwidth may have
totally unacceptable performance when used across the network. 1t is
important to note that this behaviour is not a function of ODBC itself, but
rather of the high-level access to it that is built inlo some development tcols.

Using proprietary ODBC drivers, or ODBC converters that bolt on lo a
traditional APl Extender, you still have the same problems with respect to
compatibility of the underlying (network) products. Drivers from different
vendors will not always peacefully inhabit a Windows system side by side. To
solve this problem, you need a generic middieware solution.
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4. Generic Middleware

Generic middleware products solve the compatibility problem by providing
their own transport layer. You do not buy any communications software from
your database vendor — the middleware server compenent connects straight
to the database API on your host, performs APl conversion at the host end,
and uses whatever network you have available to transfer data to the
middleware client component running on a workstation. This means that you
only have a single product running on your workstation, even if you are using
several networks to connect to a number of database systems on a variety of
host platforms.

The middleware vendors are also capable of providing an ODBC driver under
Windows. A single ODBC driver can thus provide access to multiple services
without risk of conflicts. The fact that the middleware product is in control of
both ends of the network conversation means that it can optimise the use of
the network to provide better performance than a lot of proprietary ODBC
drivers, which are often bolted on to APl Extenders which were not designed
with ODBC in mind. As an additional benefit, you get a completely consistent
ODBC implementation across all supported databases.

The networked versions of APP127 available from IBM and Soliton have a
“generic” middleware architecture, but these vendors provide access to a
small number of clients, network protocols, host operating systems, and
database managers. A product like SequeLink supports just about all
databases running under O5/2, Unix, VMS, AS/400, VM, and MVS, over
NetBIOS, SPX/IPX, more than 20 “flavours” of TCP/IP, AppleTalk, SNA and
DecNET, from Macintoshes, Windows, O5/2, Unix and VMS dlients.

The SQAPL Client product from Insight Systems is an interface to SequeLink.
Because identical SequeLink AFls are available on so many platforms, SQAPL
can provide access to all services accessible through SequeLink from
APL*PLUS I under Windows and Unix, APL2 under O5/2 and Unix, and
Dyalog APL under Windows, OS/2 and Unix — providing exactly the same
APl in all environments.

Access to Non-SQL Services

At the moment, SQL and Client/Server are more or less synonymous — but I do
not believe that this will continue to be true. SQL is a query language, and will
continue to be used for that purpose — but SQL is not a particularly elegant or
effective language for expressing updates or transactions. We need other
mechanisms to initiate transactions, or to make Remote Procedure Calls (RPCs).

Vendors of Unix systems often provide RPC kits, which make it possible to
compile an application consisting of a client and a server part. It is very hard to
provide flexible systems in this manner, because the two parts are so closely
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interlinked. Changes require recompilation and testing of both ends of the
application. If communication problems cause the partners to get “out of synch”,
it may be hard to return the system to a known state.

Vendors of TransacHon Monitors such as [BM’s Customer Information Control
System (CICS) are beginning to provide API extenders in the same way as the
SQL database vendors. This makes it possible to code and test transactions on the
host, and use the same transactions from host applications and Client/Server
applications running on workstations.

Advanced communications protecols such as TCF/IP and IBM’s AFPC (LU6.2)
also provide mechanisms by which two consenting applications can exchange
data over the network, but this approach still requires a bit too much network
expertise for the comfort of the average APL programmer — and of course the
solutions will be dependent on the particular network protocol being used.,

CORBA

A working group with origins in the Object-Oriented community has defined
CORBA ~— the Common Object Request Broker Architecture. This architecture will
extend the development environments of the future (it is assumed that these will
be Object-Oriented to some degree), so that they can send messages to objects,
without worrying about whether the objects exist nearby, or somewhere on the
network. CORBA needs to be built into the networks and integrated with
security facilities of all networks and hosts involved, and the required
technology is still under development in the laboratories. Once we have it, the
network will more or less disappear from sight, and it will be as easy to extract
data from a server on another planet as it is to open a spreadsheet. Let’s hope we
all have fibre-optic telephone cabling by then!

While we wait for CORBA

For the time being, Generic Middleware is as close as we can get. Products such
as SequeLink provide “open” servers, which you can use to encapsulate any
existing host application. By customising an open server, you can call your
favourite C program, CICS or OS/400 (RPG) transactions under MVS and
08/400 — or even APL! The SQAPL Server product from Insight Systems makes
APL2/6000, APL*PLUSTI/UNX and Dyalog APL/X available as SequeLink
Servers under Unix. You can execute APL function calls from any SequeLink
Client — not just the SQAPL Clients. You can make APL function calls from
Excel under Windows, O5/2 or the Mac — from Omnis 7, WingZ, Visual Basic,
Smalltalk, and so forth — using exactly the same AFI as you would to make SQL
requests.
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A Glimpse of The Future

We are beginning to get a glimpse of a future in which the users’ workstation
provides a single entry point to any number of local, departmental, corporate,
national, or even global services — many of which will be running on dedicated
server machines located somewhere on a widely branched network, but all
seeming to be an integrated part of the users’ desktop.

This future is not far off — and as always, APL is a step ahead. With the SQAPL
Server, APL became one of the first general-purpose languages to have a
dynamic function call mechanism bolted on to a generic middleware product. So
far, the only language available has been SQL, plus a few operating system
command shells implemented for the VAX and Unix. The APL Server is available
for three of the most popular APL interpreters available under Unix.

APL will be a First Class Citizen of the new world order. From APL, we can not
only call local and remote services, but we can provide services to local
applications via standard calling mechanisms, from the Clipboard through DDE
to DLLs, and to remote applications via Middleware. When CORBA arrives, you
can be sure that APL will be there to meet it!
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A Note on Probabilities
in the F-Distribution

by Keith Smillie
smillie@cs.ualberta.ca

A recent tutorial paper by Alan Mayer in Vecfor on the use of APL in analysis-of-
variance calculations contained a request for methods of calculating probabilities
in an F-distribution which were simpler and more satisfying than the one given
there. The present note gives an algorithm in ] which uses the integral adverb I
introduced by Kenneth Iverson in his recent monograph Calculus such that the
expression £ 1 x gives the area under the graph corresponding to the verb t
from 0 to each item in the list x.

The problem is to evaluate the integral

I(m2)

. {n+mx) T ax

"

wlg
la

priF =f*
o T{Z)T (L)

where m and n are, respectively, the degrees of freedom for the numerator and
denominator mean squares, and F is the ratio of the corresponding mean
squares, In the following list the verb ¢ is the Gamma function, B the Beta
function, Fmn and Fmnx the components of the density function the first of which
depends only on the degrees of freedom, and F the probability density function:

G=. l@<:

B=. (G@[ * G@J) % G&+

Fmn=. (([A-:@[) * (JAa-:@]1)) % {(-:@[} B (-:@])

Fonx=. (] A <:@-:@{.@[) » ({:@[ +{.@[ 1) A (-@-:@(+/@[)}

F=. ({.@[ Fmn {:@{) » Fmnx

For example, for 5 and 15 degrees of freedom the 10%, 5%, 2.5% and 1% points
for the F-distribution are 227, 2.90, 3.58 and 4.56, respectively, and the
expression

5 158F I 2.27 2.90 3.58 4,56

has the value

0.8997 0,950015 0.975236 0.990321 .
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The adverb I is defined by the following sequence of verbs (and one conjunction)
which is equivalent to approximating the function by four groups of a
polynomial of order ten:

W=, +:(#.1.@1)"0 1}:@(0:,%.@(~/~@1)%>:@i=. 1.@>:@+:)
ev=. +/@(-@(<:@{#@]1)}»1.@L)|."0 1]J{.~>:@([*<:@(#@])))
EW=. ([ ew W@)) I.

al=. "+/@(x.&space « x.&[ ~ y.@(x.Bgrid)}"aer ; 2
grid=, space »i.,@4@[

space=. ] % <:@#@[

I=. (4 EW 5) ai

The interested reader is referred to Iverson’s monograph for details.

Keith Smillie

Department of Compulting Science
University of Alberta

Edmonton, Alberta T6G 2H1
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Defined Operator Simulation for
APL*PLUS I1/386

by Allan Gay, Cocking & Drury Ltd

Introductien

During a recent migration of mainframe APL2 applications to APL*PLUS I1/386,
some defined operators were encountered. Because the target interpreter does
not support defined operators, it was necessary to simulate them. This article
describes how it was done.

Materials

The APL*PLUSITI/386 code examples in this article all require Release 4.0 or
higher, running in Evolution Level 2 mode.

For illustration purposes, we'll be using the monadic defined operator voof,
which produces an ambi-valent derived function. Here are the APL2 statements:

Vaz+ha(F wool)Aw;AA: AW
[1] A Compute sum of a and w, and then F these sums tcogether.
£2]

£a] AWN++/ AV A Sum w.
[u] +{2=0ONC 'aa')/MMM n If po a, do the monadic case.
[5] Ad++/eha A Sum o.
(6] AZ+AA F LW A F the sums together.
[73 +222
[8]
[9] MMM : A MONADIC CASE:
{101 AZ< F AW A Just F the sum of w.
[11]
[12] ZZZ:
v

This defined operator has been invented for the purposes of this article. The
name is chosen fo commemorate a recent canine contretemps [FIDO 1993]. The
pooch was probably a Smalltalk aficionado.
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Concept

A defined function takes arrays as inputs and may produce an array as its result.
A defined operator takes functions as inputs and produces a derived function as
its result. The derived function then processes the input arrays supplied.

Like functions, operators may be monadic or dyadic. Unlike functions, they
cannot be niladic or ambi-valent.

Simulation

In APL*PLUS T1/386, it is necessary to replace each defined operator by a defined
function. This frontend function first creates the derived function and then runs
it. Each input function becomes a variable containing a function id.

Each function id is a character scalar or vector. It might for example be “+’ or that
old favourite ‘FO0’. What's more, if defined operator sequences are being used, it
might be the id of another derived function.

When the defined operator is monadic, there is one id; when it is dyadic, there
are two.

The frontend inserts the function ids into a copy of a template variable and fixes
the result as a derived function. The frontend then runs the derived function
with the input variable or variables supplied. The template variable is easily
produced by manually editing a copy of the APL2 defined operator’s source
statements.

Given some standardisation, a utility function can handle template custormisation
and the production of the derived function. The frontend marshalls the relevant
inputs for this deriver. In the simulation, the deriver is named derive_fn.

Coding Invocations

To use a given simulated defined operator, we code an invocation of its frontend
function wherever that operator was used. The frontend will take between two
and four inputs, depending on whether or not the operator is dyadic and
whether or not the derived function is dyadic.

When more than two inputs are present, we batch them up into nested vectors.
Here are the defined operator prototypes and their simulated equivalents.
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In APL2: Simulation:
(LC MOF) R 'LO' MOP R
L (L0 MOP) R (L 'LO') MOFP R
{LO DOP RO) R 'LO' DOP {'R0O' R)
L (Lo DOP RO) R (L 'LO') DOP ('RO' R)
Z+ (L0 MOP) R Z+ ‘LO' MOP R
Z« L {LO MOF) R Z+~ (L 'LO') MOF R
Z+ {LO DOFP RO) R Z+ 'LOo' DOP ('RG' R)
Z« L {LO DOF RO} R Z+« (L 'LO')} DOF ('RG' R)

L0 and RO are input functions to APL2 defined operators Y0P (monadic) and
DOP (dyadic). In the simulation, these inputs become function ids ‘L0" and ‘R0’
respectively, and the defined operators become identically-named dyadic
frontend functions. L and R are the input variables to the derived function. Z is
the result of the derived function applied to its inputs.

With this approach, recoding defined operator invocations becomes a routine

affair of moving parentheses around and adding quote symbols.

A Sample Invocation

Let's pause at this point to see how the defined operator woof fits into this
scheme, It's a monadic operator which yields an ambi-valent derived function. In
APL2, its header is therefore in the form

Z+L (L0 MOP) R
and looks like this:
Az+Aa(F wool)Aw;AA; AW

When we simulate it in APL*PLUST1/386, the frontend function’s header looks
like this:

Az+Aa woof Aw;AA;Afiderived_fn
In APL2, we might code an invocation of woo f such as

L 5 6 +woof 3 2
3

in APL*PLUS I1/386, we would code

{{y 5 6) "+') woof 3 2
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The Frontend Function

In the frontend, we carefully validate the inputs, we get the deriver to produce
the derived function, and then we run it. We arrange to have the frontend tell the
deriver what name we want the derived function to bear, and then we can
localise that name so that the whole thing looks seamless.

Of course, if the application uses the defined operator many times, the
concomitant repetition of the derivation process may be an overhead too great to
be borne. If so, we might delocalise the derived function, run the deriver once to
create it as a permanent resource, alter the relevant defined operator invocations
to invoke the derived function instead of the frontend, and save the workspace.

Similarly, if an operator's template makes multiple references to dependent
defined operators, we might group all the derivation work at the beginning of
the frontend and have the template use the derived functions explicitly
throughout.

And finally, if defined operators are being chained, we will have to delocalise
earlier derived functions so that their ids may be passed as inputs to later
frontends.

The Deriver

The deriver is a dyadic utility function which customises a copy of a named
template variable with supplied data. The deriver is named derive_fn. Its left
argument comprises one or two input function ids, depending on whether the
operator is monadic or dyadic. Its right argument is a two-item vector which
supplies the name of the template variable and the name which is to be aliotted
to the derived function.

Here is a listing of the deriver:

vaa derive fp AWw;aA;AL;A0;4Q

[1] » GSimulate defined operator. --~ PRIVATE
(2] a Derive fn 25« using template 1-w With fn(s] w.

L]

(4] n e 15 scalar or 2-item vector

[51 = - each item must be a tharacter scalar or vector naming 2

[61 =n primitive, defined, or derived functicn (eg. + plus tsROT}.
7] =~ w 15 2-item vector

[8] n wl1] 15 text vector name of the derffined operator's OVR.

[91 = wf2] Is text vector name which the derived rfupcticon Is to bear.
r101l

[11] (Ao Af)+avw n Gel op-template 1d & derived-fn id.
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[12] s'8Q+',chc A Get OVR of defiped operator,
[13] AQE{AQ='[")/1p8Q1+<Af ¢ AQ+eAQ A Insert desired derived-fn id.
[1n]  Ad«c' ', (etha)y,' ! A Space oul fIrst input fn id for
[15] 4QL{AG="4"'}/1p0Q]+AA o AQ+«€AQ n syntax reascons and fnsert jt.
[168] +{-{,2)=paa)/DDD n If two fn ids supplied,

[17]  aA+<' ', (edal2]}),' ! ] space out the secopd fn Id for
[18] AQL(8Q='L1)/1paQ]«AA o AQ«eAQ o syntax reasons and insert It.
f19]

t20] DDD:

[21]  AQ<ODEF AR A Define the template as a function.
[223

[23] m (D) APG 264UG92
v

As this code reveals, the deriver is a simple text substituter which relies on the
presence of pre-arranged cue symbols embedded in the template. The deriver
replaces these symbols with character data taken from its inputs.

The Template

The template is a text vector in the form of a OVR output. Within it, the three
graphics symbols “ 7, “5” and “ 1" are used as insertion cues. The first of the
three symbols is the cue for the derived-function id. The others are used as cues
for insertions of the input function ids.

Here is the woof defined operator’s template variable, XX woof. As a
comparison with the listing of woof given at the head of this article will
demonstrate, this template is 2 manually edited copy of woof’s AFL2 source
statements.

V Az«ha [ Wi AA; AN
£l A ---- SIMULATED APL2 DEFINED-OPFRATOR: qwoof
£z2] A Compute sum of o and sum of w, and then , these sums together.
£a]

cul AW+4 /UENLIST Aw A Sum «.

(5] +{220NC 'aa') /MMM n If no &, go do the mcnadic case.
Ls] 8A~+/OENLIST Aa R Sum o.

7] Lz+hA 4 AW A ¢ tie sums together.
[s8] +ZZZ

C9]

(101 MMM n MONARIC CASE:

[11] Az+ 4 AW A Just § the sum of w,
[12]

[13] ZZZ:

[io]

[15] wn TEIS FN HAS GENERATED FROM KK_woof VIA Vderive_In
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Here is the simulation frontend for the woof defined operator.

¥V Az<Aa woof AV;8d:Af;derived_fn
£1] A Simulate the "woof" defined operator --~- PUBLIC

[2] A « Is one of:

[3] A a character scalar or vector -~ rfunction Id (eg. + Xyz )
[42 A ., a 2-Item vector comprising

[s3 A al1] a left-argument to the functlon to be generated

[6] A w[2] & character scalar or vector - fupnction id

[71 A W 15 the data on which to operate.

Cal A « 15 the result cof the derived fupnction.

[9z

[102 EBRROR (2«0NC'aa'}/'Vwoof MUST BE USED DYADICALLY'

[21]1

[123 OERROR (1<ppAa)/'Vwoof LEFT-ARG MUSYT BE FN ID OR A 2-ITEM VECTOR'
[131  ~+((2>=aa)an/' '=0TYPE cda)/MMH a If a is foid only, monadic use.
[a4]

[15] DERROR (2#pAa)/'Vvool NON-SIMPLE LEFT-ARG MUST BE A 2-ITEM YECTOR'
[163 (a4 8f)+sa

[17] OERROR (1<ppAf)/'Vwoof LEFT-ARG 2ND ITEM MUST BE 5CALAR OR YECIOR'
[18] OERROR (i<=Af)/'Vwoof LEFT-ARG 2ND ITHEM MUST BE SIMPLE!'

[19] OERROR (' '#0TYPE +4f)/'Vwoof LEFT-ARG 2ND ITEM MUST BE A FN KNAME'
L2082

[21] (cear} derive_rfn 'KK_woof' 'derived_fn' a CGenerate Vderived_fn
[22] Az+ad derived_fn Aw a and run it dyadicaily.
[23] +2ZZ

[243

[252 MMM:

[262 QERROR (' '+«0OTTPE taa)/'V¥wool INVOKED WITE INVALID FUNCTION ID!
[27] (ccaa) derive_fn 'KK_wvoof' 'derived_fn' a Generate Vderlived_fn

[z8] Azvderived_fn aw n and run it monadically.
£z9]

[30) ZZZ:

[31]

[32] & (0) APG QuJUN93
v

In this function, the template variable is KK_woof and the derived function is
named derived_fn. During the preliminary validation of arguments,
messages documenting erroneous invocations of woof are issued; note that
these relate to erroneous invocations of the frontend function, not the original
defined operator. Finally, here is the derived function produced when use of the
woof operator with Divide is simulated.

¥ az+aa derived_fn Aw;AA;AW
[1] A —---- SIMULATED AFPL2 DEFINED-OPERATOR: + wool
2] A Compute sum of a and sum of ~, and then + these sums together.
L3l
[4] AR++/OENLIST sw A Sum «.
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[s] ={(220NC *aa') /MMM R Irf no a, go do the monadic case.
[6] AAd++/OENLIST Aa A Sum a,

[7] AZvAL = AF o + the sums together.

[e] +ZZZ

£91

[10] MMHM: a MONADIC CASE:

[a1] AzZ+ + AW A Just + the sum of w.

[12]

i3] ZZZ;

£14]

[15) a THIS FN WAS GENERATED FROM KK_wvoof VIA vderive_rn
v

Performance

In the migrated applications, defined operators were used widely. Some of these
uses were nested, meaning that they were coded within the statements which
comprised the body of another defined operator. Moreover, some nested
operators were used several times within the body of a given defined operator.

These repetitions made it convenient to have the outermost defined operator pre-
generate some of its dependents’ derived functions and invoke them directly. By
doing this, duplicate tours through the generation process were ecliminated,
which helped to reduce overhead.

Even so, some performance bottlenecks were still attributable to some defined
operator simulations. They were cleared by pre-generating all the relevant
derived functions as global functions, saving them in the workspace, and
recasting all the defined operator calls to reference the derived functions instead,

Where performance was satisfactory, defined operator simulations were left to
continue generating their derived functions when required.

Conclusions

The absence of defined operators from the repertoire of the APL*PLUS 11/386
interpreter is no barrier to the migration of mainframe APL2 applications. Just
write a simple frontend function, recode the defined operator in the form of a
template, and point the deriver at it. A little editing of the defined operator
invocations is all that is then required.

Reference
[FTDO 1993} When my friend Doreen brought her dog round.
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Inner Products for Range Tests

by Jonathan Barman

At our working group meeting the other day the topic came up of the rather
delightful inner products that one can use to check ranges. It seemed a good idea
to remind everyone what they are and how they may be derived.

The basic range test is to check if a scalar a lies within the range given by a two
element vector 5 where B[ 1] is less than B[ 2]. Spelling this out in full gives
{azb[1]1)Ya(a<b[2]). The steps needed to turn this into an inner product are
as follows:

(azbl[1])a(ashl2])
(~a<bf1])}nlas<hbl2])
(a<bl[1])<(ashl[2])
{a<b[1]}<(a<bl2]+1)
<fa<hb+ 0 1

a<.<b+ 0 1

azw ++ ~o<w

{~a)rw +* a<w

asw «+ a<w+l Only for integers!
scalar extension

definition of inmer product

T DD DPE

This is the one that everyone uses, because it looks so pretty! However, there is a
total of four ways in which the inner product can be derived:

a<.<h+ 0 1 a<.sb- 10 a».»h- 10 a».e2h+ 0 1

If you want to check that a is outside the range b then there are four more inner
products, which are:

as.zb+ 0 1 as.»h- 10 az.sb- 10 gz.<b+ 0 1

It is quite unusual to see any of these. T don't think I have ever used them, but if |
did I would use the first one as it is the strict negation of a<. <b+ 0 1.

The above inner products only work for a scalar integer against a two element
range. If you have a vector of integers which you want to check against a number
of ranges, then you have to use the outer product </ae.<b+(pblp 0 1.

Checking for overlapping ranges is almost exactly the same, only you have to
reverse one of the ranges, Briefly going through the derivation again:

(alz2)=zbl[1])a(af1lsb2]}
(~af2]<b[1]¥a{al1]l<b[2]1+1)
(al2]<bl1])<(al13<bl2]+1)
{(¢a)<.<b+ 0 1
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I normally switch this round and use a>.<¢b+ 0 1 so I don't have to use
parentheses. This form is also convenient when & is a two column matrix of
ranges and b is a two element vector.

As one can reverse either the left or the right argument for sets of ranges there
are 8 possible inner products:

a».<ébt+ 0 1 a»,s¢b- 1 0 a<.>¢h- 1 0 a<.z2¢h+ 0 1
(¢a)<.< b+ ¢ 1 (da)<.s b- 1 0 {(¢a)>.»> b- 1 ¢ (da)»>.> b+ 0 1

The inverses, for checking that the ranges do not overlap are:

azr.z¢b+ 0 1 az.>¢b- 1 0 as.sdb- 10 as.<¢b+
(da)s.2 b+ 0 1 (da)s.> b~ 1 0 (¢alz.s b- 1 0 (da)z.< b+

L= ]
[Ty

I normally use a> . <¢b+ 0 1 and forget about the rest.

It is important to remember that all the numbers must be integers for these inner
products to work. If you are testing floating point numbers, then the basic tests
have to be used. Also, an inner product is not necessarily faster than the
expanded test. It all depends on the APL interpreter that you are using.

e

Vector Back Numbers

Back numbers of Vector are available from:

<)
British APL Association, QS)\
¢/o Gill Smith, O
\) ‘\,’

Brook House, Gilling East, Q,\
YORK YO6 4]] Q’

Price in UK: £10 per complete volume (4 issues);
£12 (overseas); £16 (airmail) including postage.
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IBM° APL2 for 0S/2

APL?2 for OSI2 provides the full APL2 language, APs, and
tools to develop applications that are portable among 0S/2,
VM, TSQ, AIX/6000 and Sun Solaris. “APL2/2" is available in
two editions:

» APL2/2 Entry Edition: $185 (Us)

Graphical user interface ® Multiple concurrent APL2
sessions ® [JNA calls to routines written in other
languages ® Graphics facilities ® Cross-session shared
variables ® Output graphics and text to any 0OS/2-
supported printer ® Extensive printed and online
documentation ® Application development workspaces

® Workspace sizes up to 250MB # Presentation Manager
interface

» APL2/2 Advanced Edition: $650 (U.s)

Includes all of the features of APL2/2 Entry Edition, plus:
e Access to DB2/2 relational databases ® Remote session
managers ® Cross-system shared variables, for network
cooperative processing ® TCP/IP socket interface

® Interfaces and tools for writing custom APs

® Integrated application performance analysis

Ordering: OQOutside the U.S., please contact your local IBM
Branch Office. Within the U.S., please call IBM Direct at
1-800-1BM-CALL (1-800-426-2255). Ask for part number
89G1556 (APL2/2 Entry Edition) or part number 89G16397
(APL2/2 Advanced Edition).

...Want more details? e Internet: ap12@vnet.ibm.com
e CompuServe: go IBMAPL2 e Fax: (U.S.) 1-408-463-4488
e Tel: (U.s.) 1-408-463-APL2 (1-408-463-2752)

irademarks of the International Busimess Machines Corperation. Sun and Selaris are
frademarks of Sun Microsystems, In¢, CompuServe {s a trademark of CompuServe, (n¢

—
i
—
1BM, APL2, ATX, AIX/G000. Operating System/2, 05/2, DB2, DBY/2, VM and TSO are — —
- L)
—
—
Prices shown are valld for ali U8 customers, as of March 1, 1984 —
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Another Use of Not-Equals-Scan

by Anthony Camacho

Donald McIntyre and | wanted to put together a disk of all his ] writings. He
regretted that he did not have disk versions of his APL 91 paper Mastering | or
his article for the IBM Systems Journal Language as an Intellectual Tool: from
Hieroglyphice to APL. 1 said 1 had a Logitech Scanman color and CorelDraw 4
which has an OCR-trace facility and I would see what they could do.

I did, and found that the scanner would produce a black and white bitmap
which CorelTrace would read. CorelTrace produces an encapsulated PostScript
file as scanner output. Tt uses the same filename as the file loaded and writes a
EPS file that begins thus:.

%!P5-Adobe-2.0 EPSF-1,2

%%Creator: CorelTRACE V4.0 in Adobe Illustrator 88(TM) format

%%Iitle: CorelTRACE Qutput

%%BoundingBox: 0.0 0.0 178.0 617.7

%%TileBox: 0.0 0.0 178.0 617.7
#%nCreationDate: Thurs Sept 10 14:01:30 1592

When [ looked at the rest of the file | was most impressed. T thought the fact that
it specified the typeface as Helvetica meant that it recognised the font. Later |
discovered that its output is always Helvetica. It doesn’t even distinguish
between roman and italic or bold. Unfortunately 1 have no software that will
read a .EFS file and extract the text from it. CorelDraw itself will import the .EPS
file, but it comes in as a group of objects which cannot be edited until they are
ungrouped. Each object is one line of text and I have not yet found any way to
join them into a single string.

Adrian Smith suggested to me that, in PostScript, every text character will be in
parentheses. [t appears to be true although there are characters which are not text
in parentheses too. The PostScript specification {PostScript Language Reference
Manual, Addison- Wesley ISBN 0-201-10174-2) says that:

“A string in POSTSCRIPT is delimited by balanced parentheses... (Strings may
include special characters *-&}*% and balanced parentheses () (and so on).). .
-Within a string the \" (backslash) character is used as an *escape’ for various
purposes such as including unbalanced parentheses, non-printing characters
and the '\” character itsel{.”

1 thought that T would be able to write some APL to read the .EPS file and write
the ASCII text to another file quite easily. T read the file into a text vector. I relied
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Now Available!
IBM"APL2 for Sun” SPARC’ Systems

APL2 for Sun Solaris provides the full APL2 language, APs,
and tools to develop applications that are portable among
Sun Solaris, VM, TSO, AIX/6000 and 0S/2.

APL2 for Sun Solaris features:

Graphical user interface using Motif ® Multiple
concurrent APL2 sessions e [JV4 calls to routines
written in other languages ® Graphics facilities

® PostScript support for both text and graphics

® Extensive documentation ® Application development
workspaces ® Workspace sizes up to 1GB ® X-Windows
APl ® Remote session managers ® Cross-system shared
variables, for network cooperative processing e TCP/(P
socket interface ® Interfaces and tools for writing custom
APs e Integrated application performance analysis

® National Language Support

Prerequisites: Solaris 2.2 or later and Motif 1.2 (X11R5) or
later.

Ordering: Outside the U.S., please contact your local IBM
Branch Office. Within the U.S,, please call iBM Direct at
1-800-IBM-CALL (1-800-426-2255). Ask for product number
5648-065. Price: $1500 (u.s). Two-month test period—
satisfaction guaranteed!

...Want more details? e |nternet: api2@vnet.ibm.con
® CompuServe: go IBMAPL2 ® Fax: (U.S.) 1-408-463-4488
® Tel: (U.S)1-408-463-APL2 (1-408-463-2752)

IBM, APL2, AlX, AIX/B00Q. Operating Syslem/2, 0872, VM and TS0 are trademarks of the —
International Business Machines Corporation Sun and Solaris are irademarks of Sun mesen!
Micrasystems, Inc. SPARC Is & trademark of SPARC International, Inc. Metif is a = ——
trademark of the Cpen Software Foundation. PostSeript |5 a trademark of Adaobe -— —
Systems, Inc. CompuServe is a trademark of CompuServe, Inc  Prices shown are valid I

far all U S. customers, as of March 1, 1994 —
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on the parentheses being balanced and did a not-equals scan on a boolean that
marked them, to mark all the text within the parentheses. (Gérard would be
proud of me.) It didn’t work because CorelTrace does not mark the unbalanced
parentheses. ] suppose it may assume that unbalanced parentheses are probably
the result of scan failure. I wish it had marked every parenthesis within the text
as unbalanced. That would have been within the specification and much easier to
deal with. My reading of the specification is that CorelTrace does not meet it.

“Surely 1 can cope with that.”, T thought. 1 then wasted a day trying to find
elegant methods. In particular I felt sure that subtracting a plus-scan of a boolean
marking the closing parentheses from a plus-scan of a boolean marking the
opening parentheses ought to be the right start. It gives a numeric vector where
the values rise as each opening parenthesis is passed and reduce at each closing
parenthesis. The trouble is that unmatched parentheses within the text ensure
that there are non-zero values for characters outside the text strings. 1 couldn’t
find a good way to reduce the values for the non-text characters reliably to zero.

Instead | tried another tack which appears to work. Below is the result. I have
commented it enough for anyone to follow its working and have not saved time
or space by combining lines which ought to be combined. It starts by collecting
the positions of all the left and right parentheses separately. It aims to find each
opening parenthesis, and remove any other opening parenthesis before the next
closing parenthesis. and then to find each closing parenthesis and remove any
preceding closing parenthesis closer than the next opening parenthesis to the left.
I realise this really ought to be done recursively until there are no unbalanced
parentheses to remove, but I chose instead to put in a test to see if the result is
balanced and I've now scanned quite a few pages and never had a failure.

1 had to recognise the carriage returns, which CorelTrace always renders as (\r),
and remove the () pairs if any which would cause the not-equals scan to flip and
mark the non-text characters from () to the next (). It is written in APLIWIN and
is more or less instantaneous on my 486 given the that largest file it can process is
one page, or one column.

To my delight CorelTrace recognises most italic text almost as well as roman. It
seems to be quite tolerant of noise. 1 have scanned dirty newsprint successfully.
Of course there are severe limitations. It fails on a lot of Amstrad word processor
print. It will not recognise subscripts or superscripts — the latter come out as
quotes. It doesn’t recognise APL, however beautifully printed, or the sort of
mathematical symbols Donald Mclntyre is liable to use such as square root,
infinity or sigma. But it does quite often read a paragraph without a single
erroneous character.
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New Release!

IBM°APL2’ for the RISC System/6000"

APL2 for the RISC System/6000 provides the full APL2
language, APs, and tools to develop applications that are
portable among AIX/6000, VM, TSO, Sun Solaris, and OS/2.

Now Available in Release 2 of AIX APL2/6000:

New Motif-based session manager ¢ [JNA4 calls to
routines written in other languages ® Access to DB2/6000
relational databases ® Remote session managers

® Cross-system shared variables, for network cooperative
processing ® TCP/IP socket interface e Interfaces and
tools for writing custom APs ® Pipe support ® PostScript
support for both text and graphics ® Asynchronous APs
for multiprocessing ® National Language and APL2
character support for the vi editor

Prerequisites: AlIX 3.2 or later and AlXwindows
Environment/6000 Version 1.2.3 or later.

Ordering: Outside the U.S,, please contact your local IBM
Branch Office. Within the U.S., please call IBM Direct at
1-800-IBM-CALL (1-800-426-2255). Ask for product number
5765-012.

Prices are based upon processor size, starting at just $1050
(us). Two-month test period—satisfaction guaranteed!
Upgrades to this release are free to registered owners of
APL2/6000 Release 1.

Want more details? o Internet: ap12@vnet.ibm.com
® CompuServe: go IBMAPLZ ® Fax: (U.5) 1-408-463-4488
o Tel: (u.s.) 1-408-463-APL2 (1-408-463-2752)

—
1BM, APL2, APL2/6000, AIX, AIX/G000, RISC System/6000, AlXwindows, Operating _—
System/2, 05/2, DB2, DB2/6000, VM and TSO are trademarks of the International —
Bustness Machines Corporation  Sun and Solaris are frademarks of Sun Microsystems, —
Ine. PestScript Is a trademark of Adobe Systeme, (nc. CompuServe |s a trademark, of —
CompuServe, Inc. Prices shown are valid for afll U 8. cuslomers, as of March 1, 1334, —
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Appendix: the Code

[1]

[2]

[aj

L]

[5]

[6]

[71

L8]

[9]

[10]
L14]
[12]
[13]
L1a]
[15]
[16]
L17]
C1a]
C19]
[20]
[21]
[22]
(23]
[24]
[25]
[26]
[271
£28]
£29]
£3Q]l
[ai1]
£az]
faa]

outfile extractasciifrom infile;tv;booiposl;posrymat;boomat;posrn;
poslpiadjiposn

n Extracts text from CorelTrace ,EPS infile and writes It teo outfile

tv<«Qtoap! Offread infile

posl«(tv="(')/tptv n positions of left parens
posr«{tv=")1')/1ptv » positions of right parens

mat+posre.[pasl » larger of each posr and each pesl
boomat+«((pmat)oposl)zmat » 1 marks mat positions pot to right of posl
posro«lLimat+boomat=ptv n select smallest posr to right of each posl
posl«(nubsieve posrn)/poesl s pick leftmost posl for each posrn
mat+posls, Lposr n smaller cf each new posl and each posr

boomat<((pmat)pposrismat » 1 marks mat positions not to left of posr
posip«ffmat-boomatx2xptv n select largest posl to left of each posr
posr+$(pubsievebposlpl/éposr m pick rightmost pesr for each posip

[ There ought to be as many posr entrles as there are posl and each
a posr ought to be larger than the corresponding posl. So test!
=~({{pposl)=pposr)/ferr » if they arepm't the same lenghh
~{~afposl<posr)/err n if every pesr is not larger than 1ts posl
adj+~posr=1+pos! n adj keeps all but adjacent ()
pusr<adj/pasr ¢ posl+adj/posl » remove adjacent pairs

boou+{ptv)p0l n make an empty boolean

boolposr,pesll+1 n put 15 in It

boo+2\boo A =\ n switch op bits betveen ( and )} (guaranteed in pairs}
'There are ',(v+/boo),' characters betveen parentheses,'

posn+boo/1ohoo A note start of each string in posn

'There are ',(vopposn),' strings of letters to extract.'
posnp<({'\'=tvIposn+1l}a'r'=tviposn+2])}/posn
] set fv to OR LF vwhere group beglins *\r!
tviposn+1]«C0R ¢ tv[posn+2]+LF

'There are ''\r'' pairs at positions ',vposn

tv+{boord, " L+bog)/tv n select the chkaracters regquired
(Otoascii tv) OAfvrite outfile
+0

err:'It went wrong! pposl= ',(vpposl!),' and pposr= ',{vpposr)
tposli!,{vpasl) ¢ 'posr:',{¥posr)
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Vectype: Preparing APL Code for
Publication (Vector and APL.94)

by Adrian Smith (Production Manager)

Vector has the interesting technical problem that it must cope with APL code
arriving in all sorts of different character sets. For a leng time, I could work with
the APL*PLUS/PC AV as a de facto standard, but all that has changed now, and
code arrives in Word and Write documents having been pasted over from
Dyalog/W, ISTWIN, and (shortly) APL*PLUS III. Commonality of [JAV is not
relevant any more, because everyone maps their characters to their TrueType
fonts in a unique way. What Vector needs is some way of:

a) encouraging as many people as possible to submit articles in my favourite
VectorAPL TrueType font (se | don’t need to do anything).

b} coping easily with submissions in the native font of the APL of your choice.
This looks to me {unfortunately) to be the most likely scenario.

Tt seems to me that if Vector can solve this problem, the solution is likely to be of
general value to the APL community. In particular, what we can offer is an APL
font that includes all the APL symbols known to man, and a unified keyboard
layout that you can type them with!

The Current State of the Art

The screen-snap on the facing page shows VECTYPE in action, and illustrates
most of what it does. Basically, it is a runtimed Dyalog APL workspace (no
royalties necessary} which makes a simple “ontop’” window so that you can run
Word full-screen and still see your APL typebox. When you 'minimize’ it, it rolls
up to its titlebar, which is easy to park over the Word titlebar, and much more
convenient than an ‘ontop” icon!

You can simply type APL text into the box (the key mappings are as standard as
I could make them, given that this covers all known APLs} or you can execute
simple expressions (the workspace includes some common utilities like
DISPLAY) and have the results shown below. Normal cut-and-paste works as
you would expect, to any Windows application, or you can use the <Copy>
button to put the contents of the whole Vectype window into the clipboard.
When you paste this (e.g. into Write), you will need to select it and and set the
VectorAPL font by hand.
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Vectype will import APL code from DOS text files in any of the common GAVs
(many thanks to David Appleton for checking out the APL2), and will read
ISIAFPL, Dyalog APL and APL*PLUS TII from the Clipboard. This enables me to
grab code from a Winword document in (say) ISIAPL format into the Vectype
Window, and promptly stuff it back in the VectorAPL font! T feel T shall want
something like this to move code easily from Dyalog/W to PLUS IIl and back!

. — st —Documentl
Mo ] ml The Vector APL Typewriter ] ~ lelp
[Tr{|Prsprar tHello® (2 3p:8) 5| mE
[j|Prserar THellol (2 _ D
| BaaEala
Fe|l! 1Heliel 41 2 31 | Is i -
il | R QR t | 5 8] |
I |
r

Introductiony

. RS ENENE NN LN R B B
This is an example of the th IIllllgllllllll‘!l‘ll’l‘l‘!JJI
like 04V or complete listing 1
Gaps [ [T [Lfefefaf-] " Jufe]®]n

DISPLAY ‘'Hello' (2 3 [ * [ﬂ: [aTn|u|1|T|||s|z|f| t

eFTTTommmomooommoo 1 feret]  |rir] [ats | [cret
[ S T B — - - .

| lHellol +1 2 31 14 This is Faily standard ... but rote: divide [Quotisrk) and

| 1o iy 5 8] |4 times (Product) as well a3 match, net-equal, find and zilde,
| | SV ro

b mm e e ' e

1f you use Winword, you can take advantage of the <Stuff> button! This sets up
a DDE channel and sends the entire contents of the Vectype window directly to
Word, where it is inserted at the cursor. If there is only a single line in Vectype, it
simply selects it and sets the VectorAPL font for you; if there are several lines,

these are entered as a separate paragraph, with ‘newline” characters at the end of
each line. Again, the VectorAPL font is set automatically.

If you can make use of this, it certainly helps me to get Vector together in less
time with less hassle! Send me a blank 1.44Mb disk with return postage, or mail
me on Compuserve 100331,644 and I will reply with a copy of Vectype and a
runtime Dyalog interpreter ready to install. Then, give it away to your friends!
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Index to Advertisers

Dyadic Systems Ltd 2
IBM 135,137, 139
Manugistics 6
MicroAPL 56
Vector Back Numbers 134

All queries regarding advertising in VECTOR should be made to Gill Smith, at
0439-788385.

Submitting Material to Vector

The Vector working group meets towards the end of the month in which Vector
appears; we review material for issue n+l and discuss themes for issues n+2
onwards. Please send the text of submitted articles (with diskette as appropriate)
to the Editor:

Anthony Camacho,

11 Auburn Road, Redland,
BRISTOL, BS6 615

Tel: 0272-730036

Email:

Authors wishing to use Windows Write should contact Vector Production for a
copy of the Vector APL TrueType font and Vector APL typebox.

Camera-ready artwork (e.g. advertisements) and diskettes of ‘standard’ material
{e.g. sustaining members’ news) should be sent to Vector Production, Brook
House, Gilling East, YORK.

Tel: 0439-788385 (any time)
Compuserve: 100331,644.
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BAA: Membership Application / Renewal

Membership of the British APL Association is open to anyone interested in AFL.
The membership year runs from 1st May to 30th April. The British AFL
Association is a special interest group of the British Computer Society, Reg.
Charity No. 292,786

Name:
Address:

Post or zip code:
Country:
Telephone Number:

Membership category (please tickbox): . .. .............

UK private membership . . ...................... £12 d
Overseas private membership . . ... ... ............ £14 a

Airmail supplement (not needed for Europe} . ......... £4 d
UK Corporate membership . . ...... ... ........ .. £100 Q
Corporate membershipoverseas ., ................ £135 Q
Sustaining membership . ... ... ... ... .. £430 a
Non-voting UK member (student/ OAF/unemployed only) £6 Q

PAYMENT — in Sterling only

Payment should be enclosed with membership applications in the form of a UK
Sterling cheque to “The British APL Association”, or you may quote your
Mastercard or Visa number.

1 authorise you to debit my Visa/Mastercard account

Number: Expiry date: ___|___
for the membership category indicated above,
Data Protection Ack
s . - The information supplied may be
8 annually: at the Rre\.rallmg rate, until further notice stored on compurer and proosssed
one year’s subscription only In accordance with the reglstration
of the Biitish Computer Sociely.
{please tick the required option above)
Signature: Send the completed form to:

British APL Association, ¢/ o Rowena Small, 8 Cardigan Road, LONDON, E3 5HU
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The British APL Association

The British APL Associntion is a Specialist Gtoup of the British Computer Society. It is administered by a Committee
of officers who are elected by a postal ballot of Association members prior to the Annual General Mecting, Working
groups are also cstablished in arcas such as activity planning and journal production. Offers of assistance and
involvement with any Association matters are welcomed and should be addressed in the first instance to the Sceretary,

Chaittnan:

Secretary:

Tteasurer:

Journal Editor:

Activities:

Education:

Technical:

Projects:

Publicity:

Recruitment:

Administration:

Editot:
Production:
Advertising:
Support Team:

1993/94 Committee

David Bastwood
071-922 8866
microapl@applelink.apple.com

Duncan Pearson
0904-603510
100265.1564 @ compuserve.com

Nicholas Small
081-980 7870

Anthony Camache
0272-730036
acamacho @cix.compulink.co.uk

Vacant Post

Dr Alan Mayer
0792-205678x4274
a.d.mayer@swansea.ac.uk

Jonathan Barman
0488-648575
100116.1030 @compuscrve.com

George MacLeod
0442-878065

Misha Jovanovic
0753-853141

Mark Haris
0438-310155
kestrel @apl.demon.co.uk

Rowena Small
081-980 7870

MictoAPL Ltd.,
South Bank Technopark,
90 London Road, LONDON SE1 6LN

143 Hull Road,
YORK YOI 31X

8 Cardigan Road,
LONDON E3 5HU

11 Auburn Road, Redland,
BRISTOL,
BS6 6LS

European Business Management School,
Swansca University,
Singleton Patk, SWANSEA SA2 8PP

Hill Top House,
East Garston,
NEWBURY, Betks RG16 THD

Greymantle Associates Ltd,, Bartrum House,
Ravens Lane, BERKHAMSTED, Herts HP4 2DY

99 Oxford Road,
WINDSOR, Berks SL4 5DX

Kestrel Consulting, Business & Technology Centre,
Bessemer Drive, STEVENAGE,
Herts SG12DX

8 Cardigan Road,
LONDON E3 5HU

Journal Working Group
Anthony Camacho 0272-730036
Adrian & Gill Smith Brook House, Gilling East, YORK (0439-788385)

Gill Smith

Brook House, Gilling East, YORK (0439-788385)

Jonathan & Bridget Barman (0488-648575), Ray Cannon (0252-874697),
Richard Weber (0302-539761), Sylvia Camacho, Duncan Pearson,
John Seatle, David Ziemann (071-267 8032), Jon Sandles
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